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Preface
Many of us hate Thermodynamics. Thermodynamics is so different from all what we
have learned before in our theory courses on classical mechanics and quantum theory. In contrast to quantities like position, momentum, and energy, all of which have
a precise meaning and can be measured, Thermodynamics deals with a strange set of
quantities such as temperature, entropy, heat, and many others.
Some of us love Thermodynamics. It is conceptually simple and highly universal.
Unlike other physical theories, which are concerned with the properties of particular
objects, Thermodynamics deals with abstract "systems" independent of the specific implementation. The mathematics used in the theory is simple and beautiful. Einstein has
expressed this perception as follows:
“A theory is the more impressive the greater the simplicity of its premises is, the more different kinds
of things it relates, and the more extended is its area of applicability. Therefore the deep impression
which classical Thermodynamics made upon me. It is the only physical theory of universal content
concerning which I am convinced that within the framework of the applicability of its basic concepts,
it will never be overthrown.”

How is it possible that such different viewpoints can coexist? Probably this is related
to our beliefs regarding the nature of physical theories. We tend to believe that an
established physical theory is something like a complete self-contained set of axioms
from which certain conclusions and predictions can be derived. We tend to believe
that established physical theories are formulated in a generally accepted final form,
something that we can find in textbooks. But this is not true. Theories, in particular
physical theories, are not carved in stone, rather they are formulated in a way which
reflects our current understanding of Nature. Classical Thermodynamics is such an
example. As a matter of fact, Thermodynamics reflects to a large extent the scientific
spirit of the 19th and 20th century. It is formulated in a way which makes it suitable for
understanding steam engines, combustion motors, rockets and chemical reactions.
I inherited a copy of my grandfathers physics textbook that
he used during his studies of engineering. It was written by
Ernst Mach about the turn of the century, and it was still in
widespread use until World War II. In the last chapter Mach
concludes his book with general remarks about theories:
“Nicht jede bestehende wissenschaftliche Theorie ergibt sich so
natürlich und ungekünstelt [wie die klassische Mechanik]. Wenn
z.B. chemische, elektrische , optische Erscheinungen durch Atome
erklärt werden, so hat sich die Hilfsvorstellung der Atome nicht
nach dem Prinzip der Kontinuität ergeben, sie ist vielmehr für
diesen Zweck eigens erfunden.

Atome können wir nirgends

Physics textbook used in the 30’s

wahrnehmen, sie sind wie alle Substanzen Gedankendinge. [...]
Mögen die Atomtheorien immerhin geeignet sein, eine Reihe von Tatsachen darzustellen, die Naturforscher, welche Newtons Regeln des Philosophierens sich zu Herzen genommen haben, werden diese
Theorien nur als provisorische Hilfsmittel gelten lassen und einen Ersatz durch eine natürliche Anschauung anstreben.”
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Thermodynamics in its original formulation was shaped long before this textbook was
written, in an atmosphere where world-leading physicists still denied the existence of
atoms. And this scientific zeitgeist is still noticeable today.
Nevertheless Thermodynamics is a remarkable theory. Einstein is right in saying
that Thermodynamics is extremely universal. But at the same time we cannot deny
that Thermodynamics is in blatant contradiction with other existing physical theories.
For example, classical and quantum mechanics, which are supposed to be microscopic
fundamental theories, are invariant under time reversal. That is, for a given timedependent process which is a solution of the fundamental equations of motion, the
corresponding time-reversed process is also valid solution. In other words, watching
this process in a movie, we cannot decide whether the movie is running forward or
backward. Obviously, this is not true for Thermodynamics. Or did you ever see the
milk jumping out of your coffee back into the milk churn?
If a successful physical theory is replaced by a new one, the existing theory is not
completely overthrown but usually it is contained in the new theory in the form of a
particular limit. For example, general relativity includes Newtonian gravity in the limit
c → ∞, while quantum mechanics includes classical mechanics in the limit h̄ → 0. This
means that the previous theory is still useful in its specific regime of applicability. But
the conceptual viewpoint may change drastically! For example, in Newtonian physics
forces are postulated as instantaneous actions at distance, while in general relativity
they reflect the curvature of the underlying space-time. This suggests that a final theory
of everything, which is supposed to describe Nature in all detail, is very far away or
it does not even exist at all. Physical theories are rather images of Nature created by
humans, reasonable images of Nature which allow us to make useful predictions, but
we cannot expect them to be more than an approximation of the real world out there.
Nevertheless they allow us to gain some insight into the deep question of how Nature
works, and this is what drives us to study Physics.
The founders of Thermodynamics in the 19th century were
primarily concerned with macroscopically measurable quantities of gases and fluids such as temperature and pressure.
At that time the most innovative concept in physics was the
notion of energy, a convertible quantity that is conserved in
time. Energy conservation is reflected in the First Law of
Thermodynamics, but soon it became clear that additional
new concepts were needed in order to describe thermal processes. The key concept, which is needed to understand Thermodynamics, was discovered by Rudolf Clausius, who was
professor in Würzburg for some time. He identified an until
then unknown quantity for which he had to invent a suitable
name. Inspired by the successful concept of en-ergy, he called
Rudolf Clausius (1822-1888)
Professor in Würzburg 1867-1869
the new quantity en-tropy, which can be translated roughly as
the ability of the system to transform energy into a different state. Surprisingly, entropy
is something that cannot be measured directly (or have you ever seen a measurement
apparatus for entropy in your lab?), but Clausius taught us that it can be quantified
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indirectly by measuring the exchange of heat by means of the Clausius relation
∆S =

∆Q
,
T

where T is the temperature of the system. Somewhat later Ludwig Boltzmann came up
with a statistical interpretation of entropy. This was the birth of classical Statistical Mechanics, a sub-discipline of physics that became fashionable after World War II. Instead
of dealing with macroscopic quantities like temperature, pressure and heat, people became interested in the microscopic statistics of complex systems, studying simplified
models such as the celebrated Ising model. Statistical mechanics did not overthrow
Thermodynamics, but it added another viewpoint. Unlike Ernst Mach, who refused
the idea of atoms, physicists were now familiar with atomistic concepts and began to
appreciate systems made of discrete elements.
As we will see in this lecture, an important ingredient of Thermodynamics is the
notion of thermal equilibrium. Roughly speaking, complex systems relax into an equilibrium state if we give them enough time to equilibrate. Thermodynamics is basically
a story about equilibrium. However, the birth of classical Statistical Physics opened
the door to study systems out of equilibrium as well. This led to the sub-discipline of
non-equilibrium Statistical Physics, one of the focuses of our department TP III.
In all these fields, the notion of entropy, the mysterious quantity introduced by Rudolf
Clausius, plays a fundamental role. In the 60s it was Claude Shannon, one of the first
IT pioneers, who realized that entropy is basically the same as information. At that
time a scientific notion of information was not yet established. Today, however, we are
used to modern information technology based on bits, bytes and gigabytes, giving us
some feeling of what information is made of. Entropy turns out to be nothing but the
information needed to describe a physical system.
The concepts of information theory increasingly influence physicists, leading to various new exciting fields. One of them is stochastic thermodynamics, where one is not only
interested in averages, but also in fluctuations around averages. A recent discovery is
the fluctuation theorem which replaces the Second Law of Thermodynamics. The combination with quantum physics, on the other hand, has led to the new field of quantum
information theory, which is beyond the scope of this lecture. All in all it seems that
Statistical Physics is no longer a separate field of study but becomes more and more
relevant in a large variety of other fields.

About these lecture notes
This lecture is concerned with Classical Statistical Physics and Thermodynamics. Most textbooks on this subject follow the historical development, first starting with Thermodynamics and then introducing Statistical Mechanics as an additional perspective. But in
the light of vast progress in this field in recent years it seems to be more suitable to start
out from statistical physic, which first allows us to understand the microscopic foundations of the theory, and then to ’derive’ Thermodynamics at a later stage. This may
help to avoid the widespread negative feelings that many students encounter when
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they first come into contact with Thermodynamics.
We will be concerned with classical Statistical Physics. A physical theory is called
classical if it is not quantum, i.e., in the limit h̄ → 0. However, as we will see below,
there is no Statistical Physics without quantum physics, on the contrary, both theories
are intimately connected. Thus, although we stay in the classical realm, we will make
use of quantum concepts whenever it is necessary.

Literature
These lecture notes are based on a large variety of sources. There are many excellent
textbooks on Thermodynamics and Statistical Physics, and which of them is most suitable depends on the personal taste. Here we give a few references that might be of
interest:
Callen
Chandler
Diu
Fließbach
Huang
Landau
Lindner
Ma
Nolting
Reichl
Reif
Peliti

Thermodynamics and an Introduction to Thermostatistics
Introduction to modern Statistical Mechanics
Grundlagen der statistischen Physik
Statistische Physik
Introduction to Statistical Physics
Statistical Physics: V. 5
Grundkurs Theoretische Physik
Statistical Mechanics
Statistische Physik: mit 102 Aufgaben
A modern course in Statistical Physics
Statistical thermal physics
Statistical mechanics in a nutshell

[1]
[2]
[3]
[4]
[6]
[8]
[9]
[10]
[11]
[13]
[14]
[12]

The numbers in brackets refer to more detailed information that can be found in the
bibliography at the end of these lecture notes.

Lecture notes are always error-prone. Please help us to improve these lecture notes by
identifying mistakes and potential misunderstandings. Thanks a lot!
Haye Hinrichsen
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1 Classical Probability Theory
1.1 Randomness
Statistical physics is basically a theory
that deals with incomplete knowledge
about a physical system. Actually it
is a theory of almost totally incomplete
knowledge. For example, if we consider
a gas in a container with about 1023 particles, we do not know anything about
the current coordinates and momenta,
what we know instead is only a very limited set of macroscopic observables such
as the temperature and the pressure of
Students of the University of Tübingen playing billiard in the 19th century.
the gas. What makes the pressure of a
gas more relevant than the coordinates of the particular molecule? Why is it still possible – using such a reduced set of macroscopic observables – to formulate physical laws?
To answer these fundamental questions we first have to understand the basics of probability theory and in particular the concept of randomness, which is the purpose of this
chapter.

1.1.1 True and apparent randomness
Our daily life is determined by mixture of foreseeable and random events. For example,
we know for sure that objects in the gravitational field on earth will fall down, and it
is precisely this determinism which makes our lives possible. On the other hand, it is
nearly impossible to predict the weather over a longer period of time. And of course
our lives are again and again influenced by completely unpredictable events that we
call "accidental" or "random".
The phenomenon of randomness is quite complex. In philosophy many kinds of
randomness are distinguished, and this could be the subject of a separate lecture. In
physics, however, we differentiate mainly between two variants, namely
• True randomness due to the physical laws, where a causal reason for a particular
event does not exist, even not in principle.
• Apparent randomness, where the event has a causal reason, but the corresponding
cause-effect chain is so complex that the outcome looks as if it was random.
In practice both cases are extremely difficult to distinguish. In fact, how can we decide
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whether an event is random in itself or whether its random nature is only an apparent
one due to our personal ignorance? On the other hand, within the framework of a
given theory the two cases can be distinguished quite easily. For example, in the theory
of deterministic chaos there is always a well defined cause-effect chain and therefore the
perceived randomness is an apparent one. On the other hand, the measurement process
in quantum theory is believed to generate genuine randomness by itself, which can be
interpreted as some kind of true randomness. In fact, denying the existence of true
randomness in quantum mechanics, which is usually at the core of so-called hiddenvariables theories, leads to logical contradictions within the theory.
Both deterministic chaos and the quantum measurement process are interesting in
themselves. In this lecture we would like to give a very short introduction to some
basic notions of chaos theory and to the quantum measurement process, highlighting
their conceptual relevance in the context of statistical physics.

1.1.2 Some basic facts about deterministic chaos
Let us first considered the case of apparent randomness in non-linear dynamics. The
study of such phenomena led to an independent branch of physics called chaos theory.
Chaos theory focuses on the behavior of dynamical systems that are highly sensitive to
initial conditions. It is an interdisciplinary theory claiming that apparent randomness
of complex systems is not completely arbitrary but that there are underlying patterns
such as feedback loops, self similarity, formation of fractals, and self-organization. A
suggestive example is the so-called butterfly effect, according to which a butterfly flapping its wings in Australia can eventually cause a tornado in the United States at some
later time. Chaos theory has applications in a wide range of disciplines, including meteorology, sociology, physics, environmental science, computer science, engineering,
economics, and biology.

Amplification of deviations in the initial conditions
A key element of chaotic systems is the ability to amplify tiny changes in the initial
conditions. In order to understand this mechanism, let us first consider the simple
example of a (not chaotic) linear differential equation
dx (t)
= a x (t)
dt

or in short:

ẋ = ax

(1.1)

As we all know, this differential equation has the solution
x (t) = x0 e at ,

(1.2)

where x0 = x (0) plays the role of an amplitude factor. Although this example is trivial,
we can already learn something with respect to chaos. First, the equation has a unique
stationary (i.e. time-independent) solution, namely, x (t) = 0, which requires to use the
initial condition x0 = 0. Using a different language, we may also say that the differential
equation possesses a fixed point, namely, x ∗ = 0.
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Let us now perturb the initial condition x0 = 0 by a small deviation, i.e. let us replace
x0 → x0 + e.

(1.3)

which in the present case means to set x0 = e, were |e|  1. Then the resulting solution
reads
x (t) = e e at .
(1.4)
The impact of this e-perturbation during the subsequent temporal evolution depends
on the sign of the constant a. If a is negative, the perturbation will decay exponentially,
relaxing back toward the equilibrium fixed point x ∗ = 0. In this case the fixed point
is said to be stable. If a = 0, we are in a marginal situation where the perturbation will
stay constant. Finally, if a is positive, the solution will eventually diverge exponentially,
irrespective of the value of e, meaning that the fixed point is unstable in this case. In
summary, we have


0
if a < 0



e
if a = 0
lim x (t) =
(1.5)
t→∞
+∞ if a > 0 ∧ e > 0



−∞ if a > 0 ∧ e < 0.
In the case of an unstable behavior (a > 0), we may ask how long it will take until
the perturbation becomes visible on a macroscopic scale. Of course, the meaning of
“being macroscopically visible” cannot be defined precisely, but more or less it means
that the perturbation has grown so much that it becomes comparable with the typical
macroscopic scale of the system. In the present example, it would be natural define this
time t f as the time it takes until the perturbation reaches the order 1:
x (t f ) ≈ 1

⇔

e ea t f ≈ 1

⇔

1
t f ≈ − ln e.
a

(1.6)

Although this linear differential equation is non-chaotic (in fact, only nonlinear differential equations can be chaotic), it nevertheless highlights what happens if the perturbation is amplified exponentially, namely, that the time that it takes until the perturbation
becomes visible scales logarithmically with the size of the perturbation. Thus, even for a
very small initial perturbation, say e = 10−100 , this time is only of the order t f ≈ 100.
So we can conclude that if a system is chaotic, chaos will already show up after very
short time.

Chaotic systems in classical mechanics
In theoretical classical mechanics, physical systems are usually described in terms of
the Lagrange or Hamilton formalism. Here the prototype of a “system” is a particle or
a set of N particles, and the state of this system is described by N time-dependent coordinates (q1 , q2 , . . . , q N ) and momenta ( p1 , p2 , . . . , p N ) in a 2N-dimensional vector space
called phase space. The dynamics of the system is governed by the Hamilton equations of
motion
q̇i =

∂H (q1 , . . . , q N ; p1 , . . . , p N )
,
∂pi

ṗi = −

∂H (q1 , . . . , q N ; p1 , . . . , p N )
∂qi
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where H (q1 , . . . , q N ; p1 , . . . , p N ) is the Hamilton function
(called Hamiltonian) which is usually given by the total energy of the system. Interpreting positions and momenta
as a 2N-dimensional vector the equations of motion can
be written in a compact form as


 
d ~q
∇p
=
H.
(1.8)
−∇q
dt ~p

Hamiltonian flow

Note: In your course on theoretical mechanics you may have noticed that the derivatives
on the right hand side are exchanged (for q you have to differentiate with respect to p and
vice versa) and that one of them comes with a minus sign. Why is that?
To understand this recall that H is the energy and that energy has to be conserved. Consequently H is constant along the trajectory, or in other words, the trajectory is confined to a
surface of constant energy (the ellipses in the figure shown above). Therefore, the change of
the coordinates (the left hand side of the equations of motion) has to be oriented in tangential direction to this surface. How can we construct a vector in tangential direction? This is
very simple: First we compute the ordinary gradient (∇q , ∇ p ) H which is oriented in normal
direction (perpendicular to the constant-energy manifold). Then we construct a vector that
is perpendicular on this normal vector (blue arrow), simply by exchanging the two components and flipping a sign of one of them (just like (x,y) and (y,-x)), and clearly this will be
a tangential one (red arrow). Apart from the length of this vector, this explains already the
form of Hamiltons equation of motion. Moreover, we learn that the speed of the motion in
phase space is proportional to the local energy gradient in phase space. (For the experts: The
process of converting a radial into a tangential vector is related to a symplectic form).

The Hamilton equations of motion are first-order differential equations in time, meaning that the right-hand-side can be interpreted as a directional vector field in phase
space along which the trajectories are running. Thus, if the vector appearing on the
r.h.s. is nonzero, it determines a unique direction in which the trajectory has to go. As
an immediate consequence we make the following observation:

In a Hamiltonian flow different trajectories cannot cross each other.
Unlike the harmonic oscillator, which moves on a circle in phase space, a chaotic system is expected to have
highly irregular trajectories which explore extended
parts of the phase space (see figure, ignore the red dots).
As an immediate consequence we can conclude that
chaos is impossible in two-dimensional phase spaces
(single-particle systems) since irregularity would require the trajectories to cross. Thus a chaotic system
• needs at least three degrees of freedom

Phase space trajectory (blue) of a damped driven
pendulum in the chaotic regime.

• has to be non-linear in order to be able to amplify
tiny deviations.
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A famous example of a chaotic system with three degrees of freedom is
the Lorenz system that was invented as
a mathematical toy model for atmospheric convection. It is given by the
three differential equations
ẋ = a(y − x ) ,
ẏ = x (b − z) − y ,

(1.9)

Two-dimensional projection of the Lorenz attractor.

ż = xy − cz ,

where a, b, c are constant parameters.
For a certain choice of these parameters, the system exhibits interesting chaotic patterns,
known as Lorenz attractor. As one can see in the figure, the trajectories seem to split up at
certain points. These are the regions where tiny deviations are exponentially amplified.
Another beautiful example is the double pendulum
(see e.g. Wikipedia). If the elongation is small, the
double pendulum oscillates periodically like a single
one. However, if the amplitude is large enough, especially when the pendulum overturns, the double pendulum exhibits a chaotic motion. The figure shows a
long-exposure photograph of a double pendulum with
a LED attached to its tip. As can be seen, the trajectory
is highly irregular.

Trajectory of a double pendulum
(Photo by George Ioannidis, Wikimedia)

Stationary, periodic, and chaotic solutions
Depending on the parameters and conserved quantities, nonlinear systems such as the
Lorenz system or the double pendulum may exhibit different solutions, namely
- Stationary (time-independent) solutions
- Periodic solutions
- Chaotic solutions of various types
Stationary solutions: Time-independent solutions require that the time derivative on
the left hand side of the differential equation vanishes. For example, in the case of the
differential equation ẋ = g( x ) a stationary solution x = x ∗ = const, also called fixed
point, requires that g( x ∗ ) = 0. However, this is only a necessary but not a sufficient
condition! In practice, such a solution is only stationary if it is also stable with respect to
infinitesimal perturbations, otherwise we would have something like a pencil standing
on top. To check the stability we consider a slight deviation x (t) = x ∗ + e(t) from the
fixed point, where 0 < e(0)  t. Obviously this deviation evolves as

d
d
x (t) =
e(t) = g x ∗ + e(t) ' g( x ∗ ) + g0 ( x ∗ )e(t)
| {z }
dt
dt

⇒

0

∗

e ( t ) ' e (0) e g ( x ) t .

=0

(1.10)
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Obviously this perturbation is
• stable if g0 ( x ∗ ) < 0.
• unstable if g0 ( x ∗ ) > 0.
• marginal if g0 ( x ∗ ) = 0.
In the marginal case, the next non-vanishing order of the Taylor expansion determines
whether the perturbation is stable or unstable.
As a specific example, let us consider the differential equation
ẋ = g( x ) = x (1 − x ).

(1.11)

As can be seen, this equation has two stationary solutions where g( x ) = 0, namely,
x1∗ = 0 and x2∗ = 1. For the first derivative we find g0 ( x ) = 1 − 2x, hence g0 (0) = 1 and
g0 (1) = −1. This means that the upper stationary point at x2∗ = 1 is stable while the
lower one at x1∗ = 0 is not.
Note: Skipping a stability analysis can have serious consequences. The most prominent
example is Einstein himself. When he found the so-called field equations of general relativity, it soon became clear that these equations would be suitable for studying cosmology,
i.e., the structure of the Universe as a whole. Einstein anticipated, like most researchers of
this epoch, that the Universe should be static in time, meaning that it has existed and will
exist eternally. Consequently he was looking for a stationary solution of the field equations,
setting the time derivative to zero. Unfortunately the field equations did not have a physical stationary solution in this case. Therefore, Einstein manipulated the field equations by
adding an extra term, the so-called cosmological constant. The modified field equations indeed
provided a stationary solution but Einstein didn’t find it necessary to verify its stability. In
fact the solution was like a pencil on the top – any infinitesimal perturbation would have
driven the Universe away into a completely different state. If Einstein had checked the stability, he would have noted his mistake, and probably this discovery would have led him to
the deeper insight that physical solutions of the field equations have to be dynamical, starting from a singularity called Big Bang. Predicting the Big Bang would have been his biggest
triumph, but he missed this opportunity because he was too lazy to check stability, which
was, in his own words, "die größte Eselei meines Lebens".
After realizing his failure, Einstein dismissed the cosmological constant and in the following it also disappeared from textbooks. Ironically, the strange constant came back with the
discovery of a mysterious “dark energy” in the 90s. The dark energy makes up almost 2/3
of the mass/energy content of the Universe, acts like some kind of “anti-gravity” and leads
to an accelerated expansion of space.

In systems under consideration involves several degrees of freedom x (t), y(t), ..., we
can combine all degrees of freedom in a vector x which then evolves according to a
d
~x (t) = ~g ~x (t) . In this case one can show that the
system of differential equations dt
stability is governed by the eigenvalues of the Jacobi matrix. If all eigenvalues are negative at a given fixed point ~x ∗ , then this fixed point is stable. Otherwise, if all eigenvalues
are positive, the fixed point is unstable. It can also happen that the eigenvalues have
different signs, corresponding to fixed points with partially attracting and partially repulsing directions in phase space.
Periodic solutions are characterized by closed trajectories in phase space which return
to their starting point after some time. Therefore, they do not cover extended parts of
the phase space but only a subset of measure zero. Nevertheless the observed periodicity can be very complicated. For example, depending on the choice of the parameters
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Figure 1.1: Poincaré sections. Left: A trajectory in phase space (blue line) together with a periodic sequence of phasespace snapshots (gray planes). Right: The evolution between the snapshots may be interpreted as a map f
relating the points where the trajectory intersects with the planes.

a periodically driven pendulum may return only after 16 or 32 cycles of the external
drive. This phenomenon is known as period-doubling (see also below on page 13).
Chaotic solutions: As the system’s parameters are varied, it may happen that more and
more period doublings take place, leading eventually to a situation where the period
length diverges. In such a situation the trajectory never returns to the starting point,
instead it continues to explore extended regions of the phase space. In such regions of
the parameter space, the system exhibits a chaotic behavior.

Poincare sections and iterated maps
Chaotic differential equations cannot be solved exactly and therefore we have to rely
on numerical methods. Unfortunately, the numerical computation of a phase-space trajectory, e.g. using the Runge-Kutta method, is inconvenient and time-consuming. This
led to the concept of iterated chaotic maps. The idea is to take “snapshots” of the temporal evolution by some kind of stroboscopic illumination, so–called Poincaré sections.
For example, we could monitor the position of the system in phase space at regular
time intervals, as shown on the left side in Fig. 1.1, where these positions are marked
by a sequence of red dots. Since the position of each dot depends deterministically and
uniquely on the position of the previous red dot, we can think of a map f that takes the
position on a given time slice to the corresponding position on the next time slice (see
right panel in Fig. 1.1).
For a given set of differential equations, the corresponding map for a given time
interval can be very complex. Therefore the idea came up to consider arbitrary maps
independent of a possible realization in form of a differential equation and to iterate
them by repeated application. Then it is natural ask for the simplest possible map that
is still capable of exhibiting a chaotic behavior.
It turns out that one does not need three degrees of freedom in this case, instead only
one is enough. In addition, it turns out that almost every non-linear map can generate
chaotic behavior. One of the best studied maps is the quadratic map
x n +1 : = f ( x n ) ,

f ( x ) = x2 + a.
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The mathematician B. Mandelbrot (19242010) discovered that the quadratic map
extended to the complex plane generates a
beautiful fractal, the so-called Mandelbrot
set, which is shown in the figure on the
right. Each point in the figure represents
a value of c ∈ C in the complex plane.
Starting with z0 = 0 the quadratic map
zn+1 = c − z2n is iterated as far as possible.
If it converges to a periodic cycle, a black
dot is plotted. Otherwise, if the iteration
diverges, the color of the pixel represents
Mandelbrot set of the equation zn+1 = z2n + c.
Picture by Wolfgang Beyer [Wikimedia]
the rapidity of the divergence. The resulting figure shows a beautiful fractal with self-similar structures at all scales.

Fixed points of iterated maps: If you want to analyze an iterative map xn+1 = f ( xn ),
the first thing to do is to determine the stationary fixed points which we will denote here
by x ∗ . This amounts to solving the fixed point equation1
x ∗ = f ( x ∗ ).

(1.13)

For the quadratic map (1.12) this results into a quadratic equation with two solutions.
Next we have to check the stability of each fixed point. To this end we consider a small
deviation x ∗ → x = x ∗ + e with 0 < e  1. Carrying out one iteration step we can
Taylor-expand the result, obtaining
xn+1 = f ( x ∗ + e) = f ( x ∗ ) + e f 0 ( x ∗ ) +O(e2 ) ,
| {z } | {z }
= x∗

(1.14)

=: ẽ

that is, the initial deviation e is mapped to leading order to a new deviation ẽ. Obviously the fixed point is unstable if this deviation grows, i.e., if ẽ > e. But it is also
unstable if ẽ < −e, where the deviation grows with alternating sign. Thus, generally
we expect the map to be unstable if |ẽ| > |e|, meaning that we have to consider the
absolute value of the derivative. So we can conclude that the fixed point x ∗ is
stable
marginal
unstable

if | f 0 ( x ∗ )| < 1
if | f 0 ( x ∗ )| = 1
if | f 0 ( x ∗ )| > 1.

In the case of marginal stability, which is the borderline between stable and unstable
behavior, the deviation does neither grow nor shrink. In this case one usually has to
take the next (or the first non-vanishing) order of the Taylor expansion in Eq. (1.14) into
account which then tells us whether the deviation grows or shrinks.
1 Note

that in contrast to a first-order differential equation ẋ = f ( x ), where the fixed point corresponds
to f ( x ∗ ) = 0, the function of an iterative map has to take x ∗ to the same value, i.e., f ( x ∗ ) = x ∗ .
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Figure 1.2: Mandelbrot set in the complex plane. Each pixel represents a complex value of c which is colored if the
iteration zn+1 = f (z) = z2n + c converges to a periodic cycle. The numbers indicate the corresponding
period of the cycle, that is, how often we have to apply f in order to return to the same value. Figure created
by Frank Klemm [Wikimedia].

Period doubling: Solving the fixed point equation for the quadratic map xn+1 = xn2 + a
in (1.12) we find two solutions. One of the fixed points is always unstable while the
other one is stable provided that a is close to zero (see exercise). Decreasing a below
−3/4, one finds that the stable fixed point becomes unstable, too. Naively one might
expect that the system becomes chaotic at this point, but it is not that simple. Instead
one finds that the system will be driven away from the fixed point into a different stable
situation which is more complicated. In fact, as we will show in the exercise, the system
begins to alternate between two different values, meaning that the iteration converges
to a stable solution of the two-fold iterated map x ∗ = f ( f ( x ∗ )). In chaos theory this
phenomenon is called period doubling.
But the story is not yet over: Decreasing a further we arrive at another point where
the double-periodic solution becomes unstable. At this point we observe a renewed
period doubling, resulting into cycle with period 4 where x ∗ = f ( f ( f ( f ( x ∗ )))). This
splitting of the fixed points (called bifurcation in the theory of nonlinear dynamics) continues while the range of stability become smaller and smaller until we eventually reach
a certain critical value of a where the length of the cycle diverges so that the iteration
never returns to the original initial condition. This is the point where the system starts
to exhibit chaotic behavior. Thus, the simple example of the quadratic maps demonstrates that chaos does not set in immediately, instead it builds up gradually by period
doubling.
Now we have reached an intuitive understanding of the Mandelbrot set, which is
generated by a quadratic map extended to the complex plane. As shown in Fig. 1.2 the
Mandelbrot set consists of a large number of almost circular regions. The biggest one
in the middle is the region where the quadratic map is attracted to a fixed point with
period 1. As we go to the left this fixed point becomes unstable and the system enters
a stable solution with period 2. This process continues until we end up in a completely
chaotic state. The example described above just corresponds to the real line of this
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Figure 1.3: Correlations in IBM’s RANDU random number generator. Three subsequent random numbers, arranged
as a 3D vector ( x, y, z), are plotted in the 3-dimensional graph. Left: RANDU produces correlations which
manifest themselves in strange planar structures in 3D. Right: For high-quality random numbers one obtains
instead a structureless cloud of points.

figure where we have regions with period 1, 2, 4, 8, . . .. In the complex plane it turns out
that there are even more complicated solutions with odd periods.

Pseudo random number generators: Chaotic maps are often used to produce random numbers on a computer. By definition, this kind of randomness is an apparent
one because the random numbers are produced by a deterministic algorithm. The first
and also the worst one was an algorithm called “RANDU” introduced by IBM in the
60s. Here at the variable x was a machine-friendly 32 bit integer number and the next
random number was simply iterated by the prescription
x0 := 123456789 ,

xn+1 := (65539 xn ) mod 231 .

(1.15)

This ‘algorithm’ is of course super-fast and super-simple. However, as you can imagine,
it is so simple that subsequent random numbers are correlated. This led to various
unwanted consequences of which the scientific community became aware only around
the turn of the century.
Note: Try it yourself with Mathematica R . The simple command
x=123456789; Table[x=Mod[65539 x,2^31],{100}]
generates the first 100 “random numbers”:
1663592255
721094453
1476497863
858873613
183108623
607235109

280507837
136713631
432780629
2023824679
617417773
414844015

1743102263
772882653
45621247
118118261
2056529031
1318915405

1491592101
1259389591
673669117
1821640287
339963285
2032412647

1851566831
600393669
1483939831
1276842781
710887615
324237237...

1980039373
857790287
693133285
2003712343
1205656125

1658585703
1890682349
1540759471
530689029
835948215

Look pretty random, do they? But it’s fake, they are highly correlated (see Fig. 1.3). This
awful random number generator was in use until the late 90s, creating a lot of unintended
trouble. You can visualize the correlations if you plot three subsequent random numbers as
dots with ( x, y, z) coordinates in a three-dimensional graph.
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Chaotic billiards
In snooker and similar cue sports, apparent randomness is created by the nonlinear
scattering of colliding balls. In addition, the balls are reflected at the boundaries of the
table. The fascinating thing about cue sports is the partial predictability of the trajectory
of a ball until it becomes completely unpredictable after a few collisions.
Chaotic billiards are theoretical toy model motivated cue sports. Here usually considers a single frictionless ball that is reflected at the boundaries of a table with a given
geometry according to the usual reflection laws. On a table with perfectly rectangular
boundaries the ball would move on a closed periodic cycle. But if we deform the shape
of the boundary only slightly, the trajectory is likely to become chaotic.
A well-studied example is the so-called stadium billiard with two semicircles at the ends. As
can be seen in the right figure, the semicircles
have a strongly defocussing influence, amplifying tiny deviations in the initial conditions after
a few reflections at the boundary. In the literature stadium billiards with semicircles are particClassical trajector in a stadium billiard
[by Jakob Scholbach, Wikimedia]
ularly widespread, but almost any deformation
of a rectangular billiard will result into a chaotic behavior.

1.1.3 Randomness and quantum theory
In quantum theory randomness is omnipresent. There are basically two sources of
randomness in quantum theory:
• The measurement process as well as the dispersion of quantum information into
the environment creates randomness in the system,
• The chaotic behavior of classical systems survives to some extent in their quantized counterparts.
In the following we will briefly summarize the main facts about the sources of randomness in quantum systems. There is much more to learn about this in the context of
quantum information theory.

Quantum randomness in the measurement process
In contrast to classical systems, which have well-defined properties at any time, quantum systems are described by a wave function which is roughly speaking a catalog of
what could happen in a measurement.
For example, a classical point particle on the real line is at any time at a certain x (t),
regardless of whether the position is measured or not. In quantum mechanics, the same
particle does not have a well-defined position, rather the particle has some freedom to
decide where it would like to be when being measured. The probability that it decides
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to be at position x is given by the probability density |ψ( x, t)|2 , where ψ( x, t) ∈ C is
a complex-valued wave function. Creating a list of the values of ψ( x, t) for all x in a
column, the wave function can be interpreted as a vector |ψ(t)i in a complex vector
space. Since each values of x corresponds to a separate dimension in this space, and as
there are infinitely many possible positions x ∈ R, this complex vector space is infinitedimensional.
Quantum mechanics works as follows: As long as we do not extract any data from
the system, the wave function evolves according to the time-dependent Schrödinger
equation
d
ih̄ |ψ(t)i = H|ψ(t)i ,
(1.16)
dt
where H is the Hamilton operator. This time evolution is unitary, meaning that it can
be reversed in time by replacing H → −H. Therefore, unitary evolution cannot involve
randomness because the creation of randomness is something we cannot undo if we
reverse the direction of time.
The second ingredient of quantum mechanics is the measurement process.2 A measurement apparatus is represented by a certain set of measurement results m associated
with an orthonormal set of eigenstates |mi which can be combined conveniently in a
Hermitean operator M = ∑m m|mihm|. The measurement postulate states that during
the measurement state vector |ψi is probabilistically projected onto one of the eigenstates,
that is
|ψi → |mi
with probability |hψ|mi|2 .
(1.17)
It is believed that this kind of randomness can be understood as some kind of “true
randomness” since the assumption of any underlying deterministic mechanism (socalled hidden variable theories) would immediately lead to conceptual contradictions.
Note: The weird thing about the measurement process is that the measurement apparatus and even the experimenter himself are quantum systems, too. Looking at them as
a whole the entire system (laboratory system + measurement apparatus + experimenter)
should again evolve according to the Schrödinger equation, which is reversible in time and
does not create any randomness. Historically the founding fathers of quantum mechanics therefore postulated fictitious boundary between the microscopic and the macroscopic
world. However, it is clear that such a boundary cannot exist. This is a mysterious puzzle
that led to a large variety of possible interpretations of quantum mechanics, and even though
quantum mechanics is more than 100 years old, this issue is not yet settled.

Generally measurement process may be viewed as an interaction with the environment.
This suggests that any uncontrolled interaction with the environment creates randomness in a physical system.
Quantum chaos
Above we have seen that most classical nonlinear systems exhibit a chaotic behavior.
But the real world is governed by quantum mechanics. Therefore the question arises
how the chaotic behavior of a classical system manifests itself in the corresponding
2 We will restrict here to so-called projective measurements.

More generally, when dealing with imperfect
measurement apparatuses, one has to use generalized measurements (POVMs) which are studied in
more detail in quantum information theory.
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Figure 1.4: Left: Visual representation of a stationary wave function in a rectangular box. Right: Similar representation
of a wave function in a stadium billiard, showing signatures of chaotic behavior[Figure: Chris King].

quantum counterpart. Or in other words, what are the signatures of classical chaos in a
quantum system? This question can be studied in different ways.
One possibility to investigate quantum chaos is to consider the quantum version of
a chaotic billiard replacing the classical particle (the ball) by a one-particle Schrödinger
equation. This amounts to solve the stationary Schrödinger equation H|ψi = E|ψi assuming that the boundary of the billiard behaves like a reflecting wall. Such a reflecting
wall can be implemented in the form of a potential V (~r ) which is zero inside and infinite at the wall of the billiard. Technically this means that we have to impose Dirichlet
boundary conditions ψ = 0 along the wall of the billiard.
In your quantum mechanics lecture you certainly solved this problem for a rectangular box. Here the solution is a product of plane waves which appears to be very
regular in a colored density plot (see left panel of Fig. 1.4). Contrarily, in the case of
a stadium billiard (see right panel) the wave functions are highly irregular, and this
irregularity grows with energy. Nevertheless the solutions still reflects the symmetries
of the billiard and one can even see traces of the classical periodic orbits.

1.1.4 Discussion
In physics, deterministic behavior is an exception rather than rule. In your course on
classical mechanics you mainly dealt with integrable systems such as the harmonic
oscillator and the Kepler problem. However, in the real world most physical systems
are not like this, instead they exhibit a random unpredictable behavior.
The origin of the observed randomness is not always fully clear. The emergence of
chaos relies on the fact that tiny deviations are amplified exponentially, leaving the
question open where these tiny deviations come from. They could be due to the complexity of the problem or they may have a quantum mechanical origin.
From the viewpoint of statistical mechanics and thermodynamics, we are not primarily interested where the randomness actually comes from. The approach of statistical mechanics is to accept randomness as a given fact and to deal with the resulting
macroscopic uncertainty using the methods of probability theory. It turns out that even
though we cannot predict the specific time evolution of the system due to its intrinsic
randomness, we can nevertheless make predictions on certain probabilities. In particular, we will see that conserved quantities and symmetries have a tremendous influence
and render useful information. To this end we first have to understand the basics of
probability theory, which we will address the following sections.
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1.2 Probability
1.2.1 About the notion of probability
Probability is a measure for the likelihood of an event. It is a dimensionless number
ranging from 0 (impossible event) to 1 (certain event).
Most of us, including non-scientists, believe to have an intuitive understanding of
what probability actually is. Therefore it is surprising that there is a large variety of
different scientific viewpoints about the nature of probability whose adherents defend
their positions passionately. These viewpoints can be grouped into two major categories of subjective and objective interpretations:
• Objectivists believe that probability is a property of the object itself (the physical system), independent of the subject (the observer). The usual approach is to
measure the relative frequency of events in repeated experiments under identical
conditions. In the limit of infinitely many repetitions this relative frequency is
believed to converge against a well defined value called probability.
• Subjectivists argue that probability is related to the ignorance of the subject (the
incomplete knowledge of the observer) rather than an intrinsic uncertainty of the
object itself, which is assumed to be always in a well-defined state. In this interpretation probability reflects the personal degree of belief. The most popular
version of subjective probability is Bayesian probability.
Although most physicists are inclined to prefer the objective approach, a considerable
minority favors the Bayesian ideas. I think that neither of the two approaches can be
dismissed easily and there is certainly some truth in both of them. This may indicate
that the true origin of randomness and probability is not yet fully understood.
Note that there is a fundamental difference between the two categories. In objective
interpretations, probabilities are attributed to the system, meaning that in principle all
of us have exactly the same set of probabilities. Contrarily, in the subjective setting,
probabilities express a personal belief. Consequently different observers may have
different probabilities describing the same system, reflecting their different degree of
knowledge about the system. For example, two stock traders, one of them with and the
other one without insider knowledge, are expected to describe the future of an asset
with different probabilities. In this sense, subjective interpretations breathe the spirit
of a “relativity theory of information”, and it is well possible that these interpretations
may become more important in the future. However, presently the objective point of
view is the dominating one among physicists, and this is why we follow this route
throughout this lecture.

Frequentist probability
Frequentism is the standard interpretation of objectivists which defines probability as
the limit of relative frequency in a large number of trials. Starting point is a system or
an experiment which yields random results, called outcomes. It is assumed that the ex-
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Figure 1.5: Convergence of relative frequencies to a well-defined limit. The figure shows the relative frequency of getting a 6 when rolling a die as a function of the number of trials. Two statistically independent test series are
shown in red and black color. As can be seen, they gradually converge to the expected limit p = 16 .

periment can be repeated with identical initial conditions in such a way that the results
are independent, meaning that the outcomes are statistically uncorrelated.
In the following we will denote the outcomes of a random experiment by ω. Furthermore we shall assume that the set of all possible
outcomes, the so-called sample space Ω, is already known. For example, in the case of coin tossing the sample space Ω consists of
Cartoon of a sample space
two outcomes, namely, head or tail. For simplicity, we shall also assume that Ω is finite or at least countable. Later we will also consider experiments with
continuous (real-valued) outcomes where the sample space is infinite. But you don’t
have to worry: In most cases we can deal with infinite sample spaces just in the same
way as with finite ones.
Assume that we repeat a random experiment N times and count the outcomes. Let
Nω be the number counting how often the outcome ω was obtained. Then the relative
frequency of the outcome ω is defined by
hω =

Nω
N

(1.18)

which is a rational number between 0 and 1. Since ∑ω Nω = N, the relative frequencies
add up to 1, i.e., they are normalized by

∑ hω = 1.

(1.19)

ω

Objective interpretations of probability are based on the hypothesis that for statistically independent repetitions of the experiment the relative frequency will tend to a welldefined value in the limit N → ∞, which is defined to be the (objective) probability Pω
of the outcome:
Nω
.
(1.20)
Pω := lim hω = lim
N →∞
N →∞ N
Since hω ∈ [0, 1] we can conclude that Pω ∈ [0, 1], and since all relative frequencies add
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up to 1, the same applies to the probabilities, i.e. they are always normalized by

∑

Pω = 1.

(1.21)

ω ∈Ω

The normalization expresses that the system is with absolute certainty in one of its
states. This constraint, as trivial as it seems, plays an important role in the axiomatic
foundation of probability theory. A violation of this constraint always indicates that
something goes wrong, either in your calculation or conceptually.
Obviously the above definition of probability is an objective property that is independent of the observing subject. However, to make it working we have to ensure that the
experiment is repeatable and that that repetitions are statistically independent. This
requires that the experiment is prepared in exactly the same way and that it is not influenced by the previous trials. If these conditions are met, the limit does indeed exist, as
demonstrated in Fig. 1.5. The existence of the limit can be proven with the law of large
numbers, as will be discussed below in Sect. 1.5.6 on page 69.
Summary: The key points of the frequentist interpretation of probability are:
•
•
•
•

A random experiment is repeated many times with identical initial conditions.
Each experiment yields a certain outcome ω.
The set of all possible outcomes is denoted as the sample space Ω.
If the outcome ω is obtained Nω times in N experiments, we say that the this outcome
has occured with the relative frequency hω = Nω /N.
• The probability of the outcome ω is defined as the relative frequency in the limit of
infinitely many trials: Pω := lim N →∞ hω

Axiomatic definition of probability measures
In mathematics, the wide range of possible interpretations of probability is not particularly helpful, instead
one needs a clear axiomatic definition. One of the first
and most significant contributions is attributed to the
Russian mathematician A. N. Kolmogorov. His definition of probability starts out from a given sample space Ω
of outcomes ω ∈ Ω. On this basis he then defines the
notion of an event as a collection of outcomes and therewith as a subset of the sample space. For example, the
event of getting an even number when rolling a die is
described by the collection A = {2, 4, 6} which is a subset of the sample space Ω = {1, 2, 3, 4, 5, 6}.
Note: Please be aware of the difference between an
’outcome’ and an ’event’. An outcome is a single result or configuration while an event generally comprises a (often very large) number possible outcomes.

Andrei Nikolajewitsch Kolmogorow (1903-1987)
[Konrad Jacobs, Wikimeida]

The collection of all possible events again forms a set Σ, called event space. Since each
event is a subset of the sample space Ω, the event space Σ consists of all subsets of Ω.
In mathematics, the set of all subsets is known as the power set (Potenzmenge). Thus,
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the event space is the power set of the sample space. It contains the following special
elements:
• The empty set ∅ which describes an impossible event which never takes place.
• The sample space Ω itself, the so-called certain event which always takes place
with certainty.
• Sets containing only a single element {ω }, referred to as elementary events.

Note: In mathematics a power set is also known as a σ-algebra. For a given set X the corresponding σ-algebra is a set-theoretic construction which contains the base set X and well as
the empty set ∅. In addition it is closed with respect to forming complements, intersections
and finite unions. You may find more information on Wikipedia.

The next step in Kolmogorov’s approach is to define a real-valued map P : Σ 7→ R on
the event space. Such a map is called a probability measure if it satisfies the following
three axioms of Kolmogorov K1-K3:
K1: P is a probability-valued, i.e. ∀ A ∈ Σ : P( A) ∈ [0, 1]
K2: The certain event Ω takes place with the probability P(Ω) = 1.
K3: P is additive on non-overlapping events, that is, for a set of events
{ A1 , A2 , . . .} which cannot happen simultaneously (meaning that for
all pairs of events the intersection Ai ∩ A j is empty) we have
P

[


Ai =

i

∑ P ( Ai ) .

(1.22)

i

The triple (Ω, Σ, P), i.e., the sample space Ω together with its own power set Σ and a
probability measure P, which obeys the three axioms of Kolmogorov listed above, is
denoted as probability space.
Note that in the third axiom the events are assumed to be mutually excluding, that is,
they cannot take place simultaneously. Such events are called disjoint. As an immediate
consequence one can see that
P( A) =

∑

Pω .

(1.23)

ω∈ A

Moreover, it follows that the event that is complementary to A, denoted as
A := Ω\ A ,

(1.24)

P( A) = P(Ω) − P( A) = 1 − P( A) .

(1.25)

takes place with probability

In particular, the impossible event ∅ takes place with the probability P(∅) = 0.
As another immediate consequence of Kolmogorov’s axioms we obtain the so-called
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inclusion-exclusion formulas for two or three mutually intersecting sets
P( A ∪ B) = P( A) + P( B) − P( A ∩ B)

(1.26)

P( A ∪ B ∪ C ) = P( A) + P( B) + P(C )

(1.27)

− P( A ∩ B) − P( A ∩ C ) − P( B ∩ C ) + P( A ∩ B ∩ C )
which can straightforwardly be generalized to n mutually
intersecting events
P

n
[
i =1


Ai =

∑

(−1)| I |+1 P

I ⊆{1,...,n}

\


Ai .

(1.28)

i∈ I

Illustration of Eq. (1.27).
Note: As can be seen, the right hand side consist of the
sum of probabilities for single events minus the probabilities for intersections of two events plus the probabilities for intersections of three events and
so on, where the sign alternates according to the number of intersected events.

The Kolmogorov axioms allow us to compute the probability of events with a complex
structure. However, this requires to know the probabilities of the events Ai (or, equivalently, the probabilities of elementary outcomes) which are not specified by the axioms.
We therefore need some kind of physical model which provides these probabilities.

Laplace experiments
The simplest model of this kind would be to assume that all elementary events (those
which contain only a single outcome) are equally probable. In the mathematical literature such equally distributed random experiments are known as Laplace experiments.
For Laplace experiments with the finite sample space the probabilities for elementary
events {ω } and composite events A ∈ Σ are given by
P({ω }) =

1
,
|Ω|

P( A) =

| A|
,
|Ω|

(1.29)

that is, the probability is simply proportional to the size (the number of outcomes) of
the respective event.
Note: The scenario of equally distributed probabilities seems to be extremely trivial. However, as we will see below, nature behaves exactly like this, namely, it always approaches an
equally distributed state as long as no additional constraints exist. In fact, as we will see in
Sect. 3.2.1 on page 112, we can basically deduce statistical mechanics and thermodynamics
from this fundamental principle.

1.2.2 Conditional probabilities
In statistical physics were often dealing with so-called conditional probabilities. A conditional probability describes the likelihood of a particular event A under the condition
that another event B did already occur before. In other words, we ask for the probability of A under the condition of B, or – in short – the probability of A given that B. In
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formulas the operation of conditioning, express by the phrase "given that", is denoted
by a vertical bar, i.e., we ask for the probability of "A| B" (A given that B).
Example: Consider an urn containing a blue and a red ball. Suppose that both boards are
randomly drawn from the urn without putting them back. Clearly, the probability that the
first ball is blue is 50%. But if someone tells us that the second ball is red, the probability of
first drawing a blue ball given that the second one is red is 100%.

For a conditional probability P( A| B) to make sense, it is necessary that
the event B can potentially happen, because it is meaningless to consider an event under the condition of something that never happens.
Therefore, we have to assume that B 6= ∅ with P( B) 6= 0. Moreover,
it is quite clear that only those situations will contribute to a condiUrn with two balls
tional probability in which both events A and B happen simultaneously, meaning that P( A| B) will be proportional to P( A ∩ B). Finally, the proportionality factor can be fixed by observing that the certain event Ω is also certain under the
condition of B, hence P(Ω| B) = 1. Altogether we arrive at the following definition for
the conditional probability:
P( A| B) =

P( A ∩ B)
.
P( B)

(1.30)

In probability theory, the intersection of A ∩ B is denoted as the joint event of A and B,
which takes place if and only if both A and B happen at the same time. The corresponding probability P( A ∩ B) is called the joint probability of the two events.
The process of conditioning some event on another event B can be interpreted as
restricting the original sample space Ω to a smaller sample subspace B ⊂ Ω. To this end
we have to consider the intersection of all events with B, which explains the nominator
in (1.30). Moreover, have to adapt the normalization in order to ensure that
P(Ω| B) = P( B, B) = 1.

(1.31)

This explains why we divide by P( B) in the denominator of Eq. (1.30). That is, by
conditioning a given event A on another event B, we essentially reduce the size of the
support on which or probability theory is defined. Remarkably, on the reduced support
the Kolmogorov axioms are still valid:
K1: P( A| B) ∈ [0, 1]
K2: P( B| B) = 1
K3: P(∪i Ai | B) = ∑i P( Ai | B) for disjoint results { A1 , A2 , . . .}.
In fact, in most cases it turns out that the algebraic relationships used in probability
theory “commute” with the operation of conditioning, in the sense that relations and
inequalities remain valid if all events occurring in the formula are conditioned in the
same way. This can be achieved by appending ’| B’ to all events. For example, the
general formula for overlapping sets (1.28) can be conditioned as follows:
P

n
[
i =1


Ai B =

∑

I ⊆{1,...,n}

(−1)| I |+1 P

\


Ai B .

i∈ I
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Multiple conditioning
Likewise it is possible to condition a given event A on two or more event B, C, . . .. For
example, the probability of A given that B and C are true is denoted by P( A| B|C ) or by
P( A| B, C ). This probability is simply defined by
P( A| B, C ) := P( A| B ∩ C ) =

P( A ∩ B ∩ C )
.
P( B ∩ C )

(1.33)

Law of total probability
A trivial but remarkable corollary is the law of total probability. Let { Bi } be a disjoint decomposition
of Ω, that is, a set of mutually excluding events
(Bi ∩ Bj = ∅), which cover the entire sample space
S
( j Bj = Ω). Moreover, let A be another event which
partially intersects with the Bi ’s, as shown in the figure on the right. Then we have:

∑ P( A| Bj ) P( Bj )

Disjoint decomposition of Ω into a set of events Bi ’s,
illustrating the Law of total probability.

= P( A) .

(1.34)

j

This almost trivial relation is known as the law of total probability. Its structure reminds
∂f
us a little bit of the formula of a total differential d f = ∑i ∂xi dxi , which may explain
the name of the law. It tells us how we can get rid of conditions by “integrating them
out”. In physics, the mutually excluding events Bi could for example correspond to
certain values of some conserved quantity like energy, which divides the sample space
into sectors of the same energy. If we know the conditional probabilities of some event
A in each of these sectors, we can reconstruct the total probability of A by “integrating”
over these sectors. In statistical physics, this process of "integrating out" is frequently
used, as we will see below.

Statistical independence
Two events A and B are said to be statistically independent or stochastically independent if mutual conditioning has no influence on the respective probability distribution. For example, it is clear that the probabilities of rolling a die does should depend on the probabilities of rolling
another die. Thus, conditioning the outcomes of the first die on the
Uncorrelated dice.
outcomes of the second, the probabilities of the first should not change
because the randomness in both of them is created independently. Mathematically the
statistical independence of two events A and B can be expressed as
P( A| B) = P( A) .
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Because of Eq. (1.30) this happens if and only if
P( A ∩ B) = P( A) P( B) ,

(1.36)

meaning that the joint probability distribution P( A ∩ B) factorizes. Moreover, it follows
immediately that the notion of statistical independence is symmetric with respect to A
and B, hence we also have
P( B| A) = P( B) .
(1.37)
In other words, statistical independence is always a mutual relationship.
Summary: Statistical independence ⇔ Factorizing joint probability distribution

1.2.3 Bayes’ theorem
As we have already seen, it is not only possible to condition A on B but vice versa we
can also condition B on A. Bayes’ theorem tells us how the corresponding conditional
probability distributions are related. Starting point is the definition
P( A| B) =

P( A ∩ B)
,
P( B)

P( B| A) =

P( B ∩ A)
.
P( A)

(1.38)



Since the intersection of sets a commutative operation P( A ∩ B) = P( B ∩ A) , we get
P( A| B) P( B) = P( B| A) P( A) = P( A ∩ B) .

(1.39)

Solving for P( A| B) we arrive at Bayes’ theorem
P( A| B) =

P( A)
P ( B | A ).
P( B)

As one can see, the derivation of the theorem is extremely
simple. Essentially Bayes’ theorem is nothing but the definition of a conditional probability rewritten in different
form. This means that – from a mathematical point of
view – Bayes’ theorem is almost trivial and may be it is
even a matter of taste to call it a “theorem”. In the literature, however, Bayes’ theory is often described as something very fundamental and especially in interdisciplinary
fields there is a lot of hype about it.

(1.40)

Bayes’ theorem spelt out in neon.
Offices of autonomy in Cambridge.
[Photo by Mattbuck, Wikimedia]

From a practical point of view, Bayes’ theorem is in fact highly relevant because it
allows us to invert the conditioning, turning A| B into B| A. For example, knowing the
distribution of income for a subset of the population at a given age, Bayes’ formula
would allow us to compute the distribution of age for a given income.
Note: The Bayes’ theorem seems to be particularly fascinating for economists because it
plays an important role in marketing. Usually company select information about the spectrum of customers who buy a certain product. That is, they can estimate the probability dis-
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tribution of customers conditioned on particular product. However, advertising companies
such as Google would like to show a particular customer what type of products he or she
might be interested, that is, one needs the probability distribution of products conditioned
on a particular person. In this case one has to reverse the conditioning.

However, the reversal of the conditioning by means of Bayes’ formula requires to know
the distributions P( A) and P( B). Because of the wide range of applications these distributions have been given particular names:
• P( A) is called the prior distribution (or short: prior) which is usually considered as
an underlying hypothesis.
• P( B| A) is the conditional probability or likelihood of the event B under the condition
of A, which is usually given in the form of existing data.
• P( A| B) is the so-called posterior probability that we would like to compute. The
posterior probability expresses to what extent the hypothesis A is modified by
the existing data encoded in B.
• Finally P( B) is the normalization. Usually the normalization can be computed
from existing data by means of the law of total probability.
Bayes’ theorem is also of conceptual importance for the epistemological interpretation
of probability which states that there is no objective notion of probability, rather the
notion of probability always refers to certain expectation or belief and is therefore a relative concept. However, a more detailed study of this concept would exceed the scope
of the present lecture. If you are interested start reading the corresponding Wikipedia
article and the literature quoted in there.
Summary: Bayes’ theorem allows us to invert a condition A| B ⇔ B| A and plays an important role in economics and similar fields.

1.3 Random Variables
1.3.1 Functions on the sample space and their probability distributions
Random functions
A probability space (Ω, Σ, P) has no internal ordering and it does not carry any quantities with physical units. In physics, however, we are often interested in questions such
as: “What is the probability to find the system in a state with energy E ?” (or more precisely,
in a corridor [ E, E + ∆E]). Here the energy E is a number carrying a physical unit.
Normally we would expect that a large number of microscopic states correspond to
the same energy. For example, a free particle could move in different directions with
the same kinetic energy. In addition, energy may be distributed differently among the
particles. That is, a huge number of configurations of the system will be mapped to
the same value of energy. In this sense, energy can be understood as a (generally noninjective) map from the configuration space onto the real line.
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Following the spirit of this example let
us define a function X which maps the
configuration space Ω onto a certain target space X (Ω):
X : Ω → X (Ω) : ω 7→ x = X (ω ) . (1.41)
Cartoon of a random function X : Ω → N
Since the result x reflects the uncertainty
of the underlying sample space, X is said to be a random function. The target space
could be any space, but in physics it is typically a subset of the real line, the complex
plane, or some vector space.

In most cases the configuration space Ω is huge while the target space X (Ω) is much
smaller. This means that the map X it is usually not injective. Conversely, it is clear that
for different values of x1 = X (ω1 ) and x2 = X (ω2 ) of the random function, the corresponding configurations ω1 , ω2 have to be different, too. Consequently the function
X induces a decomposition of the configuration space into a covering set of mutually
excluding events
Ex = { ω ∈ Ω | X ( ω ) = x } .
(1.42)
Note: “Mutually excluding” means that the events are non-intersecting so that they cannot
take place at the same time:
Ex ∩ Ey = ∅ ∀ x 6= y.
“Covering set” means that the union of all sets covers the entire sample space:
[

Ex = Ω.

x

Here Ex is simply the event that the random function X takes the value x. Obviously,
this event takes place with the probability
P ( Ex ) =

∑

Pω

(1.43)

ω ∈ Ex

which is simply the sum of the elementary probabilities of all configurations which are
compatible with the observed event (c.f. Eq. (1.23)). P( Ex ) is the probability distribution
of the function X. Other commonly used notations include
P ( x ) = P ( X = x ) ≡ P ( Ex ) .

(1.44)

In particular the second notation, where the equation X = x appears as an argument in
round brackets, looks a bit weird but nevertheless it is frequently used in the literature.
Moreover, when dealing with several maps, it is sometimes useful to attach the random
variable to which the probability distribution refers as a subscript PX ( x ).
Since the events Ex are disjoint and covering the full configuration space, the associated probabilities PX ( x ) obey the normalization condition

∑

PX ( x ) = 1.

x ∈ X (Ω)

Example: As an example let us throw two dice, denoting the results by a, b ∈ {1, 2, 3, 4, 5, 6}.
In this example the sample space Ω consist of 36 order pairs ω( a,b) , where each of the ele-
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Figure 1.6: Probability distribution for the sum of two dice

ments takes place with probability 1/36. This means that we are dealing here with a Laplace
experiment. Now let us define X as the sum of the number of both dice, i.e.,
X (ω( a,b) ) := a + b .

(1.46)

It is intuitively clear that the probability distribution P(x) for getting x = a + b is no longer
constant. In fact, it is not hard to find out that
1
36
3
P(4) = P(10) =
36
5
P (6) = P (8) =
36

P(2) = P(12) =

2
36
4
P (5) = P (9) =
36
6
P (7) =
.
36
P(3) = P(11) =

(1.47)

This probability distribution can be represented in form of a bar chart, as shown in Fig. 1.6
As can be verified easily, the sum of these probabilities equals 1. The probabilities are not
equally distributed because the event of getting a particular sum is in general compatible
with various elementary events.

Random variables
Functions such as the one in the previous example which map the configurations ω ∈ Ω
onto numbers are particularly interesting because the resulting numbers can be treated
arithmetically. Such random functions are usually denoted a random variables or random
quantities. The most common case is that of a real-valued random variable, mapping ω 7→
X (ω ) ∈ R. Other common target basis include integer numbers, complex numbers, as
well as vectors with real or complex components. The notion of a "random variable"
is motivated by the idea to consider X as a fluctuating quantity which permanently
changes its value as time proceeds.
Example: As we will see below, a physical system in contact with a heat bath exchanges
energy with the environment. Therefore, the energy E of the system fluctuates and thus can
be interpreted as a random variable. Each value of the random variable E occurs with a
certain probability P( E).

Note that the elements of the sample space Ω have no order and can be permuted freely.
Only when a function X maps the outcomes ω onto an ordered set such as N, Z or R,
this map will induce a natural order of the corresponding events. In the case of discrete
random variables this allows us to draw a bar chart of the probability distribution (see
example in Fig. 1.6).
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Example: The six possible outcomes of a die, represented by the six surfaces, have no
particular order. Only when the surfaces are marked by numbers 1,...,6 one establishes a
map of the six outcomes onto integer numbers. This induces a natural order of the results.

1.3.2 Moments
Mean value and expectation value
Mapping the outcomes of a random experiment onto a field of numbers gives us the
possibility to compute the mean value (or arithmetic average) in a series of N random
experiments. To this end we first add up the values of the random variable and then
divide by N:
1 N
x =
xi .
(1.48)
N i∑
=1
If the experiments are uncorrelated and repeated under identical conditions, we expect
the mean value to tend to a well-defined value in the limit N → ∞. This value is called
the expectation value of X and is usually denoted as E( X ) or h x i:

h x i = E( X ) := lim

N →∞

1
N

N

∑ xi

i =1

=

∑ x P( x ) .

(1.49)

x

Many textbooks, however, do not distinguish between mean value and expectation value,
using both notions synonymously. It is also very common to use the overline notation
x for the expectation value.
Note: Compared to the overline notation, the use of brackets has in important advantage: In
order to indicate the type of the average, we can attach a small subscript at the right bracket.
This subscript is often used to indicate the quantity over which the average is carried out.
For example, if we would like to indicate that we are averaging over the random variable
X, we would use the notation h. . .i X . This is particularly useful in situations where different
averages are carried out within the same formula. However, in cases where the type of the
average is unambiguous in the given context, as e.g. in standard thermodynamics, we will
omit the subscript at the right bracket.

Moments of the probability distribution
Likewise, it is possible to compute the expectation value of some function f of a random
variable:
1 N
h f ( x )i = E( f ( X )) = lim
(1.50)
∑ f ( xi ) = ∑ f ( x ) P ( x ) .
N →∞ N
x
i =1
An important example is the function f ( x ) = x n , where n is an integer. The corresponding expectation values are the moments mn of the probability distribution, which
are defined by
m n = E( X n ) = h x n i.
(n = 0, 1, 2, . . .)
(1.51)
Here is the zeroth moment m0 = 1 expresses the normalization of the probability distribution while the first moment m1 = h x i is just the usual expectation value of X.
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The second moment detects how strongly the distribution is focused. However, as
you remember from your introductory courses, the width of a distribution is quantified
by the standard deviation σ which is given by
q
σ =
Var( X ).
(1.52)
where V( X ) is the so-called variance defined by:
V( X ) = Var( X ) := E ( X − E( X ))2

=

( x − h x i)2



= E( X 2 ) − (E( X ))2

= h x 2 i − h x i2 .

(1.53)

Note: Researchers without a solid mathematical background tend to confuse variance and
standard deviation which sometimes leads to serious mistakes. Furthermore, note that in
physics the mean value as well as the standard deviation can carry a physical unit.

As can be seen, the variance is related to the first and the second moment by
V( X ) = m2 − m21 .

(1.54)

This tells us that the second moment m2 in itself does not provide a clean measure of
the squared width of a distribution, instead we have to consider the difference m2 − m21 .
Note: Note that the probability space Ω per se does not have a mean value and a variance.
To define such quantities a function is needed that maps the outcomes ω onto numbers
x = X (ω ). In physics this would be typically an observable that can be measured.

Central moments
Why is it necessary to define the variance and the standard
deviation in this particular way as a difference of m2 and m21 ?
The answer is that we would like to have a quantity measuring the width of the distribution independent from its mean.
For example, when shifting the probability distribution by
constant X → X 0 = X + c, it is clear that the mean value
will be shifted by the same constant while the width of the
distribution is expected to be invariant. However, the bare
second moment is not invariant under shifts:

Width of a real-valued distribution

m2 → m20 = h( x + c)2 i = h x2 i + 2h x ic + c2

(1.55)

because of the second term on the right hand side. As a way out, it is a frequent practice
to define so-called central moments µn by subtracting the average


µn := E ( X − E( X ))n = ( x − h x i)n .
(1.56)
These quantities are by definition invariant under shifts. Again we have µ0 = 1, reflecting the normalization. The first central moment does not carry any information because
the mean value has already been subtracted, i.e. µ1 = 0. The second central moment
turns out to be the variance µ2 = σ2 .
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The central moments µ3 and µ4 are interpreted as the skewness (german: Schiefe) and
kurtosis (german: Wölbung) of the distribution. We will return to the interpretation of
higher moments below in the context of cumulants.

Homogeneity of moments
Both the ordinary and the central moments are homogeneous in the sense that if we
multiply random variable with the constant X → λX, the n-th moment is rescaled
by the factor λn :

E( X n ) → E (λX )n = λn E( X n )
(1.57)
h x n i → h(λx )n i = λn h x n i
or in short:
mn → λn mn ,

µn → λn µn

(1.58)

In addition, if the map X carries a physical unit such as a length, the corresponding moments will carry the same unit raised to the n-th power. For example, if we consider the
velocity of a particular gas, which carries the unit m/s, the variance will be measured
in units of m2 /s2 .

Generating functions
In mathematics, generating functions are used to describe infinite sequences of numbers
by treating them as coefficients of a series expansion.
Suppose that we have a given infinite sequence of numbers { a0 , a1 , a2 , . . .}. Let us
associate with this data set of function g(t)as follows:
∞

{ a0 , a1 , a2 , . . . } 7 → g ( t ) =

∑

n =0

an tn
.
n!

(1.59)

The power series g(t) is called the generating function of the series { an }. Obviously, it
contains all information of the underlying sequence to which it refers. In particular we
can retrieve all coefficients by first computing the n-th derivative and then setting the
independent variable of the generating function to zero:
an :=

dn
g(t)
dtn

(1.60)
t =0

This establishes an invertible map between the sequence and a power series:

{ a0 , a1 , a2 , . . . } ⇔ g ( t )
Of course, this correspondence is only meaningful if the power series converges. In fact,
a power series has usually a certain radius of convergence which has to be examined
carefully.
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In the literature various types of generating functions are used. These variants differ
in their convergence radius. Which one to use depends mainly on the structure of the
sequence. The most important types are:

• Ordinary generating function (ODF):

g(t) = ∑n an tn

• Exponential generating function (EGF):

g(t) = ∑n

• Poisson generating function (PGF):

g(t) =

1
n
⇐
n! an t
∑n n!1 e−t an tn

used here

Generating functions are particularly powerful if the power series can be evaluated in
a closed form. A simple example is the ordinary generating function of the constant
sequence {1, 1, 1, . . .} which results into a geometric series:
∞

{1, 1, 1, . . .}

⇒

g(t) =

tn
= et
n!
n =0

∑

(1.61)

which has an infinite convergence radius. Another example is
∞

{0!, 1!, 2!, . . .}

⇒

g(t) =

1

∑ tn = 1 − t .

(1.62)

n =0

where the convergence radius is restricted to |t| < 1.
Generating functions can do funny things. For example, if we want to extract the
even and the odd subsequences, the corresponding generating functions are just the
symmetric and antisymmetric parts of g(t):

{ a0 , a1 , a2 , . . . }

⇔

{ a0 , 0, a2 , 0, a4 , . . .}

⇔

{0, a1 , 0, a3 , 0, a5 , . . .}

⇔

g(t)

1
g(t) + g(−t)
2

1
ga (t) =
g(t) − g(−t)
2
gs ( t ) =

(1.63)

It is also possible to encode sequences with two indices. In this case the corresponding
exponential generating function has two arguments:
∞

{ an,m }

⇔

g(t, s) =

∞

an,m n m
t s
n=0 m=0 n!m!

∑ ∑

(1.64)

This concept can be generalized easily to more than two indices.

Moment-generating functions
In this lecture we will use generating functions
mainly for two purposes. On the one hand
we will use them to encode discrete probability distributions, where the coefficients are just
the values of PX ( x ). Another important application will be to express the moments in the

In Wikipedia, probability distributions come with an info box.
The MGF is the moment-generating function.
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form of a moment-generating function (MGF).
The moment-generating function MX (t) of a
random variable X is defined as the expectation value of the exponential function etX :
MX (t) = E(etX ) = hetx i,

(1.65)

provided that this expectation value exists. To prove that this is indeed the generating
function of the moments mn , we first expand the exponential function as a Taylor series:
MX ( t ) =

D

∞

∑

n =0

Since
k

d n
t
dtk

Xn n E
t
=
n!

∞

∞

hXn i n
t =
∑
n=0 n!

mn n
t −
n=0 n!

∑


n−k

 n ( n − 1) · . . . · ( n − k + 1) t
= n!


0

if k < n
if k = n
if k > n

(1.66)

(1.67)

we can extract the moments by repeatedly taking the derivative:
mk =

dk M X ( t )
dtk

t =0

.

(1.68)

Note again that the parameter t has to be set to zero after taking the derivative. The
virtue of of this approach is that for many standard distributions the corresponding
moment-generating functions are known exactly in a closed form, as we will see below.

1.3.3 Examples of discrete probability distributions
Binomial distribution
Consider a sequence of independent random experiments with
binary outcomes ’yes’ or ’no’ taking place with the probability
p and 1 − p, respectively. After N such experiments, the probability that k of them resulted in ’yes’ is given by the binomial
distribution
 
N
N!
p k (1 − p ) N − k .
PN,p (k ) =
p k (1 − p ) N − k =
k
k!( N − k )!
(1.69)
Since this expression is only defined on integers k = 0, . . . , N,
we are dealing here with a discrete probability distribution. As can
be verified, it is correctly normalized by
Galton board
[R. Argenton, Wikimedia]

N

∑ PN,p (k) = 1 .

(1.70)

k =0
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Figure 1.7: Left: Binomial distribution with n=20 for p = 0.2 (green), p = 0.5 (red), and p = 0.9 (blue).
Right: Poisson distribution for λ = 1 (red), λ = 5 (green), and λ = 12 (blue).

The binomial distribution is characterized by the expectation value

h k i = E( k ) = N p

(1.71)

σ 2 = h k 2 i − h k i2 = N p (1 − p ) .

(1.72)

and the variance
Moreover, it can be shown that the moment-generating function is given by
M N,p (t) = (1 − p + p et ) N .

(1.73)

Poisson distribution
The Poisson distribution is the so-called ”distribution of rare events”. It is defined as a
particular limit of the binomial distribution, namely, in the limit for small p and large N
under the constraint that the mean value is kept fixed. Starting point is the observation
that the mean value of the binomial distribution is given by hk i = N p. The idea of the
Poisson distribution is to take N → ∞ while keeping λ = pN > 0 constant. It turns out
that it this limit the Binomial distribution tends to the Poisson distribution
Pλ (k ) =

λk −λ
e .
k!

(1.74)

As a remarkable property of the Poisson distribution, the mean value and the variance
coincide (to my knowledge it is the only distribution with this property):

h k i = σ2 = λ .
The moment-generating function of the Poisson distribution reads

Mλ (t) = exp λ(et − 1) .
Note that it consists of two nested exponential functions.
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Proof: The moment-generating function can be computed as follows. We start with
Mλ (t) = hekt i =

∞

∑ ekt Pλ (k)

= e−λ

k =0

∞

λk

∑ ekt k!

.

(1.77)

k =0

Since ekt = (et )k , we can move the exponential function et and include it in the factor λk :
Mλ ( t ) = e − λ

∞

t
t
(λet )k
= e−λ eλe = eλ(e −1)  .
k!
k =0

∑

(1.78)

1.3.4 Cumulants
Cumulants are like moments, but much much better. Cumulants are denoted by κn .
Like the moments mn , the cumulants κn characterize the shape of the probability distribution. But cumulants have, as we will see shortly below, a simpler transformation
behavior and their interpretation is much more transparent. Nevertheless cumulants
are widely unknown among physics students.
The simplest way to define cumulants is to consider their generating function. In fact,
the cumulant-generating function is nothing but the logarithm of the moment-generating
function:
KX (t) = ln MX (t) = ln E(etX ) = lnhetx i.
(1.79)

Example: The cumulant-generating function of the Poisson distribution is given by
K λ ( t ) = λ ( e t − 1).
Note: Note that the logarithm is nonlinear so that it does not commute with the average.
That is, you are not allowed to move the logarithm inside the brackets, i.e., lnhetx i 6= hln etx i.

As in the case of moments, the cumulants κn are the coefficients of the Taylor expansion
of the cumulant-generating function
∞

KX (t) =

κn n
t .
n!
n =1

∑

(1.80)

Like moments they can be retrieved by first differentiating the generating function n
times and then setting its parameter to zero:
κn =

dn
KX (t)
dtn

t =0

.

(1.81)

In particular, the zeroth cumulant always vanishes identically:
κ0 = 0.

(1.82)

We have already seen that moments are homogeneous. The same applies to cumulants,
that is, if we rescale a random variable by a number, then the cumulants scale with the
same factor raised to the n-th power:
X → λX

⇒

κn → λn κn .
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Moreover, in cases where the random variable X carries a physical dimension, moments
and cumulants both carry the same dimension raised to the n-th power. Thus, if square
brackets denoted something like " the dimension of", we could write:

[ m n ] = [κ n ] = [ X ] n .

(1.84)

Relation between cumulants and moments
By means of the recursion relation
n −1

κn = mn −

∑



m =1


n−1
κ m mn−m
m−1

(1.85)

all cumulants can be expressed as finite linear combinations of the moments. For example, the first few cumulants expressed in terms of moments read:
κ 1 = m1
κ 2 = m2 − m1 2
κ3 = m3 − 3m2 m1 + 2m1 3

(1.86)

2

2

κ4 = m4 − 4m3 m1 − 3m2 + 12m2 m1 − 6m1

4

κ5 = m5 − 5m4 m1 − 10m3 m2 + 20m3 m1 2 + 30m2 2 m1 − 60m2 m1 3 + 24m1 5 .
Note that the first cumulant κ1 and the first moment m1 both represent the average of
the distribution. However, the second cumulant κ2 is not equal to the second moment
m2 , instead it gives directly the variance of the distribution:
κ 1 = m1 = E( X ) ,

κ2 = m2 − m21 = V( X ) .

(1.87)

This means that the second cumulant automatically subtracts the mean value and therefore renders the correct central moment. In other words, the second cumulant renders
by itself the correct piece of information that we would like to have, namely, the variance κ2 = µ2 = σ2 . In other words, cumulants automatically do the right thing.
Likewise it turns out that the third cumulant coincides with the third central moment. Naïvely, we are now tempted to conjecture that cumulants are nothing but central moments. However, this cheap guess turns out to be premature, namely, for n ≥ 4
cumulants and central moments turn out to be different:
κ 2 = µ2
κ 3 = µ3
κ4 = µ4 − 3µ2 2
κ5 = µ5 − 10µ3 µ2

(1.88)

For this reason, cumulants must not be confused with central moments, they rather
represent an entirely different concept.
Note: At this point it is already possible to get a first glance of the significance of cumulants.
Remember that the variance was introduced in order to get a measure for the width of a
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distribution which is independent of its mean value. To this end the mean value was simply
subtracted. Inspired by the idea we have introduced the central moments. By definition,
central moments are independent of the average of the distribution.
The third and the fourth cumulant are known to describe the skewness and the kurtosis of
the distribution. However, these moments and the central counterparts are not independent
of the variance, rather they are coupled in an intricate manner. In order to eliminate these
mutual influences, we would have to subtract something else in the higher moments, leading
to more and more complicated expressions.
Cumulants do this job for us automatically. They provide "clean" quantities where mutual
dependencies have been eliminated as much as possible.

Conversely it is possible to express the moments as finite linear combinations of the
cumulants. In this case we even find that all coefficients on the right side are positive:
m1 = κ 1
m2 = κ2 + κ12
m3 = κ3 + 3κ2 κ1 + κ13
m4 = κ4 + 4κ3 κ1 + 3κ22 + 6κ2 κ12 + κ14
m5 =

κ5 + 5κ4 κ1 + 10κ3 κ2 + 10κ3 κ12

+ 15κ22 κ1

(1.89)

+ 10κ2 κ13

+ κ15

What moments, central moments, and cumulants share in common is the homogeneity
under scale transformations:
X → λX

⇒

mn → λn mn ,

µn → λn µn ,

κn → λn κn .

(1.90)

As you can verify easily, the transformation laws listed above are always built in such
a way that the homogeneity of the all terms on both sides of the equation coincides.
It is commonly accepted that the knowledge of all moments (and likewise the knowledge of all cumulants) allows us to reconstruct the entire probability distribution, meaning that the information encoded in the moments or cumulants is the same as the full
information encoded in the distribution. In almost all cases this statement can be taken
for granted.

Note: However, it is interesting to know that there are certain exotic exceptions for which
the reconstruction is not possible. Such a counterexample was found by Heyde [5] in 1963.
Heyde constructed two different probability distributions which nevertheless coincide in
all the moments and cumulants. Nevertheless such counterexamples are very exotic. In
practice, we can safely assume that the knowledge of all moments or cumulants determines
the corresponding probability distribution (almost) completely.

Summary: Cumulants are like moments, but they have a cleaner interpretation and a better
transformation behavior. The most important properties are:
•
•
•
•

The cumulant-generating function is given by KX (t) = ln MX (t).
The second cumulant is just the variance of a distribution.
Cumulants can be expressed in terms of moments and vice versa.
Cumulants must not be confused with central moments.
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Figure 1.8: Skewness (or skew) of a probability distribution. If the distribution leans to the left, then the skewness is
positive, otherwise it is negative.

1.3.5 Skewness and Kurtosis
Skewness: The third and the fourth cumulant can be interpreted as skewness (Schiefe)
and kurtosis (Wölbung). The skewness β 1 is defined as
β1 =

µ3
κ3
= 3/2 .
σ3
κ2

(1.91)

Note that the skewness equals the third cumulant normalized by σ3 , giving a dimensionless quantity.
The visual appearance of skewness is illustrated in Fig. 1.8. If the distribution seems
to lean to the left, meaning that it is focused on the left side while it is more smeared
on the right side, then the skewness is positive. Conversely, if the distribution leans to
the right, the skewness is negative. symmetric distribution, which does not prefer one
of the sides, has a vanishing skewness.

Kurtosis: Concerning the the kurtosis, one has to distinguish between the raw kurtosis
(Wölbung) and the excess kurtosis (Exzess). Let us start with the raw kurtosis, which is
defined by
µ4
β2 = 4 .
(1.92)
σ
which again is a dimensionless quantity related to the fourth central moment. As we
will show further below, the normal distribution (Gaussian bell curve) has the kurtosis
β 2 = 3. Since this appears to be a rather arbitrary value, it is often more common to use
the so-called excess kurtosis γ2 := β 2 − 3 by simply subtracting the value 3, a measure
which tells us how much the kurtosis deviates from the one of a normal distribution.
Surprisingly this quantity can be expressed in the fourth cumulant:
γ2 = β 2 − 3 =

µ4 − 3µ22
κ
= 42 .
4
σ
κ2

(1.93)

Again, miraculously, the cumulants are automatically doing the ’right thing’, they are
simply much better than moments and centralized moments.
The visual appearance of a negative and positive excess kurtosis is demonstrated
in Fig. 1.9. If the summit (the maximum) of a distribution is flattened compared to a
normal distribution of the same variance, then the kurtosis is negative. Conversely, if
the summit is more peaked than a normal distribution, then the kurtosis is positive.
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1.3.6 Continuous random variables and probability densities
So far we have considered discrete random variables that map the sample space Ω
to a finite set of numbers X (Ω). Contrarily, a random variable that fluctuates among
infinitely many continuously distributed numbers is denoted as a continuous random
variable.
A well-known example is a real-valued random number generator on a computer.
Let us start with a simple question: What is the probability that such a random number
generator yields the exact result 1/2? In theory this probability is zero because for
getting 1/2 all other digits, and there are infinitely many of them, would have to vanish.
This means that the probability for getting a particular number is always zero and thus
it no longer has any practical meaning.
Note: In practice, computers do not operate with infinitely many digits, instead random
number generators are usually based on 32- or 64-bit integers. Therefore, the probability
that a real-valued random number generator yields a particular number is of the order of
the machine precision, i.e., 2−32 or 2−64 , which is extremely low.

The example discussed above demonstrates, that for continuous random variables the
concept of an absolute probability is no longer applicable. Rather it has to be replaced
by the concept of a probability density or probability density function (PDF), as will be
explained in the following.

Probability density function (PDF)
For continuous random variables, the discrete probability distribution P( x ) is replaced
by a probability density function or short probability density p( x ). Throughout this lecture
we will denote probability densities by a small letter p( x ), in contrast to discrete ones,
where we used a capital letter P. Whenever it is required we will add the corresponding random variable as an index, e.g., by writing p X ( x ). This allows us to distinguish
different random variables in a transparent way.
For a given probability density of a real-valued random variable the probability to
find a result x in a particular interval [ a, b] is obtained by integrating over the respective
interval:
 Z b
P X ∈ [ a, b] =
p( x ) dx .
(1.94)
a

Figure 1.9: Excess kurtosis. Left: subgaussian distribution with negative excess kurtosis. Center: normal distribution
with vanishing excess kurtosis. Right: supergaussian distribution with positive excess kurtosis.
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For infinitesimal intervals this reduces to a differential relation of the form

P X ∈ [ x, x + dx ] = p( x ) dx .

(1.95)

The normalization condition reads
Z +∞

p( x ) dx = 1 .

−∞

(1.96)

In contrast two discrete probabilities, which are by definition dimensionless values between 0 and 1, probability densities can take any non–negative value. In addition, if
the random variable carries a physical unit, the corresponding probability distribution
carries the reciprocal unit. For example, if x represents a length, then the corresponding
probability density has a dimension of 1/length. Thus, generally we have

[ p( x )] = [ x ]−1 .

(1.97)

Mean value, variance, moments, and cumulants
Moments and cumulants are formed in the same way as in the discrete case. As a rule
of thumb one simply has to replace continuous integrals by discrete sums. For example,
the mean value (expectation value) of a continuous random variable is given by
Z +∞

h x i = E( X ) =

x p( x ) dx .

−∞

(1.98)

In the same way one defines the moments of a PDF as
mn =

Z +∞
−∞

x n p( x ) dx .

(1.99)

As usual, the variance is defined in terms of the first and second moment by
σ = V( X ) =
2

m2 − m21

=

Z +∞ 
−∞

x − hxi

2

p( x ) dx .

(1.100)

As before, the moments can be encoded as Taylor coefficients
mn =

dn M X ( t )
dtn

t =0

(1.101)

of a moment generating function
MX (t) = he xt i =

Z +∞
−∞

e xt p( x ) dx .

(1.102)

The corresponding cumulant-generating function is again given by the logarithm of the
moment-generating function:
KX (t) = ln MX (t) .
(1.103)
As before, the cumulants can be expressed in terms of moments and vice versa, see also
Eq. (1.86) on page 36.
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Note: When calculating moments and cumulants it is often useful to exploit the symmetries
of the problem. For example, if the probability distribution is symmetric with respect to the
origin, i.e., p( x ) = p(− x ), then we know that all odd moments and cumulants vanish.

Relating continuous and discrete probability distributions
In the case of a discrete random variable X the result xn occurs with a certain finite
probability P( xn ). Such a discrete probability distribution can be expressed in a fully
equivalent manner by the following continuous probability density:
p( x ) =

∑ δ( x − xn ) P( xn ) .

(1.104)

n

Here δ( x ) denotes the Dirac δ-function
and the sum runs over all possible values
of the discrete random variable X. As can
be seen, this is just a superposition of δpeaks weighted by the corresponding discrete probabilities. If we insert the probability density p( x ) into the formulas given
Mapping histogram bars to Dirac peaks of the same mass.
above (as for example, the formula for the
calculation of the moments), all integrals are automatically reduced to discrete sums.
In other words, the integrals occurring in the continuous formalism are consistently
converted into discrete sums by means of δ-functions. In this sense both approaches
are equivalent and can be mapped onto each other.
Recall: The Dirac δ-function can be understood as an infinitely high but infinitely narrow
peak. The Dirac δ-function is symmetric and obeys the following properties:
Z +∞
−∞

δ( x − a) f ( x ) = f ( a) ,

δ( ax ) =

1
δ( x )
| a|

Example: The probability density of a die reads
p( x ) =


1
1 6
δ ( x − 1) + δ ( x − 2) + δ ( x − 3) + δ ( x − 4) + δ ( x − 5) + δ ( x − 6) = ∑ δ ( x − k ).
6
6 k =1

Its expectation value is given by

hxi =

Z +∞
−∞

x p( x ) dx =

+∞
1 6
7
1 6
x δ( x − k) = ∑ k = .
∑
6 k =1 − ∞
6 k =1
2

Z

As can be seen, the δ-peaks convert the continuous integration into a discrete sum.

Cumulative distribution function
In the literature one finds not only probability density functions (PDF’s) but also socalled cumulative distribution functions3 (CDF’s) which are defined as the integral over
3 Please

do not confuse cumulative distribution functions with cumulants
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Figure 1.10: Left: PDF of a normal distribution (Gaussian bell curve) for σ = 21 , σ = 1 and σ = 2.
Right: Corresponding CDF of the normal distribution (error function).

the probability density:
C ( x ) = P( X ≤ x ) =

Z x
−∞

p( x 0 ) dx 0 .

(1.105)

Illustratively stated, the cumulative distribution function is just the probability of all
outcomes on the left side of x. As we go from left to right, the CDF always runs from 0
to 1 (c.f. Fig. 1.10).
By definition, the original probability density function can be retrieved by taking
derivative of the cumulative distribution:
p( x ) =

d
C(x)
dx

(1.106)

Note: Representing real-world or numerical data, the cumulative distribution function
tends to look smoother and more pleasing in a graphical representation than the probability density function, the reason being that in the latter fluctuations appear to be more pronounced. This applies in particular to data sets which are highly irregular, spiky or noisy.
Therefore, numerical mistakes in computer simulations are "less visible" in a cumulative
representation. In other words, CDF’s can be (mis-)used to hide unwanted irregularities. Be
skeptical if CDF’s are excessively used without any reason.

Although the cumulative distribution function of a given PDF exists in principle, it
is not always possible to carry out the integration explicitly in such a way that the
result can be written down in a closed form. In particular, this applies to the normal
distribution, as we will see below.

1.3.7 Examples of continuous probability density functions
Normal distribution
The by far most important continuous probability density function is the celebrated normal distribution, which is also known as the Gaussian bell curve. The normal distribution
with mean value 0 and standard deviation 1 is defined by
1 2
1
p( x ) = √ e− 2 x .
2π
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By rescaling we can derive a somewhat more generalized version with zero mean and
arbitrary standard deviation σ (see Fig. 1.10):
p( x ) =

1
2
1
√ e− 2σ2 x .
σ 2π

(1.108)

In addition, if we would like to have a non-vanishing mean value x0 6= 0, we can simply
shift the independent variable by replacing x → x − x0 .
How does the corresponding cumulative distribution function look like? If we ask
Mathematica R to compute the CDF of a normal distribution, we get
Z a
−∞

p( x ) dx =

1
a 
1 + erf √
,
2
2

(1.109)

where ’erf’ stands for the so-called error function. Unexperienced users of algebra
computer systems tend to believe that the integration has been carried out, but unfortunately the error function is nothing but a shortcut notation for the integral given
above since, as a matter of fact, this integral cannot be computed analytically.
Remember: The integral of a Gaussian distribution integrated from −∞ . . . + ∞ equals 1,
but for general finite bounds this integral cannot be computed in a closed form.

The moment- and cumulant-generating function of the normal distribution read
1 2 2
t

M(t) = e 2 σ

,

K (t) =

1 2 2
σ t .
2

(1.110)

Therefore, in the case of the normal distribution only one of the cumulants does not
vanish, namely, the variance κ2 = σ2 . All other cumulants are zero. This admits a nice
interpretation: The normal distribution is completely featureless, it has no properties
except for its variance. As we will see below in the context of the central limit theorem,
this is probably the deeper reason why the normal distribution plays such an important
role in statistical physics.

Lognormal distribution
Suppose that Y ∈ (−∞, ∞) is distributed according to
the normal distribution, then the non-negative random
variable X = eY ∈ (0, ∞) is distributed according to a
PDF which is known as the lognormal distribution. The
PDF of the lognormal distribution is given bi
p( x ) =

 (ln x )2 
exp −
.
2σ2
xσ 2π
1
√

(1.111)

The lognormal distribution is important in finance.
Lognormal distribution for various values of σ.
This is because traders quantify gains and losses not in
absolute amounts (±1 Euro) but in relative terms (±1%). This means that in finance
the elementary random walk is multiplicative rather than additive. Under normal mar-
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ket conditions this leads to a lognormal distribution of asset prices.
Exponential distribution
The exponential distribution is defined in the range x ∈ [0, ∞] and characterized by an
exponentially decreasing probability density:
p( x ) = λe−λx .

(1.112)

Here λ is a free parameter which controls the width of the distribution. A typical application in physics is the waiting time distribution in a Poisson process which can be
thought of as the waiting times between the clicks of a Geiger counter, where λ is the
rate of clicks per unit time.

1.3.8 Transformation of probability densities
In practice one is often confronted with the situation that a continuous random variable
is mapped to a different one by means of a function f :
f : X → Y : x 7→ y = f ( x ) .

(1.113)

Here the question arises how the new values y = f ( x ) are distributed. To this end
we have to convert a given probability density p X ( x ) into the corresponding probability density pY (y). Here the subscript is used for distinguishing the two probability
densities.
Transformation law for strictly monotonous functions
For simplicity let us assume that the function f , which is used to map the probability
density onto a different one, is strictly monotonous. Let us select an arbitrary interval
[ a, b] in the definition range of f . If f is a strictly monotonously increasing function, we
have f ( a) < f (b) and all events x ∈ [ a, b] will be mapped by f onto events y = f ( x ) ∈
[ f ( a), f (b)]. Now it is clear that the probability to find x in [ a, b] equals the probability
to find y in [ f ( a), f (b)], i.e. we have
Z b
a

p X ( x ) dx =

Z f (b)
f ( a)

pY (y) dy .

(1.114)

Since this identity is valid for arbitrary a < b in the definition range, it will also hold in
the case of infinitesimal intervals
Z x+ dx
x

p X ( x ) dx =

Z f ( x+dx)
f (x)

pY (y) dy ,

(1.115)

where we may approximate the upper bound on the right hand side by a first-order
Taylor expansion f ( x + dx ) ' f ( x ) + f 0 ( x ) dx. Since the functions p X , pY , and f are
assumed to be differentiable, the integrands of the infinitesimal integrals in Eq. (1.115)
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p(x)

p(y)

f

x

y

Figure 1.11: Mapping the constant probability density defined on the interval [0, 1] onto the interval [1, e] by means
of exponential function f ( x ) = e x . As can be seen, the resulting probability density pY (y) is moved to a
different definition range and it is no longer uniform.

can be assumed to be constant on the integration range. This leads to the differential
relation

p X ( x ) dx = pY f ( x ) f 0 ( x ) dx
(1.116)
This relation holds only for monotonously increasing functions. For monotonously decreasing functions we would have to add a minus sign on the right hand side. In order
to include both cases in a single equation, we simply replace ± f 0 ( x ) by the absolute
value of the derivative:

p X ( x ) dx = pY f ( x ) f 0 ( x ) dx .
(1.117)
This allows us to ’cancel’ dx on both sides, leading to the transformation formulas

p X ( x ) = pY f ( x ) | f 0 ( x )|

⇔

pY ( y ) =

pX (x)
p ( f −1 (y))
.
= X0 −1
0
| f ( x )|
| f ( f (y))|

(1.118)

This formula and its inverse are valid for both strictly monotonously increasing and
decreasing differentiable functions. For non-monotonous functions we would have to
divide the range on which the function f is defined into various intervals in which the
function behaves monotonously. Then these intervals have to be treated separately.

Note: You will need this formula in the written exam. Too hard to remember? Then you
should only memorize the differential relation
p( x ) dx = p(y) dy
and solve this relation for the respective function that you would like to compute, e.g. p(y) =
p( x )/( dy/ dx ) = p( x )/ f 0 ( x ). Finally, put the derivative of f into absolute value bars:
p(y) =

p( x )
dy

| dx |
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Example: Exponential function
As an example let us consider a constant probability distribution defined on the interval
[0, 1]. This could be for example the probability distribution of a real-valued random
number generator:
(
1 for x ∈ [0, 1]
pX (x) =
(1.119)
0 otherwise
Let us now map this random variable via the exponential function y = f ( x ) = e x
onto the interval [1, e], as sketched in Fig. 1.11. In the left part of the figure we have
divided the x-interval into many equally-sized small intervals. As can be seen, these
small intervals are mapped onto certain intervals along the y-axis, but due to the nonlinearity of f these intervals have different sizes. Obviously, the size of an y-interval is
related to the local slope f 0 ( x ).
In order to compute pY (y) we use the formula (1.118):
pY ( y ) =

p X ( f −1 (y))
.
| f 0 ( f −1 (y))|

(1.120)

For x ∈ [0, 1] the original probability distribution is flat, i.e. p X ( x ) = 1. In addition
we have f 0 ( x ) = e x and f −1 (y) = ln y, meaning that the denominator is given by
| f 0 ( f −1 (y))| = y. Consequently we arrive at
(
1/y for y ∈ [1, e]
pY ( y ) =
(1.121)
0
otherwise .
As one can see, the new probability density pY (y) is no longer constant. However, as
can be verified easily, it is correctly normalized on the interval [1, e].

Example: Rescaling of a probability density
As another important special case, let us consider a scale transformation (rescaling) of a
probability distribution, where the random variable X is simply multiplied by a factor λ:
y = f ( x ) = λx .
(1.122)
This transformation can be interpreted as a change of the underlying scale or as a
"zoom" operation. Inserting f ( x ) in the formulas (1.118) we obtain:
pY ( y ) =

pX (x)
1 y
= pX
,
λ
λ
λ

p X ( x ) = λpY (λx ) .

(1.123)

Thus, for λ > 1 the probability density function is stretched in horizontal direction. At
the same time it is squeezed in vertical direction in order to preserve the normalization.
Note: For a scale transformation physicist like to use the shortcut notation x → λx. This
usually means that
x → y = λx ,
where the new variable y is immediately renamed back to x after the scale transformation.
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Figure 1.12: Correlated random variables in a bipartite system (left) viewed as a composite system (right).

The ultra-compact notation x → λx leads sometimes to misunderstandings since it is not
always clear whether p( x ) denotes the old or the new probability density. Therefore, it is
often advantagous to write the transformation explicitly in its full form.

1.4 Composite systems
In probability theory a composite or multipartite system consists of several subsystems.
In particular, if a system consists of two parts as sketched in the left panel of Fig. 1.12,
we have a so-called bipartite system.
Typically each subsystem is associated with its own random variables which depend
only on the configuration of the respective subsystem. For example, in Fig. 1.12 the
random variable X depends only on the configuration ω1 ∈ Ω1 while Y depends only
on ω2 ∈ Ω2 . If there is no interaction or communication between the two subsystems,
we expect X and Y to be uncorrelated, meaning that we can treat them separately. However, if the two systems interact, we expect their statistical properties to depend on
each other, meaning that the random variables X and Y are correlated. In this case we
can consider the composite system (the total system) as a new system with the sample
space
Ω = Ω 1 × Ω 2 , ω = ( ω1 , ω2 )
(1.124)
whose elements are the ordered pairs of the configurations of the subsystems. Then
we have essentially two random variables defined on a single system, as sketched in
the right panel of Fig. 1.12. In what follows we start from the latter point of view
(one system with several random quantities), keeping tacitly in mind that the case of
bipartite (or multipartite) correlated composite systems is included as well.

1.4.1 Systems with several random variables
Joint probability distribution
Discrete case: For a system with two random variables the elements of the sample
space ω ∈ Ω are mapped not only on ω 7→ x = X (ω ) but also on ω 7→ y = Y (ω ).
Obviously, it is possible to consider these two maps as a single one which maps the
configurations ω onto a pair ( x, y). Each of these pairs can be interpreted as a joint event

Ex,y = ω ∈ Ω X (ω ) = x ∧ Y (ω ) = y .
(1.125)
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By definition, these events are mutually disjoint and cover the whole sample space, i.e.,
they form a disjoint decomposition of Ω.
Each joint event labeled by ( x, y) is associated with a certain probability, the so-called
joint probability
P( x, y) = P( Ex,y ) = P( Ex ∩ Ey ) = ∑ Pω ,
(1.126)
ω ∈ Ex ∩ Ey

which is normalized by

∑ P(x, y)

= 1.

(1.127)

x,y

P( x, y) is called the joint probability distribution of the two random variables X and Y.
This concept can be generalized easily to N random variables X1 , X2 , . . . X N , which
are described by a joint probability distribution P( x1 , x2 , . . . , x N ) depending on N arguments.

Continuous case: The same can be done in the case of two continuous random variables X and Y. Their statistical properties are fully encoded in terms of the joint probability density p XY ( x, y) = p( x, y), which is now a function depending on two arguments.
The joint probability density is defined by
P( x ∈ [ a, b] ∧ y ∈ [c, d]) =

Z b
a

dx

Z d
c

dy p( x, y) .

(1.128)

This means that p( x, y) dx dy can be understood as the infinitesimal probability to
find both random variables simultaneously in the infinitesimal intervals [ x, x + dx ] and
[y, y + dy]. The joint probability distribution is normalized by
Z +∞
−∞

dx

Z +∞
−∞

dy p( x, y) = 1.

(1.129)

Similarly one can define a joint probability density p( x1 , x2 , . . . , x N ) of N random variables X1 , X2 , . . . X N . Sometimes it is useful to think of the random variables as components of an N-dimensional vector ~
X = { X1 , X2 , . . . X N }. Then the corresponding joint
probability density is simply denoted as p(~x ) and it is normalized by
Z
RN

d N x p(x) =

Z +∞
−∞

dx1 · · ·

Z +∞
−∞

dx N p( x1 , . . . , xn ) = 1 .

(1.130)

Marginal and conditional probability distributions
Discrete case: For a given joint probability distribution, one obtains the corresponding marginal probability distributions by considering only one of the random variables
while ignoring the other one. The marginal probability distributions are defined by
P ( x ) = P ( Ex ) =

∑

ω ∈ Ex

Pω ,

P(y) = P( Ey ) =

∑

Pω .

ω ∈ Ey
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For given P( x, y), the marginal probability distributions can be obtained by summing
over (or, in the usual jargon, integrating over or tracing out) the ignored random variable:
P( x ) =

∑ P(x, y) ,

∑ P(x, y)

P(y) =

y

(1.132)

x

Note that P( x, y) 6= P( x ) P(y) unless the two random variables are uncorrelated.
Proof: Since the collection of all events Ey of Y form a disjoint decomposition of Ω, we have
P( x ) =

∑ p(x, y) = ∑ ∑
y

Pω =

y ω ∈ Ex ∩ Ey

∑S

ω ∈ Ex ∩(

Pω =
y

Ey )

∑

ω ∈ Ex ∩ Ω

Pω = P( Ex ) .

(1.133)

An analogous proof can be given for P(y).

Since the values of random variables represent events (subsets of Ω), we can transfer the
notion of conditional probabilities (see Sect. 1.2.2 on page 22) directly to discrete random
variables: The conditional probability that the random variable X gives the result x
under the condition that (“given that”) another random variable Y already gave the
result y is defined by
P( x, y)
P( x |y) =
.
(1.134)
P(y)
This definition immediately implies Bayes theorem
P( x |y) =

P( x )
P ( y | x ).
P(y)

(1.135)

As before, the condition can be integrated out by the law of total probability
P( x ) =

∑ P( x |y) P(y) ,

P(y) =

y

∑ P ( y | x ) P ( x ).

(1.136)

x

Continuous case: Similarly, we can retrieve the probability density for only a continuous random variable by ’integrating out’ the other ones. For example, in the case of two
random variables we have
p( x ) = p X ( x ) =

Z +∞
−∞

p( x, y) dy ,

p ( y ) = pY ( y ) =

Z +∞
−∞

p( x, y) dx .

(1.137)

As in the discrete case, these probability densities are called the marginals or marginal
probability densities of the joint probability density.
Analogously, we can define conditional probability densities by
p( x |y) =

p( x, y)
,
p(y)

p(y| x ) =

p( x, y)
,
p( x )

(1.138)

which automatically obey the law of total probability (see Sect. 1.2.2 on page 24)
p( x ) =

Z +∞
−∞

p( x |y) p(y) dy ,

p(y) =

Z +∞
−∞

p(y| x ) p( x ) dx .
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Transformation of probability densities of several random variables

Suppose that two random variables X and Y with a given probability density p( x, y)
are mapped onto two different random variables U and V by the transformation
u = U ( x, y) ,

v = V ( x, y) .

(1.140)

This transformation usually mixes the random variables and it may also be nonlinear,
just like an ordinary coordinate transformation. A well-known example is the transformation from Cartesian coordinates ( x, y) to polar coordinates (r, φ). In the following
we would like to derive the transformation law for the corresponding probability densities.
As in the case of a single random variable, let us start by writing down the infinitesimal relation
p( x, y) dx dy = p(u, v) du dv.
(1.141)
In this case, however, it is no longer possible to "divide" by dx dy, rather we have to
proceed in a similar way as with integrals and higher dimensions. Notice that on both
sides of the equation we have the infinitesimal volume elements dx dy and du dv in
the respective coordinates. It is well known that these volume elements are related by
the Jacobi determinant:
du dv =

∂u
∂x
∂v
∂x

∂u
∂y
∂v
∂y

dx dy

(1.142)

Remember: The Jacobi matrix represents the linear map which approximates a given nonlinear map in a particular point. The determinant of this matrix is just the proportionality
factor that describes how infinitesimal volume elements change under this mapping.

Thus the transformation law for the probability densities reads:
p( x, y)
p(u, v) =
|detJ |

mit

J=

∂u
∂x
∂v
∂x

∂u
∂y
∂v
∂y

!
.

(1.143)

This makes a lot of sense since probability densities are densities, that is, they scale like
1/volume. Hence, if volume elements transform with the factor | J | it is plausible that
densities, in particular probability densities, will transform with the factor 1/| J |. Since
probability densities are by definition positive, it is clear that the orientation of the
volume elements has to be suppressed in the transformation law, explaining why we
always take the absolute value of the Jacobi determinant.
This transformation law can be generalized easily to N random variables, where we
have to compute the determinant of an N × N Jacobi matrix.
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1.4.2 Correlations between random variables
Moments, mixed moments, and cumulants of several random variables
Discrete case: As before, the moments of the random variables X and Y are defined
by the expectation value of x n and yn , respectively. Because of Eq. (1.132) these are just
the moments of the marginal distributions:
mnX = h x n i =

∑ xn P(x, y) = ∑ xn P(x)

(1.144)

∑ yn P(x, y) = ∑ yn P(y) .

(1.145)

x,y

mYn = hyn i =

x

x,y

y

Here the sums run over the whole range of the respective random variable.
In addition, one can define mixed moments as the expectation value of mixed powers,
namely
= h x n1 yn2 i = ∑ x n1 yn2 P( x, y) .
mnXY
(1.146)
1 ,n2
x,y

This allows us to define a mixed moment-generating function as a power series
∞

MXY (t1 , t2 ) =

∞

mnXY
,n
∑ ∑ n1 !n1 22! t1n1 t2n2
n1 =0 n2 =0

(1.147)

which now depends on two arguments. As can be shown by a simple calculation,
we can again represent the moment-generating function as the expectation value of an
exponential function:
∞

MXY (t1 , t2 ) =

∞

∞

=

∞

h x n1 y n2 i n1 n2
t1 t2 =
∑ ∑
n1 =0 n2 =0 n1 !n2 !

∑

n1 =0

x n1 n1
t
n1 ! 1

∑ ∑

n1 =0 n2 =0

∞

y n2 n2
t2
n2 =0 n 2 !

∑

or, explicitly:
MXY (t1 , t2 ) =

∞

x n1 y n2 n1 n2
t t
n1 !n2 ! 1 2

e xt1 eyt2

=

∑ P(x, y)ext +yt
1

2

=

.

(1.148)

e xt1 +yt2 .

(1.149)

x,y

This function allows us to retrieve the mixed moments by means of mixed partial
derivatives:
∂ n1 ∂ n2
mnXY
= n1 n2 MXY (t1 , t2 )
.
(1.150)
1 ,n2
∂t1 ∂t2
t1 = t2 =0
Taking the logarithm we get the mixed cumulant-generating function
KXY (t1 , t2 ) = lnhet1 x+t2 y i xy

(1.151)

from which we can extract mixed cumulants
κnXY
=
1 ,n2

∂ n1 ∂ n2
KXY (t1 , t2 )
∂t1n1 ∂t2n2

t1 = t2 =0

.
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Figure 1.13: Joint probability density function p( x, y) of two statistically independent random variables. The left panel
shows the marginal probability densities p( x ) and p(y). The marginals are used to compute the joint probability density p( x, y) = p( x )(y) which is shown as a density plot in the middle. As can be seen, a density
plot of two uncorrelated random variables reminds of the woven structure of a tablecloth.

Continuous case: Likewise we can define mixed moments of two continuous random
variables X and Y by
mnXY
= h x n1 y n2 i =
1 ,n2

Z +∞ Z +∞
−∞

−∞

x n1 yn2 p( x, y) dx dy ,

(1.153)

where p( x, y) is the joint probability density of the two random variables. The corresponding moment-generating function can be is given by an expression where the
discrete sum is replaced by an integral:
MXY (t1 , t2 ) =

Z

dx

Z

dy p( x, y)e xt1 +yt2 .

(1.154)

Statistical independence
Two discrete random variables are called statistically independent if mutual conditioning
does not have any effect, i.e.
Statistical independence

⇒

P( x |y) = P( x ) ,

P ( y | x ) = P ( y ).

(1.155)

With the definition of conditional probabilities given above, this implies that in the case
of statistical independence the joint probability distribution factorizes into the marginal
ones:
Statistical independence ⇒ P( x, y) = P( x ) P(y).
(1.156)
In this case the two random variables are said to be uncorrelated. Likewise, the two continuous random variables are said to be uncorrelated if and only if the joint probability
density factorizes, i.e.
Statistical independence

⇒

p( x, y) = p( x ) p(y).

(1.157)

Plotting p( x, y) as a density plot in the xy-plane, statistical independence can be recognized by a ’weaved’ appearance, see Fig. 1.13.
Inserting this into Eq. (1.153) we find that in the case of statistical independence the
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mixed moments factorize:
mnXY
= mnX1 mYn2
1 ,n2

(1.158)

The same applies to the moment-generating function (cf page 51):
MXY (t1 , t2 ) =

e xt1 eyt2

=

e xt1

eyt2

= MX (t1 ) MY (t2 ) .

(1.159)

As in the discrete case, this implies that the cumulant-generating function
KXY (t1 , t2 ) = ln MXY (t1 , t2 )

(1.160)

of statistically independent continuous random variables is additive:
KXY (t1 , t2 ) = KX (t1 ) + KY (t2 ) .

(1.161)

If we insert this relation into Eq. (1.152), we find that in the case of statistical independence all the truly mixed cumulants vanish identically:
Statistical independence

⇒

κn1 ,n2 = 0

∀ n1 > 0 ∧ n2 > 0 .

(1.162)

This is another property were cumulants are superior to moments.
Remember: The truly mixed cumulants respond to correlations between the random variables. If all truly mixed cumulants vanish, the two random variables are uncorrelated, i.e.,
statistically independent.

Correlation functions
Correlation functions, or more specifically bare correlation functions, are defined as expectation values of products of random variables. A well-known example is the correlation
between two classical spins si and s j ∈ ±1 at the positions i and j: if the expectation
value hsi s j i is found to be positive, then we know that both spins point preferentially in
the same direction, meaning that the spins are correlated. Likewise, a negative expectation value signals a preference for oppositely aligned spins, indicating anticorrelations.
Remark: Correlations and anticorrelations are not that different. In both cases the spins
know something about each other. The mutual knowledge is expressed by a different quantity, called mutual information, as will be discussed in the next section.

In general the correlation function of two random variables is defined as the expectation
value of the product:
CXY = h xyi = E( XY ).
(1.163)
Therefore, using the language of probability theory, a correlation function is nothing
XY . In the case of statistical independence, we know that
but the first mixed moment m1,1
this moment factorizes according to Eq. (1.158), and the same applies of course to the
correlation function
X, Y statistically independent

⇒

CXY = h x ihyi .

At this point there are two important remarks:
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• A factorizing correlation function is a necessary but not sufficient condition for
statistical independence (correlation could be hidden in higher mixed moments).
• A vanishing (bare) correlation function does not mean that there are no correlations. Conversely, uncorrelated random variables may well be characterized by a
non-vanishing bare correlation function

In order to understand the latter remark let us consider two independently thrown dice.
Obviously, their bare correlation function CXY = h xyi = (7/2)2 is non-zero although
they are not correlated. As in the case of central moments, it is therefore useful to
subtract the product of the mean values. The resulting difference is denoted as the
connected part of the correlation function:
conn
CXY
= h xyi − h x ihyi .

(1.165)

Note: The commonly accepted designation of the difference as the connected part of the
correlation function stems from field theory. In field theory correlation functions are represented by Feynman diagrams. It turns out that ordinary correlation functions are represented by graphs that can be separated into two pieces by cutting the leg. However, if one
considers quantities such as in (1.165), one obtains only a subset of diagrams which cannot
be cut in this way. These diagrams are called connected.
conn in Eq. (1.165)
As can be shown easily, the connected part of the correlation function CXY
XY . Again this demonstrates that cumulants
is nothing but the first mixed cumulant κ1,1
are much more natural than moments. Moreover, this relationship is reasonable since,
as we have seen above in Eq. (1.162), mixed cumulants are constructed in such a way
that they vanish in the case of statistical independence. Thus we see that mixed cumulants can be interpreted as the connected part of correlation functions.

Proof:
XY
κ11

=
=
=

i
∂ ∂
∂ h
1
∂
=
ln MXY (t1 , t2 )
MXY (t1 , t2 )
∂t1 ∂t2
∂t1 MXY (t1 , t2 ) ∂t2
t1 = t2 =0
t1 = t2 =0
 ∂


∂
1
1
∂ ∂
MXY (t1 , t2 )
− 2
MXY (t1 , t2 ) +
MXY (t1 , t2 )
∂t2
MXY (t1 , t2 ) ∂t1 ∂t2
MXY (t1 , t2 ) ∂t1
XY XY
XY
XY
−m1,0
m0,1 + m1,1
= m1,1
− m1X mY1

Remember: Bare correlation functions of two random variables are expressed by mixed
moments, the corresponding connected parts by mixed cumulants.

1.4.3 Arithmetic operations on discrete random variables
Like any other numerical variables, we can combine two random variables X and Y
by arithmetic operations. For example, in case of two real-valued random variables,
we could compute the sum X + Y which gives rise to a new random variable Z=X+Y.
Similarly, we could multiply the two random variables or we could even map them by
means of an arbitrary function Z = f ( X, Y ). Then the obvious question would be how
the new random variable Z is distributed, i.e., how can we compute the corresponding
probability distribution PZ (z)?
The answer is straightforward: In order to compute PZ (z), we simply have to add
up the probabilities of all events x, y for which the function gives just the desired value
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z. In other words, P(z) is the sum over all joint probabilities PXY ( x, y) = P( X ∩ Y ) for
which f ( x, y) = z. Technically this task can be accomplished by first carrying out the
sum over all possible pairs of ( x, y) and then filtering out the desired contributions by
means of a Kronecker-δ function:
PZ (z) =

∑ ∑ δz, f (x,y) PXY (x, y) .
x

(1.166)

y

The same can be done in the continuous case by replacing the sums by integrals and
the Kronecker-δ by a Dirac-δ:
p Z (z) =

Z

dx

Z


dy δ z − f ( x, y) p XY ( x, y) .

(1.167)

Note that the Dirac-δ function scales with the argument, i.e., δ(λx ) = |λ1 | δ( x ). This has
to be taken into account if we solve the equation z = f ( x, y) for x or y.
Note: This formal trick is used frequently in statistical mechanics: First the sum is carried
out over all possibilities in such a way that the result would return the normalization 1, but
then a Kronecker-δ symbol (or later in the continuous setting a Dirac-δ function) is inserted
in order to constrain the sum to the desired contributions. That is, the δ-function is used here
as a conditional filter.

Adding two random variables
In statistical physics, we are often in a situation where two or more random variables
are added. For two random variables, the probability distribution of the sum Z = X + Y
is then given by
PZ (z) = ∑ ∑ δz,x+y PXY ( x, y) .
(1.168)
x

y

In some cases the summation over the constraining δ can be carried out explicitly. For
example, if the random variables X and Y run over all integer numbers in Z, we get
∞

PZ (z) =

∞

∑ ∑

∞

x =−∞ y=−∞

δz,x+y PXY ( x, y) =

∑

x =−∞

PXY ( x, z − x ).

(1.169)

Typically, by evaluating the Kronecker-δ, we can eliminate one of the two summations.
The same can be done in the continuous setting. Here the probability density of the
sum Z = X + Y is given by
p Z (z) =

Z

dx

Z

dy δ(z − x − y) p XY ( x, y).

(1.170)

If one of the integrations, say over y, runs over the whole range from −∞ to +∞, we
can eliminate the Dirac-δ and the integration:
p Z (z) =

Z

dx

Z +∞
−∞

dy δ(z − x − y) p XY ( x, y) =

Z

dx p XY ( x, z − x ) .

(1.171)

A special situation arises in cases where the two random variables X and Y are statis-
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tically independent, meaning that their probability density factorizes. In this case we
obtain
Z +∞
p Z (z) =
dx p X ( x ) pY (z − x ) .
(1.172)
−∞

This expression is also known as the convolution product or convolution of p X and pY . The
convolution product is so important that it is convenient to introduce a special notation:

p Z = p X ∗ pY
or
p Z ( z ) = p X ∗ pY ( z )
(1.173)
The same happens if we add N random variables as in Eq. (1.188). Then the probability
density of the sum Z := ∑iN=1 Xi is given by
p Z (z) =

Z +∞
−∞

dx1

Z +∞
−∞

dx2 · · ·

Z +∞
−∞

N


dx N δ z −



N

∑ x n ∏ p X ( xi ) .
i

n =1

(1.174)

i =1

Remember: The probability density of the sum of two statistically independent random
variables is the convolution product of the corresponding probability densities:
p Z ( z ) = p X1 ∗ p X1 ∗ · · · ∗ p x N .

Sum of statistically independent random variables: Moments
If we add two random variables Z = X + Y, the moment-generating function (see Sect.
1.3.2 on page 32) of Z is defined by
MZ (t) = MX +Y (t) = het(x+y) i = hetx ety i .

(1.175)

In the case of statistical independence, this expectation value factorizes:

hetx ety i = hetx ihety i .

(1.176)

Proof: In the case of statistical independence, the joint probability distribution factorizes
into the marginals, hence we have

hetx ety i = ∑ P( x, y)etx ety = ∑ P( x )etx ∑ P(y)ety = hetx ihety i .
x,y

x

y

This implies that whenever we consider the sum of statistically independent random
variables, the corresponding the moment-generating functions factorize:
Statistical independence

⇒

MX +Y (t) = MX (t) MY (t) .

(1.177)

Note that this beautiful formal property is valid for the moment-generating function
but not for the moments themselves, the reason being that on the right hand side two
Taylor series are multiplied, resulting in many additional mixed terms. The only exceptions are the first moments (the expectation values) which are additive:
Z = X+Y

⇒

E ( Z ) = E ( X ) + E (Y )

or

h z i = h x i + h y i.
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But already for the second moment this does not apply since in this case we get the
expression
hz2 i = h x2 i + 2h xyi + hy2 i
(1.179)
which generally differs from h x2 i + hy2 i. The same applies to higher-order moments.
Therefore, if random variables are added, the expectation values are additive but higher
moments are in general not additive.

Sum of statistically independent random variables: Cumulants
For two statistically independent random variables X and Y we find that the cumulantgenerating function of their sum Z = X + Y is given by


KZ (t) = lnhet(x+y) i = ln hetx ihety i = lnhetx i + lnhety i .
(1.180)
That is, if we add to statistically independent random variables x and Y, the corresponding cumulant-generating functions are additive as well:
Statistical independence

⇒

K Z ( t ) = K X ( t ) + KY ( t ) .

(1.181)

Of course, we could have derived the same result by taking the logarithm in Eq. (1.177).
Note that the additivity of the cumulant-generating functions in the case of statistical
independence implies directly the additivity of all corresponding cumulants

⇒

Statistical independence

κnX +Y = κnX + κnY .

(1.182)

The same applies to situations where more than two random variables are added.
When dealing with moments we would obtain more and more complicated expressions. This explains why cumulants are so advantageous compared to moments.

When adding statistically independent random variables
all corresponding cumulants will sum up as well.

Multiplying two random variables *
So far we have considered the addition of random variables, but we can also multiply
them. If we multiply two random variables X and Y, the probability distribution of
the product Z = XY can be computed in the same way as in (1.168), we only have to
replace the sum x + y by a product xy:
PZ (z) =

∑ ∑ δz,xy PXY (x, y) .
x

y
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Note that in this case the expectation values of X and Y are in general not multiplicative.
In fact, if we compute the expectation value

hzi =

∑ zPZ (z)

=

z

∑ ∑ ∑ zδz,xy PXY (x, y)
z

x

=

y

∑ ∑ xyPXY (x, y)
x

(1.184)

y

we find that it generally differs from h x ihyi. Only in the special case where both random variables are statistically independent, meaning that the joint probability distribution factorizes into the marginal ones by P( x, y) = P( x ) P(y), then also the expectation
values will be multiplicative:

hzi =

∑ ∑ xyP(x) P(y)
x

=

y

∑ xP(x) ∑ yP(y)
x

= h x ihyi.

(1.185)

y

Factorizing expectation values are a necessary condition for statistical independence of
the respective random variables. However, it is generally not a sufficient condition.
Statistical independence

⇒

h xyi = h x ihyi.

(1.186)

The same applies to the product of two arbitrary functions of the two random variables
Z = f ( X ) g(Y ). As can be shown easily, statistical independence implies the factorization of the expectation values:
Statistical independence

⇒

f ( x ) g(y) = h f ( x )i h g(y)i.

(1.187)

Again the converse is not automatically true.

1.5 Central limit theorem
1.5.1 Motivation
Imagine a crowded highway with a large
number of cars. Each car produces noise,
modeled as an acoustic random variable
Xi . Let us assume that the noise signals are completely uncorrelated, that is,
the random variables are statistically independent. For simplicity let us also assume that all cars emit the same type of
noise, meaning that all random variables
are characterized by the same moments
and cumulants, and that the expectation
Noise produced by many cars [public domain]
value of the noise is zero. Imagine that we
hear the sum of all noise contributions generated by the cars. What is it like? What
would it be like in the limit of infinitely man cars? This is the type of questions addressed by the central limit theorem (CLT).
To be more specific, suppose that the perceived noise is the sum of N statistically
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independent noise sources
N

∑ Xi ,

Z :=

(1.188)

i =1

where all random variables Xi are characterized by the same distribution p Xi = p X ∀i
and therefore by the same set of moments and cumulants. Since the noise sources are
statistically independent, we know that the variance of the sum is simply the sum of
the individual variances:
σZ2 =

N

∑ σX2

i

= N σX2

⇒

σZ =

√

N σX .

(1.189)

i =1

√
Thus the “volume” of the total noise σZ grows with N, the square root of the number
of cars. It is therefore meaningful to define a rescaled sum S by dividing out the expected
variance so that the S has always the variance 1 independent of N:
1
√

S :=
σX

N

∑ Xi
N

(1.190)

i =1

This ensures that the “volume” of the noise is kept constant as we add more and more
cars. However, the texture of the of the sound, as described by the probability density
pS (s), will continue to change, and the question would be where we end up in the limit
N → ∞. Here the CLT claims:

CLT: In the limit of infinitely many noise sources, the (rescaled) sum
will be distributed according to a Gaussian normal distribution.
Generally speaking, this statement applies to any process that results from a large number of independent small random contributions as long as these contributions have a
finite variance of similar magnitude. For example, a Brownian motion is just a sum of
a large number of uncorrelated random steps, and thus we expect the final position to
be normally distributed. Likewise, the thermal noise of a resistor,4 which is caused by
incredibly many electron scattering events, is expected to be normally distributed.

1.5.2 Characteristic function
The characteristic function of a random variable X is defined as the expectation value of
its complex phase eitx :
φX : R 7→ C : φX (t) = heitx i = E(eitX ) .

(1.191)

Formally the characteristic function can be regarded as the moment-generating function
with a purely imaginary argument:
φX (t) = MX (it).
4 This

applies only to resistors in thermal equilibrium, where no electric current is flowing.
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For a continuous probability density p X ( x ) we have
φX ( t ) =

Z +∞
−∞

eitx p X ( x ) dx ,

(1.193)

meaning that the characteristic function is nothing but the continuous Fourier transform
of the probability density:
√
φX (t) = 2π p̃ X (t)
(1.194)
Remember: The Fourier transform of the function f ( x ) and the corresponding inverse
Fourier transform are defined by
f˜(k)

=

f (x)

=

+∞
1
√
eikx f ( x ) dx
2π −∞
Z +∞
1
√
e−ikx f˜(k) dk
2π −∞

Z

(1.195)
(1.196)

The pre-factor depends on the scientific culture. For example, computer scientists and engineers prefer
√ 1 and 1/2π. Here we use the physicists convention using symmetric prefactors 1/ 2π, corresponding to the default setting of the commands FourierTransform
and InverseFourierTransform in Mathematica R .

Properties of the characteristic function
The characteristic functions exhibit basically the same properties as ordinary moments,
i.e.:
• Normalization: The normalization of the probability density implies that
φ(0) = 1.

(1.197)

• Homogeneity under rescaling: If we multiply the random variable X by a number λ we can simply ”drag“ λ into the argument of the function:
φλX (t) = φX (λt) .

(1.198)

• Multiplicativity for sums of statistically independent random variables:
φ X +Y ( t ) =

eit(x+y)

=

eitx eity

=

eitx

eity

= φX (t)φY (t) .

(1.199)

We already encountered this kind of multiplicativity in Eq. (1.177) in the context
of moment-generating functions. This is no surprise since characteristic functions
can be viewed as moment-generating functions with an imaginary argument.

Convolution theorem
Before we continue let us recall the convolution theorem. The convolution theorem states
that a convolution product in a given space turns into an ordinary pointwise product in
the corresponding Fourier-transformed space. More specifically, if h is the convolution
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product of f and g, then
h= f ∗g

⇔

h̃ =

√

2π f˜g̃ ,

(1.200)

where f˜, g̃, h̃ denote the Fourier transforms of f , g, h.
Proof: Starting point is the definition of the convolution integral:
h(z) =

Z +∞
−∞

dx f ( x ) g(z − x ) .

(1.201)

The first step is to carry out the Fourier transform:
+∞
+∞
+∞
1
1
h̃(k) = √
dz eikz h(z) = √
dx
dzeikz f ( x ) g(z − x ) .
−∞
2π −∞
2π −∞

Z

Z

Z

(1.202)

Next, we insert the inverse Fourier transforms for f˜, g̃ on the right hand side:
+∞
+∞
+∞
+∞
0
00
1
dx
dz eikz
dk0 e−ik x f˜(k0 )
dk00 e−ik (z− x) g̃(k00 ) .
3/2
(2π )
−∞
−∞
−∞
−∞
(1.203)
The resulting integrals and exponential functions are sorted as follows:

h̃(k) =

h̃(k ) =

Z

Z

Z

Z

+∞
+∞
+∞
+∞
00
00
0
1
dk0
dk00 ei(k−k )z
dx e−i(k −k ) x f˜(k0 ) g̃(k00 ) .
dz
3/2
(2π )
−∞
−∞
−∞
−∞
|
{z
}

Z

Z

Z

Z

=2πδ(k0 −k00 )

(1.204)
Here we have used the Fourier representation of the Dirac-δ function (this is very important
relation that you should know in any situation):
Z +∞
−∞

dk eikx = 2πδ( x ) .

(1.205)

Because of the δ-function we can eliminate the integration over k00 and set k00 = k0 . Likewise,
we can evaluate the remaining integral over z:
Z +∞
Z +∞
√
0
1
dk0
dz ei(k−k )z f˜(k0 ) g̃(k0 ) = 2π f˜(k) g̃(k) .
h̃(k) = √
−∞
2π −∞
|
{z
}



(1.206)

=2πδ(k−k0 )

The convolution theorem is of enormous importance, even beyond probability theory. In physics it plays a role in various contexts. In all these
cases the Fourier transform maps a certain nonlocal product (namely, the
convolution product) to a local point-wise product and vice versa.
Feynman diagram

Remark: In particle physics, one of the most important applications of
the convolution theorem is the representation of particle processes by means of Feynman
diagrams in quantum field theory. For example, a high-energy photon can decay into a
electron-positron pair which, upon recombination, creates another photon. Feynman diagrams consists of lines and vertices, where the lines represent particle propagation and
vertices stand for particle reactions. In quantum field theory, the specific location where
this particular reaction takes place, is unknown, meaning that we have to integrate over this
location. Therefore, each vertex gives rise to an integral over the position of the respective
vertex, resulting into a convolution integral in real space. By transforming these integral into
momentum space these convolution products turn into ordinary products. This is why field
theory is always formulated in momentum space and why the contributions in a Feynman
graph are simply multiplied. In textbooks it is often written that Feynman graphs are way
of diagrammatically expressing the structure of certain integrals, just like a symbolic way to
write formulas. But actually it’s more than that. Feynman diagrams represent what happens
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in real space in terms of convolution integrals.

As we√have seen above, the characteristic function is (apart from the additional prefactor 2π) just the Fourier transform of the probability density (cf. Eq. (1.194)). Using
the convolution theorem we can immediately conclude that for the sum of two random
variables Z = X + Y the corresponding probability densities multiply, i.e.
√
p̃ Z (t) = 2π p̃ X (t) p̃Y (t) .
(1.207)

1.5.3 Claim of the central limit theorem
The claim of the central limit theorem (CLT) can be formulated as follows:
Let X1 , X2 , . . . X N be a collection of statistically independent and equally distributed random variables with finite variance σX2 < ∞. Then, in the limit
N → ∞, the probability density p(s) of the rescaled sum
1
√

SN =
σX

N

N

∑ Xi

(1.208)

i =1

converges to a normal distribution (Gaussian Bell curve) with variance 1.
Or roughly speaking:
Adding sufficiently many uncorrelated random variables, the probability density of the sum converges against the normal distribution.

The central limit theorem is extremely powerful
because it relies only on very few minimal assumptions, namely, on statistical independence
and that the variance σX2 of the Xi is finite, no
matter how the distributions of the Xi look like
in detail. Thus, in the limit N → ∞ one always
ends up with a normal distribution, independent
of the individual properties of the random variables Xi , meaning that individualism is no longer
10 Deutsche Mark - C.F. Gauß and the normal distribution
visible in the resulting collective behavior. In statistical physics, this circumstance is often termed as universality. The emergence of a universal behavior in the limit of many
particles allows us to make quantitative predictions, even if we do not know all details
about the system.
For possible applications of the CLT the archetypal example is a random walk. A random walk consists of elementary random moves which are assumed to be statistically
independent. The moves are simply concatenated, meaning that the vectorial displacements are added. The CLT tells us that a random walk – no matter how the elementary
moves are statistically distributed – will end up in a Gaussian probability distribution
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Figure 1.14: Left: Probability density PZN (z) for the sum ZN = ∑iN=1 Xi of N uniformly distributed random variables
for N = 1, 2, . . . , 7. Right: probability density of the corresponding rescaled sum S N . As can be seen, all
curves converge extremely fast versus that the normal distribution.

after sufficiently many moves. In fact, this convergence is extremely fast, as we will see
in the following.

1.5.4 Example: Sum of several equally distributed random variables
As an example let us consider the sum of N continuous statistically independent random variables Xi which are uniformly distributed on the interval [−1, 1]. In a C-code
such a random variable could be generated by declaring

double x=2*rand()-1.

The corresponding probability distribution is flat and has the form of rectangle:
(
1
for | x | ≤ 1
2
(1.209)
pX (x) =
0 otherwise.
As can be verified easily, this distribution has a zero mean and the variance σX = 1/3.
Let us now consider the sum Z2 = X1 + X2 . The probability density of the sum p Z2 (z)
is given by the convolution integral
p Z2 (z) =
i.e.,

Z +∞
−∞

(
p Z2 (z) =

1
2

0

−

dx p X ( x ) p X (z − x ) ,

|z|
4

if z ∈ [−2, 2]
otherwise

(1.210)

(1.211)

Thus we obtain the curve with a triangular shape (see left graph of Fig. 1.14). This
demonstrates that the sum of two uniformly distributed random numbers is no longer
uniform. In addition, it is easy to verify that the variance has doubled, i.e., σZ2 2 = 2σX2 .
Performing another convolution we can compute the probability density of the sum
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of three random variables Z3 = X1 + X2 + X3 , or generally N random variables
N

ZN =

∑ Xi .

(1.212)

i =1

As shown in the left panel of the Fig. 1.14, this results into increasingly rounded curves
with increasing variance σZ2 N = NσX2 .
In order to keep the variance constant with increasing N, it is useful to define the
rescaled sum:
ZN
1 N
S N : = √ = √ ∑ Xi
(1.213)
N
N i =1
In our example the rescaled sum S N has the variance σS2n = σX2 for all N. This is as if
we would keep the intensity of the noise constant while adding more and more noise
contributions.
The probability density of the rescaled sum can be computed by applying the scaling
law Eq. (1.123):
√
√ 
p Sn ( s ) = N p Z N
Nz .
(1.214)
For example, the rescaled version of the triangle curve in Eq. (1.211) reads
(
√ √
√1 − |s|
if
s
∈
[−
2, 2]
2
2
p S2 ( s ) =
0
otherwise.

(1.215)

By means of repeated convolution one obtains the distributions for S3 , S4 , . . .. As shown
in the right panel of Fig. 1.14, the corresponding curves converge extremely fast against
the normal distribution. The surprisingly fast convergence explains why the central
limit is not only of theoretical interest but that it is also extremely important in practical
applications.
Note: If normally distributed random numbers are needed in practice, e.g. in computer
games or simple statistical applications, it is quite common to add up a few (five or six)
standard random numbers. In many cases this is a very accurate approximation. However,
concerning the relative error, this kind of approximation is particularly poor in the tails of the
distribution. For this reason, if your encounter a situation where rare events in the tails play
significant role, it is recommended to use correctly distributed Gaussian random numbers,
generated for example by the so-called Box-Muller algorithm.

Repeating the calculation on the basis of characteristic functions
The example discussed above can be used to demonstrate how the convolution theorem
works and, as we will see, it also provides an intuitive understanding of the central
limit theorem. To this end we first compute the characteristic function of a uniformly
distributed random number:
φX ( t ) =

Z +∞
−∞

eitx p X ( x ) dx =

sin t
.
t
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Figure 1.15: The characteristic function φX (t) for a uniformly distributed random number (see (1.216)) raised to the n-th
power. In the limit n → ∞ only the central peak will survive.

Since p X ( x ) is symmetric, the characteristic function has to be real-valued. In addition,
it is easy to verify that the characteristic function is maximal at the origin.5
Adding N such random variables, all what we have to do is to raise the characteristic
function to the nth power:

 N
φZ N ( t ) = φX t

⇒


√  N
√
φSN (t) = φZN (t/ N ) = φX t/ N

(1.217)

Then, using the inverse Fourier transform provided by Mathematica R it is possible to
compute pSN (z) explicitly and to reproduce the curves that are shown in the right panel
of Fig. 1.14.

1.5.5 Proof of the Central Limit Theorem (CLT)
In what follows we will now present the most important techniques for proving the
central limit theorem.

A) Proof using Fourier techniques
Let us first discuss the intuitive idea of proving the CLT. As we have seen in the previous example, when adding N equally distributed random variables, the corresponding
characteristic functions multiply, hence we have to raise them to the N-th power:
φX (t) → φXN (t).
Since |φX (t)| → |φX (t)| N it is clear that only the maximum at the origin survives while
all other details of the distribution which are encoded in the ripples of the tails are
suppressed. The remaining peak in the middle is then transformed back into real space,
giving a normal distribution for sufficiently large N.
We first show that the maximum of the characteristic function is always found at the
origin t = 0. To this end we recall that the characteristic function φX (t) coincides with
5 At

the origin we have φX (0) = limt→0 φX (t) = limt→0

sin t
t

= 1.
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the Fourier transform of the probability density of X up to a constant factor
φX (t) = heitx i =

Z +∞
−∞

eitx p X ( x ) dx .

√

2π:
(1.218)

On the right hand side we integrate over an oscillating phase factor
eitx = cos(tx ) + i sin(tx )

(1.219)

multiplied by a probability density p X ( x ), which is a nonnegative function. Because of
the normalization
Z +∞
φX ( 0 ) =
p X ( x ) dx = 1
(1.220)
−∞

it is clear that the absolute value of the integral as a function of t obeys the inequality
φX ( t ) =

Z +∞
−∞

eitx p( x ) dx ≤

Z +∞
−∞

eitx p( x ) dx = 1.
| {z }

(1.221)

≤1

Hence we can conclude that the maximum of the Fourier transform is located in the
center at t = 0.
Let us now consider the logarithm of the characteristic function and let us Taylorexpand the logarithm to the second order in t:
1
ln φX (t) = a + bt + ct2 + O(t3 ) .
2

(1.222)

Because of ln φX (0) = ln 1 = 0 we can immediately conclude that a = 0. The next
coefficient b can be obtained by calculating the derivative
b =

∂
ln φX (t)
∂t

t =0

=

1 ∂
φX ( t )
φX (t) ∂t

t =0

.

(1.223)

Since the derivatives of the characteristic function are related to the moments by
∂n
φX ( t )
∂tn

t =0

= in

Z +∞
−∞

x n eitx φX ( x ) dx

t =0

= i n mn

(1.224)

we can conclude that b = im1 = i h x i. For simplicity we have assumed that the mean
value of X vanishes, hence b = 0.
The third coefficient of the quadratic term c can be obtained in the same way by
computing the second derivative. It turns out that it is related to the variance:
∂2
∂ 1 ∂
ln φX (t)
=
φX ( t )
(1.225)
2
∂t
∂t φX (t) ∂t
t =0
t =0
2
1 ∂
1 ∂2
= − 2
φX ( t ) +
φX ( t )
= −m2X + (m1X )2 = −σX2 .
φX (t) ∂t2
t =0
φX (t) ∂t

c =
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Thus the final expansion reads
1
ln φX (t) = − σX2 t2 + O(t3 ) .
2

(1.226)

Note that at this point we have assumed that the variance of the noise sources σX is finite. Inserting the Taylor expansion back into the characteristic function of the rescaled
sum we find that

√
√
√  N
1 2 2
3
φz N (t) = φX t/ N
= e N ln φX (t/ N ) = e− 2 σX t +O(t / N ) .
(1.227)
Therefore, in the limit N → ∞ all higher-order corrections in the exponent scale to zero,
i.e.
1 2 2
(1.228)
lim φz N (t) = e− 2 σX t .
N →∞

As you may remember, the Fourier transform of the Gaussian bell curve is again a
Gaussian bell curve. Thus, transforming the characteristic function back into real space
we therefore obtain a normal distribution of the form
lim p ZN (z) =

N →∞

1
2π

Z +∞
−∞

1 2 2

dte−itz e− 2 σX t =

1
√

σX 2π

exp −

z2 
2σX2

(1.229)

which is already properly normalized. This completes the proof.

B) Proof without using the logarithm
In the previous proof you may ask why it is necessary to first take the logarithm and
then expand it around the maximum. Actually it is not necessary and it is in fact possible to prove the CLT without using the logarithm. To this end we directly Taylorexpand the characteristic function as it is around its maximum up to second order:
1
φX (t) = ãb̃t + c̃t2 + O(t3 ) .
2

(1.230)

Because of the normalization we have ã = 1. The other coefficients can be obtained by
taking derivatives without logarithm. For random variables with zero mean the second
coefficient vanishes:
∂
b̃ = φX (t)
= m1 = h x i = 0.
(1.231)
∂t
t =0
Likewise, we find that the third coefficient is related to the variance
c̃ = −

∂2
φX ( t )
∂t2

t =0

= m2 = σX2 .

(1.232)

At this point of the proof we make use of the assumption that the variance of the noise
sources is finite. Altogether we obtain the characteristic function of the standardized
sum

√ N 
σ 2 t2
t2   N
φz N (t) = φX (t/ N )
= 1 − x + O 3/2
.
(1.233)
2N
N
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As can be seen, in the limit N → ∞ the higher orders of the expansion all scale to zero,
resulting in a representation of the exponential function:

1 2 2
σ 2 t2  N
lim φZN (t) = lim 1 − x
= e− 2 σX t .
N →∞
N →∞
2N

(1.234)

Transforming the characteristic function back into real space (cf. Eq. (1.229)) we finally
arrive at the normal distribution, completing the proof of the CLT.
Note: Recall the representation of the exponential function as a Taylor series and as the limit
of an infinite product:
∞
xn
ex = ∑
= lim (1 + x/n)n
n→∞
n!
n =0

C) Proof using cumulants
The probably simplest proof of the CLT is formulated in terms of cumulants. Let us
briefly recall the main properties of cumulants:
(a) Adding statistically independent variables, the corresponding cumulants add up
(see Eq. (1.182) on page 57).
(b) Cumulants are homogeneous: X → λX
page 35).

⇒

κn → λn κn (see Eq. (1.83) on

Let us again consider N equally distributed random variables Xi with h Xi i = 0. Property (a) implies that the cumulants for the bare sum ZN = ∑iN=1 Xi are simply given
by
κnZ = N κnX
(1.235)
Therefore, using (b), the cumulants of the rescaled sum Z̃ = σ1 ZN read
κZ
κ̃nZ̃ = √ n
= N 1−n/2 κnX
n
( N)
Taking N → ∞ and using that κ0X = κ1X = 0 one arrives at
(
κ2X = VAR( X ) if n = 2
Z̃
lim κ̃n =
N →∞
0
otherwise.

(1.236)

(1.237)

Thus, the rescaled sum Z̃ has only a single non-vanishing cumulant, namely, the variance κ2X . As we have seen on page 43, this means that Z̃ is distributed according to a
normal distribution.

Sum of many differently distributed random variables
So far we have assumed for simplicity that the random variables X1 , . . . , X N are equally
distribution, meaning that we add uncorrelated noise of exactly the same kind. However, the CLT does not require the distributions to be identical.

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

1.5 Central limit theorem

69

Without loss of generality, let us assume that X1 , . . . , X N are statistically independent random variables with individually different distributions, meaning that they are
characterized by individual cumulants κnXi . Property (a) immediately tells us that the
cumulants are additive:
N

Z :=

∑ Xi

κnZ =

⇒

i =1

N

∑ κnX .

(1.238)

i

i =1

In particular, the variance of the sum is the sum of the variances. It is therefore meaningful to define the standardized sum with the cumulants
1
Z̃ := q
κ2Z

X

N

∑ Xi

κ̃nZ̃

⇒

i =1

∑N κ i
=  i=1 nn/2 .
X
∑iN=1 κ2 i

(1.239)

By definition, this standardized sum has the variance 1. Whether the CLT applies or
not depends on the cumulants κnXi : They should exist (which is not always the case)
and they should not vary too much with i, e.g. bounded cumulants would be fine. The
CLT is expected to hold if the κ̃nZ̃ tends to zero in the limit of infinitely many random
variables.

1.5.6 Law of large numbers
An important consequence of the CLT is the so-called law of large numbers. In its simplest
form this law describes how the arithmetic mean of N values of a random variable X
xN =

1
N

N

∑ xi

(1.240)

i =1

approaches its expectation value h x i = E( X ) in the limit of large N (see also 29).
Since the results xi cannot be predicted, the arithmetic mean approaches the expectation value irregularly as N increases, sometimes with exceptional excursions. The law
of large numbers specifies the probability of such excursions. There are actually two
variants of this law, namely, the weak and the strong version:
• Weak law of large numbers:
For any given e > 0 the probability that the deviation of the arithmetic mean x N
from the expectation value is less than e tends to one in the limit N → ∞:

lim P | x N − h x i| < e = 1 .
N →∞

• Strong law of large numbers:
The probability that x N converges the expectation value in the limit N → ∞ is
equal to 1:


P lim x N = h x i = 1 .
N →∞

In the mathematical parlance, it is said that x N converges “almost certainly” to
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the expectation value.
Note: Where’s the difference between the two versions? In fact, the stronger the week
invariant differ only in a subtle way concerning the statistics of the excursions. Think of M
different test series, where in each of them we determine the arithmetic mean of N values
of the random variable. The strong law of large numbers applies if the arithmetic average
ofall test series differs from h x i by less than e, provided that N is large enough. The weak
law of large numbers allows some of the test series to violate the bound, but the fraction of
them should go to zero as M goes to infinity. In other words, the weak law of large numbers
admits that some of the test series do not converge, but practically this never happens and
therefore does not yield a significant contribution.

Mathematicians can show that a finite variance of the random quantity already implies
the weak invariant of the law of large numbers. This justifies a posteriori the definition
of probabilities as the limit of relative frequencies.
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2.1 Information without prior knowledge
2.1.1 About the notion of information
In the first chapter we have seen that the term “randomness” admits a
large variety of possible interpretations. Exactly the same applies to “information”, and a thorough discussion of that issue would fill an entire
course in philosophy. In these lecture notes, however, we will restrict ourselves to the scientific notion of "information" used in information theory.

Information

In the broadest sense information is related to the transmission of data about a certain
object with the aim to reduce the subjective uncertainty about the object.
Example: How many ECTS points will you earn for attending this lecture? 5,6,7, or perhaps
even 8? FYI: you’ll get eight ECTS points. If you didn’t know that before, your personal
ignorance has been reduced by reading this sentence. But in case that you already knew
that you will get eight points you didn’t learn anything new, meaning that the information
content of this message seen from your perspective was zero.

In physics, an important example of this kind is the measurement process, which is used
by experimental physicists to gain knowledge about the properties or the state of a
physical system. By performing a measurement, data is transferred to the experimenter
which reduces his/her ignorance concerning the actual state of the system.
Thus, the information content of an object depends on the previous ignorance of the
subject (the experimenter) with respect to the object (the physical system). Obviously,
the information content is maximal if the information-gathering subject does not have
any previous knowledge about the system. Contrarily, if the subject already knows
everything about the system under consideration, then the transmitted data about the
system does not carry any information because there is no ignorance that could be
reduced. These considerations indicate that

Information reduces ignorance about an object.
This implies that information can only exist in a world where ignorance can arise. No
doubt that ignorance dominates our real world. But in theoretical physics this not so
clear. A counterexample is classical mechanics: in the world of classical mechanics,
knowing the initial state of all particles, the trajectories of the particles can be predicted
for all times in the future, meaning that there is no intrinsic ignorance and hence there
is no notion of information in such a world. Therefore, the notion of information is
closely related to the emergence of randomness.
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Remark: The viewpoint of a fully deterministic world which runs like a clockwork was put
forward in its extreme form by the philosopher Pierre Simon Laplace (1749-1827), known as
the Laplace demon:
"We may regard the present state of the universe as the effect of its past and the cause of its
future. An intellect which at a certain moment would know all forces that set nature in motion, and
all positions of all items of which nature is composed, if this intellect were also vast enough to submit
these data to analysis, it would embrace in a single formula the movements of the greatest bodies of
the universe and those of the tiniest atom; for such an intellect nothing would be uncertain and the
future just like the past would be present before its eyes."

This reflects the believe that the entire Universe evolves like a gigantic deterministic
clockwork. However, as we have seen in
the first chapter, the physical world is not
deterministic at all, and therefore it is not
surprising that nowadays the notion of information plays a central role in statistical physics. Surprisingly, information as a
physical quantity was already discovered
in the 19th century at a time when the notion of information was not yet established.
The new quantity seemed to describe the
ability of a thermodynamical systems to
convert energy, for example from work into
heat. As mentioned in the first chapter, the
discovery of this quantity is due to Rudolf
Entropy, made in Würzburg?
Clausius, who spent some time at our University here in Würzburg. Looking for a suitable name, he denoted the new quantity by
an artificial word consisting of “en”, standing for energy, and the Greek word “trope”,
which stands for conversion. This was the birth of entropy, the ability or readiness of a
system to convert energy from one form into another.
Hardly any physical quantity caused so much confusion as entropy. In textbooks entropy is traditionally introduced in the context of thermodynamics. For beginners this is quite difficult to understand because entropy
is a quantity that cannot be measured directly (there is actually no measurement apparatus in your lab measuring
entropy) but only indirectly by the transfer of energy. In
physics, entropy carries the same unit as the Boltzmann
constant
k B = 1.38064852 × 10−23

m2 kg
,
s2

(2.1)

namely, Joule/Kelvin, which seems to relate energy and
temperature. Moreover, entropy seems to be applicable
Popular reception of ’ENTROPY’
only to complex many-particle systems, not to single particles. On the other hand, entropy is said to quantify the amount of disorder, but also
this is pretty vague. Therefore, entropy has the reputation of being something that is
difficult to understand. Even among physicists the notion of entropy was only hesi-

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

2.1 Information without prior knowledge

73

tantly accepted in the early days. Entropy has something mystical in it, something that
is related to destruction and chaos, something scary if not even dangerous.
In the middle of the 20th century, entropy was rediscovered in information theory.
One of the pioneers in this field was Claude Shannon. When he found a theoretical
expression for the maximal capacity of a telephone line, he asked John von Neumann
for an appropriate name. Neumann suggested:
“You should call it entropy. [...] Nobody knows what entropy really is, so in a debate you will always
have the advantage.”

From the information-theoretical point of view, however, entropy is nothing but the
information content of a physical system. In today’s world, where we are used to talk
about "gigabytes" and similar notions, entropy is much easier to motivate from the
information-theoretic perspective before connecting it with physics thermodynamics.
Some physicist defend the viewpoint that the physical thermodynamical entropy and
Shannon’s information entropy are conceptually different, sometimes they even distinguish various kinds of thermodynamical entropies. I never understood this discussion.
Coming from statistical mechanics and quantum information theory, there is, as far as
I can see, only one entropy, and from my perspective we can safely identify the terms
’entropy’ and ’information’. Thus, throughout this lecture, we shall assume that

Entropy and Information are synonymous.
In fact, especially among younger scientists it is increasingly common to highlight this
equivalence by using the term ’information entropy’.

2.1.2 Verbal definition of information entropy
Every object in this world, which can be characterized by a finite set of describable
properties, carries a certain information content (entropy). Such an object could be for
example a data set, an information channel, a memory storage, a certain fact about
something, or simply the state of the complex physical system. In order to understand
the notion of information entropy intuitively, we start from the following verbal definition:
Definition: The information entropy H of an object or a system is the minimal number
of bits that is needed to fully characterize its state or condition.

Thus, illustratively speaking, the information entropy is nothing but the minimal length
of a file that is needed to fully describe the object in all detail. It is important that the
length of the file is minimal, meaning that all redundancies contained in the description
have been removed, e.g. by compressing the file with the help of some super-efficient
compression software. Equivalently, the information entropy can be understood as
the minimal number of yes-no-questions that are needed to gain complete knowledge
about the state or the configuration of the system.
This verbal definition of entropy already reveals a number of essential aspects of the
concept of information entropy:
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Byte (B)
Kilobyte (kB)
Megabyte (MB)
Gigabyte (GB)
Terabyte (TB)

=
=
=
=
=

8 bit
8 · 103 bit
8 · 106 bit
8 · 109 bit
8 · 1012 bit

Byte (B)
Kibibyte (KiB)
Mebiibyte (MiB)
Gibibyte (GiB)
Tebibyte (TiB)

=
=
=
=
=

8 bit
213 bit
223 bit
233 bit
243 bit

Table 2.1: Common units in information technology.

• Unit: The information entropy is measured in the units of bit.
• Contextuality: The entropy depends on the context to which the description of
the object refers. Often there are different levels of contexts. Does the entropy of
a USB flash drive refer to the information stored in it, to its wiring diagram, or to
the current configuration of all its molecules? Does entropy only refer to a specific
time or to the entire time evolution?
• Additivity: A composite system can be described by first describing its parts in
separate files, compressing these files and then concatenating them to a single
one. If the subsystems are completely independent of each other, you will not be
able to further compress the composite file. Thus, it is intuitively clear that the
information entropy H is an extensive measure, i.e., it is additive on uncorrelated
parts.
• Relativity: The information entropy may depend on the prior knowledge of the
subject. The more the observer already knows about the system, the less information is required to characterize it. If the observer already knows everything about
the system, there is nothing more to learn about it, hence H = 0.

About the unit of entropy

Information is measured in the unit bit (binary digit), the smallest amount of information that corresponds to a binary ’yes or no’ (1 or 0). The bit as elementary quantum of
information plays the role of a fundamental unit for information, from which the other
units used in today’s information technology are derived (see Table 2.1).
It is important to note that the unit bit differs fundamentally from other ordinary
physical units. Genuine physical units such as length and time are scalable quantities. In
fact, the definition of the units meters and seconds is arbitrary, and in order to learn what
a meter is, you have to go to Paris and copy the original meter. The unit bit, however,
is naturally given, and every other civilization in the Universe would use that same
elementary unit of information. Therefore, the bit is not really a unit in the physical
sense and thus it may be omitted without harm. As we shall see, mathematicians are
very consistent on that and regard the information entropy as a dimensionless quantity.

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

2.1 Information without prior knowledge

75

2.1.3 Quantitative definition of entropy
Contextuality and the configuration space Ω
As already mentioned, the information entropy of an object depends crucially on the
context of the description. For example, a light switch described in terms of its two
switch positions has the entropy H = 1 bit, but with respect to the quantum states of
all its molecules it processes a much much larger entropy. Thus, before quantifying
the entropy of an object, it is necessary to determine what this entropy refers to, i.e.,
to define what the context of the description actually is. Usually the chosen context is
defined by specifying the state space or configuration space Ω of the system, which is the
set of all possible descriptions in the selected context.
Remember: The configuration space Ω of the object defines the context in which the description takes place.

An immutable system that cannot change its state is always in a single configuration,
meaning that there is nothing to describe. Therefore, systems with only one possible
configuration have the information entropy H=0. Again this depends on the chosen
context. For example, an electron described with respect to its charge, which is always
−e, has zero entropy. However, the same electron described with respect to its spin,
which can take the values +1/2 and −1/2, has an entropy of H = 1 bit. And the same
electron, described with respect to its position, has an information entropy of more than
one bit.

Non-integer number of bits
Since n bit can be used to encode 2n different bit patterns, it is clear that a configuration of a system with 2n
possible configurations can be specified completely by n
bits, hence H = n. But what happens if the number of
possible states is not a power of 2? For example, if we
would like to describe one of the six possible outcomes
of rolling a die, we would need three bits, but then we
would not use two of the eight possible patterns. Therefore it makes sense to expect that the actual information
content is somewhere between 2 and 3.
In order to approach this question, let us consider
the example of five dice. The figure on the right shows
them in one of 65 = 7776 combinatorically possible configurations. Since 213 = 8192, this configuration can be
specified in terms of 13 bit. Thus, each die carries on
average 2.6 bit of information which is clearly less than
3 bit. This suggests that we can define a non-integer entropy as the average information content in the limit of
infinitely many copies of the system.

bit pattern
000
001
010
011
100
101
110
111

points
1
2
3
4
5
6
not used
not used

Each die carries on average 2.6 bit.

More specifically, let us consider a composite system consisting of N distinguishable
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N dice

6 N configurations

n bits

n/N bit per die

1
2
3
4
5
∞

6
36
216
1296
7776
∞

3
6
8
11
13
∞

3
3
2.666
2.75
2.6
log2 6 ≈ 2.585

number of bits n which are necessary to specify the configuration of N distinguishable dice, as well as the average number of bits per die n/N.

Table 2.2: The

dice, which are in one of 6 N possible configurations. In order to specify this configuration, we need at least n bits, where n is given by the inequality
2n −1 ≤ 6 N ≤ 2n .

(2.2)

As can be seen in Table 2.2, the bounds for the average information per die n/N given
by this inequality become tighter as N increases and finally tend to a well-defined limit.
In order to compute this limit, it is convenient to take the logarithm to base 2 on both
sides of Eq. (2.2) and then to divide by N:
n
n−1
≤ log2 6 ≤ .
N
N

(2.3)

Here one can see immediately that the bounds converge to the same value in the limit
N → ∞, implying that n/N tends to log2 6 ≈ 2.585.
Thus, if Ω is the sample space of the system and |Ω| the number of its elements (the
number of possible configurations), and if all configurations are equally probable, then
the average number of bits that are needed to specify one of the configurations is given
by

H = log2 |Ω| .

(2.4)

This is the information entropy of the system which is valid in all situations where we
have no prior knowledge about the system.
This formula allows us to verify the additivity (extensivity) of the entropy: When
combining uncorrelated subsystems, the number of possible configurations of the total
system is the product of the number of configurations in the subsystems. Because of
the logarithm the multiplicative law for the number of configurations translates into an
additive law for the entropy:

| Ω | = | Ω1 | · | Ω2 |

⇒

H = H1 + H2 .
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Entropy conventions in various scientific cultures
Depending on the scientific culture one can find various different definitions of entropy.
The most important ones are1
Information technology:
Mathematics:
Physics:

H = log2 |Ω|
H = ln |Ω|
S = k B ln |Ω|

All these definitions vary only in their pre-factor. For example, between the definitions
used the mathematics and information sciences there is a factor of ln(2). The definition
used in physics differs from the information-theoretic one by the factor k B ln 2, where
k B is the Boltzmann constant
k B ' 1.38065 · 10−23 J/K .

(2.6)

Note that the Boltzmann constant carries a dimension [J/K] and so does the entropy
used in physics. The Boltzmann constant can be seen as an unfortunate historical accident. Its existence is related to the fact that we use a separate unit for temperature,
namely, Kelvin [K], which is, as we will see below, a superfluous unit. The price that
we have to pay whenever we introduce superfluous unit is the need for an unnecessary
conversion factor, and the Boltzmann constant is exactly of that kind. A similar historical accident happened in electrodynamics, where we introduced superfluous units
called Volt and Ampere, and until today we pay the price in the form of juggling around
with unnecessary conversion factors µ0 and e0 .
In physics and chemistry, the definition of entropy with k B in front of it is of course
practically convenient, but from the theoretical point of view it is regrettable because it
hides the meaning of entropy as a measure for information.
In this lecture we will freely oscillate between the conventions used by physicists
and mathematicians: we will prefer to use the natural logarithm and, whenever it is
possible without creating confusion, we will set k B = 1.

Entropy of physical systems
How many gigabyte of information is contained in a helium balloon?
This can be looked up in the chemistry literature. Here we find that
one mol (22.4 liters) of helium at room temperature possesses an average entropy of about S=126 J/K [3].
With the Boltzmann constant given above we can easily convert this
value, obtaining an information content of 1.3 · 1025 bit. This is huge, it
is actually about 5000 times more than the total capacity of all artificial
memory storages that have been produced by humanity worldwide.
1 In

asdf

information technology a bit is sometimes denoted as a shannon. If the mathematical convention is
used, some authors use the unit naturals or short nats, which stands for ’natural logarithm’.
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25

Note that the number of possible configurations is of the order |Ω| ≈ 21.3·10 which
is an unspeakable large number. However, if we divide the entropy by the number of
particles NA ' 6.023 × 1023 , then we arrive at a modest value of only 22 bit per particle.
This is surprisingly small since we expect a single particle to be characterized by at
least the three position coordinates and three momenta, i.e., we have to specify at least
six real-valued floating-point numbers. On a computer a floating-point number takes
typically 32 bit, meaning that we expect something like 180 bit rather than 22 bit per
particle.
But even the hand-waving argument on the basis of 32-bit floating point numbers is
misleading. The entropy of a gas is, according to the above considerations, the amount
of information needed to fully describe the microscopic state of the gas, that is, all
the positions and velocities of the particles at a given time. In the context of classical physics, however, this is impossible, since coordinates are real numbers with an
infinite number of decimal digits, which already contain an infinite amount of information. Thus, the entropy of a such a mechanical system would have to be infinite. In
the beginning of the 20th century this so-called entropy catastrophe was controversially
discussed in the physics community.
This issue could only be resolved within the framework of quantum theory, in which
the accuracy of positions and momenta is limited by the uncertainty principle. As an
approximation one can imagine the phase space of the system as been divided into cells
of size h3 , where each cell represents a microstate. The number of possible states of a
particle is thus obtained by dividing the accessible phase space volume by the volume
of a Planck cell.

2.2 Information with prior knowledge
2.2.1 Partial prior knowledge – Shannon/Gibbs/Boltzmann entropy
Entropy is defined as the minimum amount of information needed to fully characterize
the configuration of a system. So far we have assumed that the configuration is initially
unknown, meaning that the observer has no prior knowledge.
If the observer already has partial information about the system, we expect that the
entropy is reduced, since a smaller amount of data is now sufficient to characterize the
configuration. Such prior knowledge may e.g. be encoded in a restriction of the configuration space Ω, typically by a so-called constraint. For example, if you manipulate
a die in such a way that only even numbers can occur, this will reduce the number of
possible configurations by a factor of 2, thus reducing the entropy of the die by 1 bit.
In physics constraints are usually due to symmetries and conserved quantitities. For
example, for a gas in a container the number of particles is conserved. Knowing the
number of particles in advance, Ω is restricted to the configurations with this particular
number of particles. Without this knowledge, the sample space would be much larger.

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

2.2 Information with prior knowledge
Character
Frequency
Morse code

E
12.70%
.

T
9.06%
-

79
A
8.17%
.-

...
...

X
0.15%
-..-

Q
0.09%
--.-

Z
0.07%
--..

Table 2.3: The most frequent and the rarest letters of the English alphabet and the associated Morse codes.

Prior knowledge in the form of a probability distribution
A partial prior knowledge can also
be given in the form of a probability
distribution. For example, it is well
known that the frequency of characters in a text varies. Samuel Morse
recognized that letters such as ’E’ and
’T’ are more frequent than ’X’ and ’Q’,
and therefore it is more efficient to
represent frequently occurring charMorse alphabet
acters with very short codes and rare
characters with long ones. Such "entropy-optimized" codes are built in a way that the
less frequently a letter occurs, the more information is needed to characterize it.
To quantify this effect, let us imagine a system with the configuration space Ω and
let us assume that we possess prior knowledge in form of a probability distribution,
namely, that the configuration ω ∈ Ω occurs with the probability Pω ∈ [0, 1]. Obviously,
these probabilities have to be normalized by ∑ω Pω = 1. For the sake of simplicity, let
us further assume that these probabilities are given by rational numbers Pω ∈ Q. Note
that this is not a severe constraint, since every real number can be approximated with
an arbitrary precision by a rational number.
Now let m be the common denominator of all these rational numbers so that the
probabilities can be expressed as
Pω =

mω
,
m

mω ∈ N, m ∈ N\{0}, mω ≤ m

(2.7)

with the normalization ∑ω ∈Ω mω = m. We now construct a fictitious set of m elements,
where ω exactly occurs mω times. By construction, the relative frequency of the configurations in this fictitious set corresponds exactly to the given probabilities. This allows
us to simulate a sample space Ω with non-uniform probabilities by a larger fictitious
set with uniform probabilities.
As an example let us consider a system with three configurations (or
similarly a data channel rendering three characters) Ω = { A, B, C }.
Furthermore, let us assume that we have the prior knowledge that
these configurations (characters) occur with the probabilities
PA =

1
,
2

PB =

1
,
3

PC =

1
6
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Since the common denominator is m = 6, we think of a
fictitious set containing six elements in such a way that the
relative frequency the elements A, B, C just corresponds to
the given probabilities (see figure).
Corresponding fictitious set

We now select a specific element of this fictitious set. To
specify one particular element, an information of log2 m bit
would be needed. However, our fictitious set (as opposed to the actual configuration
space) contains mω indistinguishable copies of the configuration ω, and to get the actual result ω in the selection process, it does not matter which of these copies has been
selected. For this reason, we have to subtract the corresponding information log2 mc of
choosing among identical copies. Taking this into account, the configuration c carries
the individual information


m
Hω = log2 m − log2 mω = log2
.
(2.8)
mω
Since mω /m = Pω , we arrive at the conclusion that the individual entropy of a particular
configuration in presence of prior knowledge in the form of a probability distribution
is given by

Individual entropy:

Hω = − log2 Pω

(2.9)

Note that the individual entropy can be interpreted as some kind of random variable X
which maps each configuration ω onto a number x = − log2 Pω (or − ln Pω ) which
quantifies the individual information content of the configuration. However, in contrast
to ordinary random variable, which map ω to some number independent of Pω , the
individual entropy depends on the probability of the event.
Example: In the case of the example discussed above, the information needed to select
one particular element of the fictitious set ,say A, equals log2 6. However, for obtaining the
result A we have three possibilities, meaning that we have two subtract and excess entropy
of log2 3 bit. Thus, the individual entropy of a particular configuration (character) in this
example is given by
H A = log2 6 − log2 3 = 1 bit,

HB = log2 6 − log2 2 ≈ 1.585 bit,

HC = log2 6 = 2.585 bit

Note that the weighted average of the individual entropies reads
H = PA H A + PB HB + PC HC ≈ 1.459 bit
The meaning of this average will be discussed in the following subsection.

Average entropy
The individual entropy Hω is the information needed to specify a particular configuration ω provided that we already possess partial knowledge in the form of a probability
distribution { Pω }. This entropy depends on the probability of the respective configuration to which it refers. In many situations, however, one is not interested in the
information of a specific configuration, instead what matters is the mean information
averaged over all possible configurations.
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Example: Suppose that you want to determine the bandwidth of a data channel for text
transfer. Each character is encoded by a bit pattern of different length, just as in the Morse
alphabet. But what matters regarding the bandwidth is the average length of the bit pattern. To this end one has to average the length of all codes weighted by their probability of
occurrence. This is exactly the problem that Claude Shannon addressed in his seminal work.

Since the configuration ω takes place with probability Pω , the mean entropy is given by
h H i = ∑ω ∈Ω Pω Hω :

hHi = −

∑

ω ∈Ω

Pω log2 Pω .

(2.10)

As can be verified easily, this expression reduces to (2.4) in the special case of uniform
distribution Pω = const = 1/|Ω|.

Note: In order to indicate that the mean entropy is the expectation value of the individual entropy, we have used angle brackets h. . .i on the left-hand side. In most textbooks
these brackets are simply omitted and the mean value of information is treated as a number.
This is reasonable in systems with many particles where the fluctuations of these quantities are strongly suppressed. Only recently people became aware that entropy is actually a
fluctuating quantity, depending on the specific trajectory of configurations. This led to the
development of a new field in theoretical physics, called stochastic thermodynamics.
In what follows we will adopt this convention and discard the angle brackets whenever there
is no risk of misunderstandings. But we should be always aware of the fact that information entropy is not just a single number but the expectation value of a fluctuating quantity,
namely, the individual information entropy.

In information sciences the expectation value h H i is
known as Shannon entropy. As already pointed out
above, in physics textbooks this quantity is usually defined as
S = −k B ∑ Pω ln Pω
(2.11)
ω ∈Ω

which differs from the previous version by a dimensional pre-factor k B ln 2. In physics this entropy is usually called Gibbs entropy, named after its discoverer
Josiah Willard Gibbs, or any permutation of the names
Claude Shannon
Pioneer of Information Sciences (1916-2001)
Gibbs, Boltzmann, and Shannon. In these lecture notes
we will predominantly use the mathematical definition of entropy, i.e., we use the natural logarithm, discard the brackets, and set k B = 1.

Average entropy

H = hHi = −

∑

Pω ln Pω

(2.12)

ω ∈Ω

Remember: The Gibbs/Shannon entropy is a measure of the average information which
is needed to specify a configuration in the presence of partial knowledge in the form of a
probability distribution.
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2.2.2 Properties of the Shannon entropy
Invariance under reordering
The Shannon entropy
H = −

∑

Pω ln Pω

(2.13)

ω ∈Ω

is a sum over a continuously differentiable function Pω ln Pω of the probabilities Pω .
Since the summands can be commuted freely, it is clear that the Shannon entropy is
invariant under re-ordering (permutations) of the sample space Ω.

Convexity of the individual entropy
A geometrical object is said to be convex convex if each connection line between two arbitrary points lies in the interior of the
object. For example, a function f ( x )is convex on the interval
( a, b) if every straight line between two points on the curve lies
entirely above the curve. Parameterizing this straight line by a
parameter λ ∈ [0, 1], convexity can be expressed as

∀ x1 , x2 ∈ ( a, b)∀λ ∈ [0, 1] : f λx1 + (1 − λ) x2 ≤ λ f ( x1 ) + (1 − λ) f ( x2 ) .

(2.14)

If the curve touches this straight line only at the ending points at λ = 0, 1, then the
function is said to be strictly convex. Conversely, a function f ( x ) is called concave (strictly
concave) if − f ( x ) is convex (strictly convex).
Clearly, a two-fold differentiable function is (strictly) convex if and only if its second
derivative is a nonnegative (positive). For the entropy we can show that it is a strictly
convex function since the second derivative is always positive:

∂2
∂2 
1
H
=
−
ln
P
= 2 > 0.
ω
ω
2
2
∂Pω
∂Pω
Pω

(2.15)

The convexity property is very important and allows us to derive various inequalities
for information-theoretic quantities. An important tool in this context is Jensens inequality for convex functions, as will be discussed in the following.

Jensens inequality
Suppose that we have a collection of
numbers x1 , . . . , xn and let x be their
average, as sketched in the figure.
Furthermore, let f ( x ) be a convex
function. Jensens inequality basically
tells us that the function of the average f ( x ) is always smaller than the
Visualization of Jensens inequality
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average of the function values f ( x ).
In fact, the claim of Jensens inequality is stronger and remains valid even
if the values x1 , . . . , xn are weighted with non-uniform probabilities. Thus, viewing the
xi as results of a random variable X, Jensens inequality states that




f E( X ) ≤ E f ( X ) .

(2.16)

Proof: In order to prove this relation let us denote the possible results of the random variable
by x1 , . . . , xn and the corresponding probabilities by P1 , . . . , Pn . Using the convexity property
(2.14) one can show that



 n


n
1
f E( X )
= f ∑ Pi xi = f P1 x1 + (1 − P1 )
(2.17)
Pi xi
∑
(1 − P1 ) i=2
i =1


n
1
≤ P1 f ( x1 ) + (1 − P1 ) f
Pi xi
∑
(1 − P1 ) i=2


n
x2
1
+ (1 − P2 )
Pi xi
= P1 f ( x1 ) + (1 − P1 ) f P2
∑
(1 − P1 )
(1 − P1 )(1 − P2 ) i=3


n
1
≤ P1 f ( x1 ) + P2 f ( x2 ) + +(1 − P1 ))(1 − P2 ) f
Pi xi
∑
(1 − P1 )(1 − P2 ) i=3
This estimation can be applied consecutively to each of the remaining summands. After
n-fold application we obtain


f E( X ) ≤

n

∑ Pi f (xi )



= E f (X)

(2.18)

i =1

As an immediate corollary of Jensens inequality we can derive that the Shannon entropy H is bounded from above by the entropy Hmax of the uniform probability distribution. To this end we set Xω = P1ω and f ( x ) = ln x, noting that the logarithm is a
concave function. In this context Jensens inequality takes the form

ln E( X ) ≥ E ln X
(2.19)
or explicitly
ln |Ω| = ln ∑ Pω
ω

1
≥
Pω

1

∑ Pω ln Pω
ω

= − ∑ Pω ln Pω

(2.20)

ω

meaning that
H ≤ ln |Ω|.

(2.21)

This inequality is easy to understand. It tells us that the information of a system combined with partial prior knowledge about the system in the form of a probability distribution cannot be larger than the corresponding entropy without prior knowledge.
In other words: Partial knowledge in the form of a probability distribution can only
reduce the information content of a system.
Another important consequence: Knowing nothing means to assume a uniform probability distribution, corresponding to the maximum possible entropy ln |Ω|.
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2.2.3 Shannon entropy of random variables
As introduced in Sect. 1.3.1 on page 28, a random variable is defined as a map X which
maps the elementary outcomes ω of the random experiment onto a different set, usually
real numbers, complex numbers, vectors, or matrices:
X : ω 7→ x = X (ω ) .

(2.22)

Such a map is usually not bijective, meaning that several elementary outcomes are be
mapped to the same x. The probability to get a particular value of x is then given by
P( x ) = ∑ω Pω δx,X (ω ) . Thus, this particular value x carries the individual entropy
Hx = − ln P( x ) .

(2.23)

As before, this allows us to define an average (Shannon) entropy of the random variable
denoted as
HX = H ( X ) = − ∑ P( x ) ln P( x ) ,
(2.24)
x

where we omitted the angle brackets.

Invariance of the Shannon entropy under invertible maps
Suppose that we map the random variable X to another random variable Y = f ( X )
by a bijective map f . This means that the map is invertible, i.e. for every y there is
a unique x such that y = f ( x ) and vice versa. Consequently the probabilities of the
corresponding results coincide:
PY (y) = PY ( f ( x )) = PX ( x )

(2.25)

Consequently the same applies to the individual entropies
Hy = − ln PY (y) = − ln PX ( x ) = Hx .

(2.26)

HY = HX .

(2.27)

and their average:
Thus we can conclude that information (entropy) is invariant under invertible maps
(bijections, isomorphisms). This is reasonable since a map with a loss of information is
not expected to be invertible.

Shannon entropy in the case of statistical independence
Likewise we can define the entropy of the joint probability distribution P( x, y) of two
discrete random variables X and Y:
Hxy = − ln P( x, y)

(2.28)

HXY = H ( X, Y ) = − ∑ P( x, y) ln P( x, y) .
x,y
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As explained above in page 48, it is possible to consider only one of the two random
variables while ignoring the other one. The corresponding marginal probability distributions are obtained by “integrating out” the other variable:
P( x ) =

∑ P(x, y) ,

P(y) =

y

∑ P(x, y) .

(2.30)

x

Each of these marginal probability distribution can in turn be associated with an average entropy:
HX = − ∑ P( x ) ln P( x ) ,
x

HY = − ∑ P(y) ln P(y) .

(2.31)

y

If the two random variables are statistically independent (cf. page 24), then the corresponding joint probability distribution is known to factorize:
P( x, y) = P( x ) P(y) .

(2.32)

This implies that the entropy of statistically independent subsystems is additive


HXY = − ∑ P( x, y) ln P( x, y) = − ∑ P( x ) P(y) ln P( x ) + ln P(y)
(2.33)
x,y

x,y

= − ∑ P( x ) ∑ P(y) ln P( x ) − ∑ P(y) ∑ P( x ) ln P(y) = HX + HY .
x
y
y
|x {z }
| {z }
=1

=1

Thus we have confirmed that entropy is an extensive (additive) measure on uncorrelated
random variables.
Remember: Both the factorization of the probability distribution and the additivity of entropy are a necessary and sufficient criterion for statistical independence.

Conditional information entropy
The conditional entropy HX |y is the information content of a random variable X under
the condition that the result yof another random variable Y is already known. Using
the definition of the condition probability (see 22)
P( x |y) =

P( x, y)
.
P(y)

(2.34)

we can easily define the corresponding conditional entropy as
HX |y = − ∑ P( x |y) ln P( x |y) = − ∑
x

= ln P(y) −

x

1
P(y)


P( x, y) 
ln P( x, y) − ln P(y)
P(y)

∑ P(x, y) ln P(x, y)

(2.35)

x

However, in many situations the specific result y is not accessible, instead we only know
that the observing subject is already informed about the result y, but we don’t know
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which one. In this case we have to average over all results y with the corresponding
marginal probabilities P(y). The corresponding mean entropy, which is known as the
conditional entropy HX |Y can be expressed as
H X |Y =

∑ P(y) HX|y = ∑ P(y) ln P(y) − ∑ P(x, y) ln P(x, y)
y

y

= HXY − HY . (2.36)

x,y

This relation is known as the “chain rule” for the conditional entropy:
HXY = HX + HY |X = HY + HX |Y .

(2.37)

Note: Interestingly, if we regard X and Y as measurements, this rule has a very transparent
physical interpretation. It tells us that it doesn’t matter whether we first measure X and then
Y or vice versa, – in both cases we obtain the same information. For example, we could first
measure X, obtaining the information HX , and then measure Y, obtaining the information
HY | X since x is already known. The same could be done in reverse order. In both cases we
obtain the same total entropy, namely, HXY . (Note that this argument does not necessarily
hold in the quantum case where measurements influence the measured system).

In the case of statistical independence, it can easily be shown that the conditioning has
no effect:
Statistical independence ⇒ HX |y = HX |Y = HX .
(2.38)
On the other hand, if there are correlations, conditioning always has the effect of reducing the amount of information:
HX | y ≤ HX

H X |Y ≤ H X .

(2.39)

Using the above rule, this immediately yields the inequality
HXY ≤ HX + HY .

(2.40)

The composite entropy is therefore always smaller than the sum of the individual entropies. This is intuitively obvious, since a correlation between the two random variables can only lower the total entropy.

2.2.4 Information entropy of continuous random variables
What is the information content of a continuous probability density? In principle we
expect that a probability density, which is characterized by a random variable with an
infinite number of decimal digits, would have an infinite information content. Nevertheless, one can also define a so-called continuous or differential entropy by subtracting
the divergent portion of the information content in a suitable manner.
In order to define the differential entropy for a continuous probability density p( x ),
we first divide the x-axis into equidistant intervals of width ∆x, enumerating them by
an index i. Each of these intervals is assigned a column of height
P ( xi ) : =

1
∆x

Z xi +∆x/2
xi −∆x/2

dx p( x ) ,

(2.41)

where xi is the midpoint of the interval on the x axis (see Fig. 2.1). This results in a dis-
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Figure 2.1: Entropy of a continuous probability density by discretizing the x-axis into equidistant intervals (see text).

cretized distribution, where the area of the bars Pi = p( xi )∆ x represents the probability
of getting a result in the i-th interval. The corresponding entropy reads
(∆x )

HX


 

= − ∑ Pi ln Pi = − ∑ p( xi )∆x ln p( xi )∆x
i

(2.42)

i

and obviously it depends on the width of the discretization interval ∆x. This expression
can be further transformed into

(∆x )
HX
= − ∑ ∆x p( xi ) ln p( xi ) − ∑ ∆x p( xi ) ln ∆x ,
(2.43)
i

hence

(∆x )

HX

|i

{z

=1

}

+ ln ∆x = − ∑ ∆x p( xi ) ln p( xi ) .

(2.44)

i

Now we define the so-called differential entropy by carrying out the limit ∆x → 0 on
both sides of this equation:


(∆x )
HX := lim HX + ln ∆x = − lim ∑ ∆x p( xi ) ln p( xi )
(2.45)
∆x →0

∆x →0

i

(∆x )

On the left hand side, the term HX diverges to +∞ while ln ∆x diverges oppositely
versus −∞. Thus, in the limit ∆ x → 0 both divergences cancel in such a way that the
expression in the parenthesis remains finite.
On the right hand side, the limit ∆x → 0 can be carried out by replacing the discrete
R +∞
sum ∑i ∆x by an integral −∞ dx. This allows us to define the differential entropy as
HX = −

Z +∞
−∞

dx p( x ) ln p( x ) .

Remark: This definition differs from the usual Shannon entropy for discrete random quantities only in that the discrete sum has been replaced by an integral. In most cases, continuous
random variables can indeed be treated in exactly the same way as discrete ones, provided
that sums are replaced by integrals. But sometimes this pragmatic cooking recipe can lead
to conceptual problems as will be discussed in the following.
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Figure 2.2: Behavior of the entropy in the discrete and continuous case when mapping x → f ( x ) (see text).

Problematic properties of the differential entropy
As we have seen above, the continuous entropy defined in Eq. (2.46) differs from the
“true entropy” by a diverging constant − ln(∆x ) which reflects the underlying discretization. Roughly speaking, we have subtracted the divergent part of the true entropy in order to get finite result in the limit ∆x → 0.
For this reason the absolute magnitude of the continuous entropy has no meaning
at all. However, the unknown constant that we have subtracted depends exclusively
on ∆x but not on the functional form of the probability density. Therefore, changes of
the continuous entropy (or more generally differences, where the constant drops out) are
well-defined and meaningful since they do not depend on the discretization in the limit
∆x → 0. This is the reason why the continuous entropy is often denoted as differential
entropy.
Due to this construction, the continuous entropy (2.46) has several unexpected properties to watch out for:
• If the probability density function is strongly focused, the differential entropy
can become negative. This fact demonstrates that the absolute magnitude of the
differential entropy has no meaning in the sense of an information content.
• If the random variable X carries a physical unit (for example centimeters), then
the differential entropy as defined above is strictly speaking not defined, since
the argument of the logarithm has to be dimensionless. This apparent contradiction can only be resolved by realizing that the compensation term ln ∆x carries
the same unit in the argument which compensates for the former. In practice,
however, this aspect is often ignored.
• In contrast to the discrete case (see page 84) the differential entropy is not invariant under isomorphisms, in particular it is not invariant under a rescaling x → λx
of the random variable X.
The origin of the different behavior in the discrete and continuous case is illustrated in
Fig. 2.2. The top row shows a random experiment with four results, mapped by a function X to a random variable with four possible x-values, whose respective probabilities
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are represented by the height of the red bars. This random variable X is then mapped
by another function f to a new random variable Y = f ( X ) in a further step, where we
assume the function to be and monotonically decreasing in this example. As one can
see, this reverses the order of the bars and changes the distance between them. However, the decisive fact is that the height of the bars, i.e. the values of the probabilities,
remain unchanged by the mapping. Therefore, it is clear that the associated Shannon
entropy H = − ∑ x P( x ) ln P( x ) = − ∑y P(y) ln P(y) remains invariant.
Note: This invariance can also be understood from a different point of view. The function f
is assumed to be injective in this example, so it is an isomorphism. An isomorphism has the
property that it does not generate or destroy information in either direction. In this respect
it is obvious that the entropy of a discrete probability distribution is invariant under an
isomorphism.

Contrarily, the lower row in Fig. 2.2 shows the continuous case. First, the outcomes of
a random experiment are mapped continuously to real numbers by a random variable
X, giving rise to a probability density p( x ) that we could think of as a normal distribution for simplicity. This continuous random variable is then mapped to a another
new random variable Y = f ( X ) by means of a monotonic function f , and therefore
the corresponding probability density must be converted as described on Sect. 1.3.8 on
page 44. For example, if y = f ( x ) = λx were a simple scale transformation, then the
normal distribution would be stretched horizontally and squeezed in vertical direction:
pY ( y ) =

1
p X (y/λ).
λ

(2.47)

What matters is that the differential entropy is not preserved under this operation:
HY = −

= −

Z +∞
−∞

Z +∞
−∞

Z +∞

1 y 1 y
dy p X
ln p X
λ
λ
λ
λ
−∞


λ
1
dx p X ( x ) ln + ln p X ( x ) = ln λ + HX .
λ
λ

dy p(y) ln p(y) = −

(2.48)

As can be seen, the differential entropy is not invariant under rescaling, rather it picks
up an additional offset ln λ. The origin of this offset can be understood if we recall
the definition of the differential entropy as a limit of the discretized entropy HX :=

(∆x )
lim∆x→0 HX + ln ∆x . Here the first contribution in the brackets represents the “true”
Shannon entropy, which is still invariant under isomorphisms. However, to regularize
this divergent expression, we had to subtract ln ∆x, that is, subtract infinity from infinity. As you can see, this second contribution is not invariant under rescaling.
Example: The differential entropy of the normal distribution
p( x ) =

 x2 
1
√ exp − 2
2σ
σ 2π

reads
H

=
=

Z +∞
 x2  x2

√
1
p( x ) ln p( x ) = − √
exp − 2 − 2 − ln(σ 2π )
2σ
2σ
−∞
σ 2π −∞
2
√
hx i
1
1
+ ln(σ 2π ) = (1 + ln(2πσ2 )) = ln(2πeσ2 ) .
(2.49)
2
2
2σ2

−

Z +∞

Up to a constant the differential entropy of a normal distribution is therefore given by ln σ.
Note that the differential entropy can also be negative. This is not a contradiction, because
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the differential entropy differs from the “true” entropy by an infinitely high offset.

Transformation of the differential entropy in the case of several random variables
Let us, for example, consider two random variables X and Y with a probability density
p XY ( x, y), which are mapped by two functions f , g onto two new random variables
U = f (X) ,

V = g (Y ) .

(2.50)

As in the case of a single random variable, we expect that the differential entropy
HXY = −

Z +∞
−∞

dx dy p XY ( x, y) ln p XY ( x, y)

(2.51)

is not preserved under this map. In order to compute HUV let us recall how densities
in higher dimensional spaces change under a coordinate transformation. According to
Eq. (1.143) we have
pUV (u, v)
p XY ( x, y) =
|detJ |

mit

J=

∂x
∂u
∂y
∂u

∂x
∂v
∂y
∂v

!
,

(2.52)

where the Jacobi determinant tells us how infinitesimal volume elements change their
size under the transformation:
dx dy = |detJ | du dv

(2.53)

Note that the Jacobi determinant itself may depend on x and y.
A calculation similar to Eq. (2.48) shows that the differential entropy transforms as
follows:
HUV

= −
= −
= −

Z +∞
−∞

Z +∞
−∞

Z +∞
−∞

= HXY −

du dv pUV (u, v) ln pUV (u, v)

(2.54)



du dv |detJ | p XY ( x, y) ln |detJ | p XY ( x, y)


dx dy p XY ( x, y) ln |detJ | + ln p XY ( x, y)
Z +∞
−∞

h
i
dx dy p XY ( x, y) ln |detJ ( x, y)|

From this we can conclude that the differential entropy is preserved under a map of
the random variables if and only if the map is volume-preserving, that is, if the corresponding Jacobi determinant is equal to 1 everywhere.
Example: An important example is Hamiltonian mechanics. As you may remember, there
is the theorem of Liouville, which states that the infinitesimal phase space volume is conserved along the trajectories of a Hamiltonian system. Now, considering a probability density p(q, p) moving in phase space according to the Hamilton equations of motion, its differential entropy will not change. This is good news for quantum mechanics, since otherwise
h̄, which places the role of an elementary phase space volume, would not be a constant.
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2.3.1 Deformations

In physics, a deformation of a physical law is a modification controlled by a continuously
varying parameter in such a way that the original law is retrieved in a particular limit of
the control parameter. A famous example is the formula for the non-relativistic kinetic
energy Ekin = 12 mv2 = p2 /2m. In special relativity, this formula is replaced by the
deformed variant
q
E=

m2 c4 + p2 c2

(2.55)

which depends on a deformation parameter, namely, the velocity of light c. For large c the
square root in the expression given above can be Taylor-expanded as
r
p2
p2
p4
2
E = mc
1 + 2 2 ' |{z}
mc2 +
(2.56)
− 2 + O(c−4 ) .
m c
| 2m 4c{z
}
E0

Ekin

As can be seen, one gets a additional constant offset E0 = mc2 . Moreover, the nonrelativistic formula Ekin = p2 /2m is retrieved in the limit c → ∞.
In the following we are interested in a continuous deformation of the Shannon entropy HX = − ∑ x P( x ) ln P( x ) of a random variable X. We would like to deform it in a
way that
• the deformed entropy should be extensive on uncorrelated random variables,
• the deformed entropy should be zero in cases where we know everything about
the system, and
• the deformed entropy should equal ln |Ω| in the case of uniform distribution.
In order to find out whether such a deformed entropy exists, we first note that the
Shannon entropy can be written in the form




with f ( x ) = x and g( x ) = − ln x .
HX = f h g( PX )i = f ∑ P( x ) g( P( x ))
x

(2.57)
Our aim is to find a continuously parameterized family of functions f , g in such a way
that it meets the requirements listed above.
Let us first check under which conditions such a deformed entropy is still extensive
on uncorrelated random variables. To this end let us assume that the probability distribution factoriczes
PXY ( x, y) = PX ( x ) PY (y) ,
(2.58)
or in short: P( x, y) = P( x ) P(y). The deformed entropy is extensive if HXY = HX + HY ,
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hence
HXY = f



∑ P( x ) P(y) g

P( x ) P(y)



x,y

?

= HX + HY = f



∑ P(x) g( P(x))



+f



x

∑ P(y) g( P(y))



(2.59)
.

y

Since the product of probabilities has to be converted into sum, it is clear that the logarithm has to be involved. Turns out that there are basically two possibilities. The
logarithm could be either placed inside or outside the summation. If it is inside, meaning that g( x ) ∝ ln x, we recover the Shannon entropy. However, if the logarithm is in
front of the sum ( f ( x ) ∝ ln x), we have to take care that
i h
i
 h
(2.60)
∑ P(x) P(y) g P(x) P(y) = ∑ P(x) g( P(x)) · ∑ P(y) g( P(y))
x,y

x

y

Obviously, this requires the function g to be homogeneous, that is

g P( x ) P(y) = g( P( x )) g( P(y))

⇒


β

g P( x ) P(y) ) = P( x )) P(y) ,

(2.61)

where β plays the role of a deformation parameter. In addition, extensitivity requires
the function g(z) to be a linear function of ln z. This linear function can be fixed by
requiring that the deformed entropy vanishes for a certain distribution P( x ) = δx,x0
and that it equals ln N in the case of a uniform distribution P( x ) = 1/N. The first
condition implies that the deformed entropy is of the form
Hβ,X = Cβ ln ∑ P( x ) ( P( x )) β = Cβ ln ∑( P( x ))1+ β
x

(2.62)

x

with some (possibly β-dependent) pre-factor Cβ . The second condition means that


ln N = Cβ ln N N −1− β

(2.63)

hence Cβ = − β1 . Altogether we arrive at the conclusion that in addition to the Shannon
entropy there exists another extensive entropy of the form
 1+ β
1
Hβ,X = − ln ∑ P( x )
β
x

(2.64)

2.3.2 Rényi entropy
In the literature the deformed entropy derived above is known as
Rényi entropy, named after the Hungarian mathematician Alfred
Rényi (1921-1970). The only difference is that we have to replace
β → 1 − α. For a given probability distribution { Pω } on a sample
space Ω the Rényi entropy H R is defined by
HαR =



1
ln ∑ Pωα ,
1−α
ω

(2.65)
Alfred Rényi [alchetron.com]
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where α > 0 is the deformation parameter. The corresponding continuous version reads

 Z +∞
1
dx [ p( x )]α .
HαR =
ln
1−α
−∞

(2.66)

The Rényi entropy includes four important special cases:

α
0
1
2
∞

expression
H0R = ln |Ω|
H1R = − ∑ω Pω ln Pω
H2R = − ln ∑ω Pω2
R = − ln max P
H∞
ω ω

expression
Hartley entropy
Shannon / information entropy
Correlation entropy
Minimal individual entropy

In particular, as can be shown easily by using the rule of l’Hôspital, the Rényi entropy
reduces to the ordinary Shannon entropy in the limit α → 1:
lim HαR = H.

(2.67)

α →1

In quantum information theory, the Rényi entropy plays a very important role because
of a recently discovered generalized Second Law of quantum thermodynamics. Roughly
speaking, this newly discovered Second Law tells us that not only the Shannon entropy
increases, but also all Rényi for arbitrary values of α. however, this is far beyond the
scope of the present lecture.
It is very interesting that the Rényi entropy has a clear and significant mathematical
interpretation. To see this let us first recall that for a given probability distribution { Pω }
each microstate labeled by ω carries an individual entropy (cf. Sect. 2.2.1 on page 78) if
Hω = − ln Pω

(2.68)

and that the ordinary Shannon entropy is nothing but its expectation value (arithmetic
mean)
H = h Hω i = ∑ Pω Hω = − ∑ Pω ln Pω .
(2.69)
ω

ω

Thus, if we know the Shannon entropy of the system, we actually know very little
about the entire probability distribution, namely, only a single number which is the
first moment of the individual entropies (the average information). However, it is of
course also possible to define higher moments of the individual information, i.e.,
mn :=

∑ Pω Hωn =
ω


n
P
−
ln
P
.
ω
∑ ω

(2.70)

ω

These moments characterize the distribution of the individual information content, in
particular m1 = H is just the standard Shannon entropy. As outlined above, this allows
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us to define a corresponding moment-generating function (see Sect. 1.3.2 on page 32)
∞


n
∞
mn n
1
tn
t
=
P
−
ln
P
ω
∑ n!
∑ n! ∑ ω
ω
n =0
n =0

n
n
∞
∞
1
1
= ∑
= ∑ Pω ∑
Pω (− ln Pω )t
(− ln Pω )t
∑
ω
n=0 n! ω
n=0 n!


= ∑ Pω exp (− ln Pω )t = ∑ Pω Pω−t = h Pω−t iω

M(t) =

ω

(2.71)

ω

In fact, we can retrieve the standard entropy by computing the first derivative:
d
M(t)
dt

t =0

=

∑
ω

d 1− t
P
dt ω

t =0

=

∑(− Pω1−t ln Pω ) t=0
ω

= − ∑ Pω ln Pω = H. (2.72)
ω

As before, we would argue that moments are good but cumulants are better. For this
reason let us have a look at the cumulant-generating function
K (t) = ln M(t) = ln ∑ Pω1−t .

(2.73)

ω

Comparing the cumulant-generating function with the original expression for the Rényi
entropy given above, we observe that they are closely related by
HαR =

K (1 − α )
.
1−α

(2.74)

This means that, apart from the renamed argument and an additional pre-factor, the
Rényi entropy is just the cumulant-generating function of the information content. Thus,
knowing the Rényi entropy for all values of the deformation parameter α, we could in
principle reconstruct all individual entropies Hω and therewith the whole probability
distribution.
Remember: The Rényi entropy is essentially the cumulant-generating function of the individual entropy Hω = − ln Pω . It is extensive and carries in principle all information about
the probability distribution.

2.3.3 Tsallis entropy
Another frequently studied deformed entropy measure is the socalled Tsallis entropy that was introduced in 1988 by Constantino
Tsallis. For a given probability distribution { Pω } with ∑ω Pω = 1
the Tsallis entropy is defined by
HqT =


1 
q
1 − ∑ Pω ,
1−q
ω

(2.75)

where q ∈ R is a deformation parameter. As can be shown easily, when taking q → 1 the Tsallis entropy reduces to the ordinary

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

C. Tsallis [Wikimedia]

2.3 Deformed information measures *

95

Shannon-Boltzmann entropy:
lim HqT = − ∑ Pω ln Pω = H,

q →1

(2.76)

ω

meaning that the standard entropy is included as a special case H1T ≡ H. Likewise one
can define this measure for continuous probability densities by
HqT

1 
=
1−
1−q

Z


[ p( x )]q dx ,

(2.77)

where p( x ) dx is the probability to find the random variable x in the infinitesimal interval [ x, x + dx ].
In the literature the physical relevance of Tsallis entropy has been debated controversially, mainly because there is no immediate information-theoretic interpretation.
However, the concept could be applied successfully to a large variety of physical systems and empirical data, ranging from spin glasses to high-energy experiments.
It is important to note that the deformation destroys the extensivity of the measure.
In fact, if X and Y are two uncorrelated random variables with factorizing probability
distributions, we find that
HqT ( XY ) = Hq ( X ) + Hq (Y ) + (1 − q) Hq ( X ) Hq (Y ).

(2.78)

Therefore, Tsallis entropy is not really suitable for uncorrelated systems. However, the
hope is that it might work for correlated systems, for example, with particles interacting
by long-range forces such as gravity or electromagnetic interactions.
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3.1 Dynamical stochastic processes
3.1.1 Cartoon of a complex physical system
Configuration space
Beginners in Theoretical Physics often have the impression that almost all physical systems are exactly solvable because, at least in principle, all what we have to do is to solve
the equations of motion or the Schrödinger equation. But surely you will have noticed
that in your lecture only very few examples are discussed, such as the harmonic oscillator, the two-body Kepler problem and potential wells. In fact, most systems – classical
as well as quantum mechanical ones – are not exactly solvable. Exactly solvable systems
are in fact rare exceptions.
As we have already discussed in the first chapter, the reason is that almost all systems in Nature are chaotic. As an
example of a non-chaotic system let us recall the trajectory
of a particle in a two-dimensional square box, a so-called billiard. In the classical case, the trajectories in a square box
are periodically closed and therefore easy to characterize.
Correspondingly, in the quantum case, the eigenstates are
just plain waves matching with the boundary conditions, as
shown in the figure on the right.

Plane wave solution in a square box

But as soon as you put an additional wall in the middle,
as shown in the figure below, the situation changes dramatically. The figure shows a highly excited wave function,
which has been calculated by a numerical solution of the
Schrödinger equation. As you can see, the wave pattern is
highly irregular and thus carries a clear signature of a chaotic
behavior. The wave crests, which represent places with a
high probability to find a particle, seem to concentrate along
Chaotic wave function
[J. Wiersig, MPIPKS Dresden]
certain lines. The corresponding classical problem is also
chaotic, and it turns out that the classical trajectories are preferentially located along
these lines.
Since the addition of a tiny piece of a wall already has such a dramatic effect, it
is plausible that almost all systems in Nature evolve chaotically, exhibiting a quasirandom behavior. This does not even require complex many-body systems, but it turns
out that even a single atom with more than two electrons is no longer exactly solvable
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Figure 3.1: Cartoon of a complex physical system. The quantum-mechanical eigenstates are identified with classical
configurations c, which are represented here as red dots. The set of all configurations is called the configuration space Ω. [Wave Functions by D. King, Univ. of Auckland]

and behaves chaotically.
Quantum theory is currently considered to be the most fundamental physical theory, and thus all physical systems are ultimately governed by the laws of quantum
physics. The quantum-mechanical nature of physical systems has far-reaching consequences. On the one hand we know that the eigenstates of finite systems are quantized,
and even if there are infinitely many of them, they are countable. On the other hand,
quantum mechanics involves non-classical phenomena such as quantum-mechanical
superpositions and entanglement. In the macroscopic world, however, these effects are
usually not visible. The deeper reason for this lies in the quantum-mechanical decoherence which is caused by an ongoing interaction of the system with its environment.
Roughly speaking, the environment constantly performs measurements on the system,
which destroys the coherence of quantum effects.
Because of continual decoherence, it is in many situations justified to approximate a
complex quantum mechanical system by a classical model with a random dynamics.
On this level of description, each quantum mechanical state is assigned a classical configuration c (see Fig. 3.1). The set of all configurations is referred to as the configuration
space Ω, playing the same role as the sample space in the preceding chapters. The configurations c ∈ Ω are sometimes denoted as microstates or even shorter just as states of
the system.
Note: Please be aware that in statistical physics the term “states” is used both for microscopic
configurations, but also for macroscopic thermodynamical states which are characterized by a
small set of macroscopic parameters such as pressure and temperature. In order to avoid
confusion, we prefer to use the term “configurations”.

Stochastic dynamics
The second essential part of a stochastic process is the definition of its dynamics (time
evolution). In what follows the time t is understood in the non-relativistic sense as
a global parameter. Since the configurations of the system are classical, quantummechanical superpositions are forbidden, that is, at a given time t, the system is in
exactly one configuration c(t) in the sense of an objective reality. The system evolves in
time by spontaneously jumping back and forth between configurations like a random
walk. These jumps are assumed to be instantaneous, so the the jumps themselves take
no time. Models of this kind are called Markov jump processes.
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The spontaneous jumps can be induced by different physical
mechanisms. They may be quantum-mechanical in nature, similar
to Fermi’s Golden Rule (see below in Sect. 3.2.1 on page 112), but
the jumps may also be thermally induced. In the context of modeling, the specific cause of the jumps is irrelevant; all what matters
is that the jump dynamics fulfills the following characteristics:
• The jumps c → c0 are random and spontaneous as in a random walk.
• The jumps are instantaneous and uncorrelated.

Andrey Markov (1856-1922)
Pioneer of jump processes

• The likelihood of the jumps depends only on the current configuration, but not on the history of the time evolution.
The spontaneous jumps can be thought of as the clicks of a Geiger
counter. A Geiger counter measures a certain count rate w, which
is defined as the average number of clicks per unit time. The clicks
occur spontaneously and can be regarded as instantaneous. Their
occurrence is random, i.e. in each infinitesimal time interval dt the
probability for a click is given by w dt. Note that it does not matter
how much time elapsed since the last click occurred, i.e. the click
probability does not depend on the history of the process.

Geiger counter
[by Matylda S˛ek, Wikimedia]

In a stochastic process the same happens except that every possible jump c → c0 is
characterized by an individual transition rate wc→c0 . The entirety of all configurations
and transition rates completely defines the stochastic process.
Remark: Please note the difference between a probability and a rate. A probability is a
dimensionless number between 0 and 1. Contrarily, a rate is a probability per time, so it carries
the dimension [1/time] and depends numerically on the unit of time. The numerical value
of a rate could be greater than 1 since it is not necessarily limited to the interval [0,1].

These microscopic transitions between different configurations create a dynamic network in the configuration
space. In real systems, this network is far from being
fully connected because stochastic transitions between
very different configurations are effectively forbidden.
For example, it is almost impossible for 1000 spins to
A particular transition c → c0 in the
flip spontaneously at the same time, and this is the reamicroscopic configuration space
son why a permanent magnet does not spontaneously
flip north and south pole. Moreover, transitions are forbidden if a conservation law
would be violated. This means that the network of transitions in the sample space is
usually very sparse.
The transition rates wc→c0 can be chosen freely in the modeling, with a vanishing rate
indicating that the transition is not allowed. In addition, there is no need for the rate
to be symmetric, i.e. the forward rate does not have to be equal to the corresponding
backward rate:
generally: wc→c0 6= wc0 →c .
(3.1)
The rates could in principle depend on time. However, since the process is supposed
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Figure 3.2: Left: Physical system with 5 sites that can either be empty or occupied by a particle. The figure shows a
particular configuration with n = 3 sites. Right: The corresponding configuration space with its total of
32 configurations decomposes into six sectors with a fixed particle number n. If the number of particles is
conserved, spontaneous transitions are only allowed within the same sector.

to be independent of the previous history, we will assume in the following that the
transition rates are always time-independent.
Summary: The definition of a stochastic process requires:

• the characterization of the configuration space Ω
• the definition of time-independent transition rates wc→c0 ≥ 0.
• definition of an initial configuration or in initial probability distribution.

Ergodicity
A random stochastic process is called ergodic if the network of spontaneous transitions
is connected in such a way that any configuration can be reached from any other, meaning that the network does not decompose into independent unconnected parts.
Decomposing the network into independent components is not as untypical as you
might think. This happens for example in closed systems with conserved quantities
such as energy and particle number. Due to the conservation law, spontaneous transitions are allowed only between those configurations for which the value of the conserved quantity is identical. Obviously, such a system is not ergodic, it rather decomposes into different dynamical sectors that correspond to different values of conserved
quantity (salami slices, see Fig. 3.2). We can then handle the system as if its configuration space consisted only of a single sector.
Note: There is also the possibility that the network of stochastic transitions is, in principle,
sufficiently connected so that you can get from any configuration to any other, but nevertheless it is effectively divided into several parts, simply because the effective time needed
for getting from one part to the other is larger than the lifetime of the Universe. As we
shall see, this happens, for example, in a ferromagnet. A ferromagnet has two macroscopic
states with positive and negative magnetization, which are related by a Z2 symmetry. In
order to get from one state to the other, however, many elementary magnets would have
to be flipped at the same time, so that a high potential barrier would have to be overcome,
which is extremely unlikely. In fact, did you ever observe a permanent magnet to swap its
north and south poles spontaneously? Although such transitions are theoretically possible,
they practically never happen. In physics this phenomenon is called spontaneous symmetry
breaking.
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3.1.2 Probability distribution and master equation
As we have seen above, a stochastic process jumps randomly between configurations
c → c0 . As in a radioactive decay, these jumps occur spontaneously with a certain
transition rates wc→c0 ≥ 0. A stochastic process is completely defined by characterizing
its configurations space Ω, the transition rates wc→c0 , and the initial state.
As time evolves, the system jumps randomly from one configuration to the other,
resulting in a certain stochastic trajectory c(t). Since the time evolution is random, one
cannot predict the actual sequence of transitions, i.e., the specific stochastic trajectory
c(t) is completely unpredictable. All what we can do is to calculate the probability of
different trajectories. To do this, we define Pc (t) as the probability of finding the system
at time t in the configuration c ∈ Ω:
h
i
Pc (t) = Prob c(t) = c .
(3.2)
These configurational probabilities Pc (t) can be understood as a discrete probability distribution analogous to the outcome probabilities Pω discussed in the first chapter, the only
difference being that the probabilities may now depend on time. This time dependence
must be such that the distribution is always correctly normalized, i. e.

∑ Pc (t) = 1

∀t .

(3.3)

c

Master equation
In contrast to the actual stochastic trajectory of the system, which cannot be predicted,
the probabilities Pc (t) can be computed exactly for all times in the future, at least in
principle. If the configuration space and the transition rates are known, one can easily
figure out what this time evolution looks like. For this we consider a particular configuration c ∈ Ω and the associated probability Pc (t). How will this probability change as
time proceeds? Obviously, there are two opposing influences:
• Gain terms: Whenever the system jumps from a different configuration c0 to
the configuration c, it will increase the probability Pc (t) of finding the system in
configuration c. This increase will be proportional to the sum over all probabilities Pc0 (t) of the source configurations multiplied by the corresponding transition
rates wc0 →c .
• Loss terms: Whenever the system jumps from the actual configuration c away
to a different configuration c0 , this will lead to a decrease of the probability Pc (t).
Since these jumps occur at the rate wc→c0 , this decrease will be proportional to the
probability Pc (t) multiplied by the sum ∑c0 6=c wc→c0 . The latter sum is also called
the escape rate from the configuration c to somewhere else.
Summarizing all gain and loss terms, one is led to a linear system of first-order differential equations for the probabilities Pc (t). In the literature this system of differential
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equations is referred to as the master equation of the system:
MASTER EQUATION

d
Pc (t) =
dt

∑0 wc0 →c Pc0 (t) − ∑0 wc→c0 Pc (t)
c

|

.

(3.4)

c

{z

Gain terms

}

|

{z

Loss terms

}

Here the sums run over all configurations c0 ∈ Ω which are different from c. The latter
restriction can be discarded by formally setting the rate for a jump from a configuration
onto itself to zero:
wc→c : = 0 ∀ c ∈ Ω .
(3.5)
Note that the master equation 3.4 is a system of |Ω| coupled first-order differential
equations. In a realistic system this could be an unimaginable large number of differential equations. However, these differential equations are linear in the probabilities. The
master equation is therefore always exactly solvable, at least in principle.
Note: But only in principle! For example, in the last chapter we saw that a helium-filled
balloon has an information content of about 1.3 · 1025 bit. The state space thus comprises
25
approximately 21.3·10 possible configurations. Accordingly, you would have to solve a differential equations system consisting of approximately 104000000000000000000000000 equations,
more equations than atoms in the Universe. Clearly, this cannot be done explicitly.

Why is this system of equations called “master equation”? The term
“master equation” is believed to reflect the fundamental role played by
this system of differential equations. The master equation accurately predicts the probabilities of all microscopic configurations and thus provides
the maximum information that we can have about a stochastic process.

Initial state
So far we have assumed that the time evolution starts from a specific configuration c0 ∈
Ω at time t0 . In the context of the master equation, we can be somewhat more general
and start instead with a certain initial probability distribution Pc (t0 ). This allows us to
incorporate a possible incomplete knowledge (entropy) about the initial configuration.
In the jargon of statistical mechanics, the initial probability distribution Pc (t0 ) is referred
to as the initial state or the initial condition of the system. In the special case of complete
knowledge (zero entropy) the initial state has the form Pc (t) = δc,c0 .

Probability conservation
In order to prove that the total probability in Eq. (3.3) is preserved during the temporal
evolution, it suffices to show that
d
dt

∑ Pc (t) = 0

∀t.

c
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Inserting the master equation (3.4) one obtains
d
dt

∑ Pc (t) = ∑ ∑0 wc0 →c Pc0 (t) − ∑ ∑0 wc→c0 Pc (t) .
c

c

c

c

(3.7)

c

By renaming c ↔ c0 in the second summand one can see immediately that the two terms
cancel so that the right side is actually zero. The master equation is thus constructed in
such a way that it automatically ensures the preservation of the overall probability.

Probability currents
In road traffic, the number of cars (as long as there
are no accidents) is a conserved quantity. Thus, if cars
drive from Würzburg to Nuremberg, the number of
cars in Würzburg will decrease, compensated by a corresponding increase in Nuremberg. How fast these
numbers change on both sides depends on the vehicle
current on the road, which can be determined by trafElectronic traffic counting.
[Klaus Föhl, Wikimedia]
fic counting, measuring the number of vehicles passing
per second. This vehicle current will be proportional to the number of vehicles available and also proportional to the likelihood of their drivers to drive on this particular
road.
The probability in a stochastic process evolves in a similar way. Since the probability
is always normalized, it behaves like a conserved quantity, just like some kind of fluid
that flows between the configurations. If there is a probability loss on a configuration
c, there must be a corresponding gain somewhere else. The temporal change of the
probabilities on both sides can be determined by a kind of traffic count on the link
c → c0 , determining how often the system jumps from c to c0 the per unit of time. This
probability current Jc→c0 (t) will be proportional to the probability finding the system in
the configuration c and also proportional to the transition rate wc→c0 :
Jc→c0 (t) = Pc (t)wc→c0 .

(3.8)

Since the probabilities Pc (t) depend on time, the same applies to the probability currents Jc→c0 (t).
Remember: The probability current Jc→c0 (t) tells us how often the system jumps on average
from c to c0 per unit time.

Using the definition of probability currents we can rewrite the master equation as
d
Pc (t) =
dt

∑0




Jc0 →c − Jc→c0 .

(3.9)

c

On the right side we find the difference of all incoming and outgoing probability currents. This difference can be regarded as some kind of current divergence, while the
left side of the equation describes the temporal change of the probability. Therefore,
the master equation is in this sense a kind of discretized version of a continuity equation
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ρ̇ = −∇ · ~j. As you probably remember, continuity equations can be understood as the
differential formulation of a conservation law.

Rescaling of time
As already mentioned, rates are defined as probability per time. Therefore, the rates
wc→c0 carry the physical unit [time]−1 . In contrast to probabilities that are dimensionless and whose numerical value is restricted to the interval [0,1], rates can also assume
numerical values larger than 1.
If one multiplies all the rates of a given system by the same factor λ, this corresponds
to a rescaling of time. For example, multiplying all rates by 2 preserves all physical
properties of the system, the only difference is that it runs twice as fast.
In practice, one is often not primarily in how fast a system runs, but one wants to
find out how it evolves and into which kind of equilibrium state it relaxes. It is therefore customary to choose the most convenient scaling of the rates. For example, many
authors set one of the rates to 1.

3.1.3 Formal properties of the master equation
Vector notation
In order to study the mathematical properties of the master equation more efficiently,
let us first simplify the notations. To this end let us start by enumerating the N = |Ω|
configurations of the sample space:

Ω = c1 , c2 , . . . , c N .
(3.10)
This introduces a linear order on the set of configurations, which is arbitrary and used
for bookkeeping but has no physical meaning. In the following, therefore, all physical
properties must be invariant under permutations of the indices.
Having defined such an order, we can now interpret the probabilities of the configurations as components of a column vector:


Pc1 (t)
 Pc (t) 
 2 


| Pt i :=  Pc3 (t)  .
(3.11)
 .. 
 . 
Pc N (t)
This generally time-dependent vector is also denoted as the state vector of the system.
It may be thought of as an element of an N-dimensional real vector space R N , which is
called state space. The dimension of this vector space can be extremely high, similar to
the Hilbert space in a quantum-mechanical problem.
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However, in contrast to quantum mechanics, the vector components
are real-valued. In addition, the state vectors only cover a very small
subset of this vector space, because on the one hand the components
are positive and limited to the interval [0, 1] and on the other hand the
sum of all components is 1. In mathematics this subset is denoted as a
convex probability simplex.

For Ω = R3 the state
space is a triangle.

Remember: The state vector | Pt i does not describe a specific microscopic state, but the actual probability distribution of all microscopic states at time t.

Normalization
The time-dependent probability distribution Pc (t), which is obtained by solving the
master equation, has to be normalized at every instance of time, i.e. ∑c Pc (t) = 1∀t.
In the compact vector notation introduced above this condition can be expressed in a
particular elegant way by defining a special bra-vector

hΣ| := (1, 1, 1, . . . , 1)

(3.12)

whose components are all equal to 1. With the help of this vector we can express the
condition of probability conservation (3.3) in the simple form

hΣ| Pt i = 1

∀t .

(3.13)

Compact form of the master equation
The new notation allows us to write the N differential equations (3.4) in the form of a
single vectorized differential equation. The advantage of the vector notation, however,
becomes clear only when one realizes that the master equation is a system of linear
differential equations, since the probability distribution on the right side occurs only
linearly. Thus it is clear that there must exist a linear map L so that we can rewrite the
master equation in the compact form
d
| Pt i = −L| Pt i .
dt

(3.14)

Here the minus sign on the right hand side is only a convention whose purpose will
become clear later. The linear operator L on the right hand side generates the time
evolution and is therefore called time evolution operator or Liouville operator.
Like any linear operator, L can be represented as a matrix in a suitable basis. The
natural basis is the configuration basis, which we have already used for the vector com-
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ponents. It is defined by the canonical unit vectors

h c1 | =

1, 0, 0, . . . , 0



| c1 i =

1, 0, 0, . . . , 0

T

h c2 | =

0, 1, 0, . . . , 0



| c2 i =

0, 1, 0, . . . , 0

T

...

hc N | =

0, 0, 0, . . . , 1

(3.15)

...


|c N i =

0, 0, 0, . . . , 1

T

.

In the canonical configuration basis the time evolution operator is represented by a
matrix with the matrix elements

Lc0 c = hc0 |L|ci = −wc→c0 + δc,c0 ∑ wc→c00 .

(3.16)

c00

Note: This could be a huge matrix. For example, in the case of the helium balloon discussed
above, which has a configuration space with about N = 104000000000000000000000000 possible
configurations, we would have an incredibly huge matrix with N × N matrix elements. But
even for very small model systems it can be difficult to set up the matrix explicitly.

As already mentioned, a state is called stationary if the probability distribution is timeindependent (note that the notion of equilibrium is stronger, as will be explained below).
In the following we will denote a stationary state by a ket vector | Pstat i. If such a state
exists, the master equation (3.4) tells us that
Stationarity

⇔

L| Pstat i = 0.

(3.17)

Example: System with four microscopic configurations
As an example we consider a hypothetical system
with only four configurations A, B, C and D. We
assume that there are seven possible transitions between these configurations whose rates are known
(see adjacent figure). Since we are dealing with a
random process, it is impossible to predict the actual stochastic trajectory in the configuration space.
However, what we can predict is the probability of
finding the system in one of the four configurations
which can be calculated exactly by means of the master equation.

Example with four states

More specifically, each of the four configurations A, B, C, D is associated with a certain probability PA (t), PB (t), PC (t), PD (t) ∈ [0, 1]. These four probabilities constitute the
probability distribution of the system. They are normalized by
PA (t) + PB (t) + PC (t) + PD (t) = 1.

(3.18)

We now move on to the compact vector notation introduced above by defining the
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1
0
0
1

 
| Ai = 
0 , | B i = 0 ,
0
0

h A| = 1 0 0 0 ,

hC | = 0 0 1 0 ,
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0
0

|C i = 
1 ,
0

 
0
0

|Di = 
0 ,
1

(3.19)


h B| = 0 1 0 0 ,

hD| = 0 0 0 1 .

(3.20)

Using this basis, the probability distribution is now represented as a column vector



PA (t)
 PB (t) 

| Pt i = ∑ Pc (t)|ci = 
 PC (t)  .
c
PD (t)

(3.21)

Since we have four configurations, the time-evolution operator L is a 4 × 4 matrix. In
order to explicitly construct this matrix, we first write the seven non-vanishing rates
with a negative sign in the places of the corresponding non-diagonal elements:



∗
− w B→ A
0
0
 − w A→ B
∗
0
−wD→ B 


 − w A→C − w B→C
∗
− w D →C 
0
0
− wC → D
∗
Finally, the diagonal entries of the matrix must be supplemented in such a way that the
sum over each column is equal to zero. These entries are always positive:



w A→ B + w A→C
− w B→ A
0
0


− w A→ B
w B→ A + w B→C
0
−wD→ B

L = 


− w A→C
− w B→C
wC → D
− w D →C
0
0
− wC → D w D → B + w D →C

(3.22)

This completes the construction of the time evolution operator.

Remark: Even this simple 4 × 4 matrix is not easy to be diagonalized, even with the help of
Mathematica R . The right eigenvector to the eigenvalue 0, which is known to represent the
stationary state of the system, is given by


w B → A wC → D w D → B
w A→ B w B→C + w A→C ( w B→ A + w B→C )



( w A → B w A →C ) wC → D w D → B

| Pstat i ∝ 
 w A→ B w B→C + w A→C ( w B→ A + w B→C ) 
w D → B + w D →C
wC → D
This vector still needs to be normalized to get the stationary distribution.
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3.1.4 Eigenmode decomposition
Formal solution of the master equation
In principle it is always possible to solve a system of linear differential equations exactly. The formal solution reads

| Pt i = exp(−Lt)| P0 i,

(3.24)

where exp(−Lt) denotes the matrix exponential function of the time evolution operator
and | P0 i is the initial state of the system, i.e. the initial probability distribution at time
t = 0.
Recall: The exponential function can be applied not only to numbers but also to arbitrary
linear operators. To see this, we recall the two most important representations of the exponential function, namely the representation as a Taylor series and the representation as an
infinite product:

xk
x N
ex = ∑
= lim 1 +
.
k!
N
N →∞
k
Both definitions can be applied without any problems to linear operators A, where A0 =
is the unit operator represented by the identity matrix:
eA =

∑
k

1


Ak
A N
= lim 1 +
.
k!
N
N →∞

The matrix exponential function is particularly easy to compute in a basis where the matrix
A is already diagonal. In this case we only have to exponentiate the diagonal elements of
the matrix:


λ

exp(λ1 )
1

λ2
exp(λ2 )
 = 
exp 
.

...
...
λN
exp(λ N )
A practical procedure for calculating the matrix exponential function is thus to first diagonalize the matrix, then to apply the exponential function to the diagonalized matrix, and
finally to transform the result back.
By the way: The exponential function can also be applied to linear differential operators. An
important example is the exponential function of a derivative operator, which generates a
displacement:
 d 
exp a
f ( x ) = f ( x + a) .
dx
This relationship can easily be proved by using the above series representation of the exponential function.

Decomposition into eigenmodes
The formal solution | Pt i = exp(−Lt)| P0 i allows us to express the solution vector | Pt i
as a sum over eigenmodes which decay exponentially with time. To achieve this, we first
diagonalize the time evolution operator by solving the eigenvalue problem

L|ki = λk |ki .

(3.25)

The eigenvectors |k i are not necessarily orthogonal, but they are linearly independent
and span the entire vector space.
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Note: At first glance, this formalism looks similar to quantum theory. There are, however, significant differences. In quantum mechanics, the Hamiltonians to be diagonalized
are Hermitean operators. Hermitean operators are known to have real eigenvalues and the
eigenvectors are pairwise orthogonal, forming an orthonormal basis. By contrast, the time
evolution operator L of a master equation is not necessarily Hermitean or symmetric. The
eigenvalues can therefore be complex. Also, the eigenvectors are generally not pairwise orthogonal, but it can be shown that they are linearly independent so that they fully span the
vector space.

Each vector can therefore be represented as a linear combination of these eigenvectors.
This applies especially to the initial state, which is a linear combination

| P0 i = ∑ ak |ki

(3.26)

k

with certain coefficients ak . If we insert this eigenmode expansion into the formal solution (3.24) we obtain

| Pt i = e−Lt ∑ ak |ki =
k

∑ ak e−Lt |ki .

(3.27)

k

In the last sum, the matrix exponential function e−Lt von L it is applied to its own
eigenvector |k i. Now, if we again think of the matrix exponential function as a Taylor
j
series and if we realize that L j |k i = λk |k i, it follows immediately that the operator L in
the exponential function argument can simply be replaced by the eigenvalue λk , just in
the same way as it is done in quantum mechanics. This gives us the so-called eigenmode
decomposition of the master equation:

| Pt i =

∑ ak e−λ t | k i .
k

(3.28)

k

Solving a stochastic process thus amounts to diagonalizing its time evolution operator.
As the matrix of L can be very large, the diagonalization is often very difficult, and in
fact only few systems are known to be exactly solvable for all system sizes. Sometimes,
it is already considered as an achievement to compute stationary state, which is the
right eigenvector to the eigenvalue zero.

Remark: Spectral decomposition in quantum mechanics:
Probably you have already seen the eigenmode decomposition in your quantum mechanics
lecture. In quantum mechanics we have a very similar time evolution equation, namely the
Schrödinger equation
ih̄∂t |ψt i = H|ψt i .
Formally the Schrödinger equation can always be solved by |ψt i = exp(− h̄i Ht)|ψ0 i. The
Schrödinger equation and its formal solution essentially differ from the above solution by
an additional imaginary unit i in the exponent. If one then diagonalizes the Hamiltonian
by solving the eigenvalue problem H|ni = En |ni, and writing the initial state as a linear
combination of eigenvectors by |ψ0 i = ∑n an |ni, the general time-dependent solution can
be written in the form
i
|ψt i = ∑ an e− h̄ En t |ψ0 i.
n

This expansion in terms of the eigenvectors known as the spectral decomposition or the eigenmode decomposition of the Schrödinger equation.
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Spectral properties of non-symmetric real matrices
The matrix representation of the time evolution operator L has the following properties:
• Its matrix elements are real.
• Its non-diagonal elements are negative, while the diagonal elements are positive.
• The sum over the matrix elements in each column is zero.
• The matrix is generally nonsymmetric.
What does that mean for the eigenvalues and eigenvectors? From linear algebra we
know that for every ket-eigenvector there will be the corresponding bra-eigenvector to
the same eigenvalue:

L|ki = λk |ki

⇔

hk|L = λk hk| .

(3.29)

What matters is that the numerical values of the components of the bra and ket eigenvectors can be completely different, since the matrix L is generally non-symmetric. In
addition, the matrix L has only real-valued entries, meaning that the corresponding
characteristic polynomial for determining the eigenvalues has only real coefficients.
The solutions of the characteristic polynomial, i.e. the eigenvalues, are therefore either
real or they occur in complex conjugate pairs.
The special structure of the signs the matrix, namely, positive signs along the diagonal and negative signs for all off-diagonal elements, allows us to apply a special
theorem in mathematics known as Frobenius theorem. This theorem states that under
the aforementioned conditions all eigenvalues have a non-negative real part:

<[λk ] ≥ 0.

(3.30)

However, the eigenvalues may well occur in complex conjugate pairs. Moreover, the
Frobenius theorem tells us that at least one the eigenvalues is zero.
Remember: According to the Frobenius theorem, the eigenvalues of a time evolution operator are either real or they occur in complex conjugate pairs. The real part of the eigenvalues
is always non-negative. At least one of the eigenvalues vanishes.

Physical interpretation of these properties
Non-negative real part – Exponentially decaying eigenmodes: The fact that all eigenvalues have a non-negative real part implies that the amplitude of the eigenmodes in
the expansion (3.28) either stays constant or decreases exponentially, but for sure the
eigenmodes do not diverge. This is very reasonable, since in the case of an exponentially diverging mode, the vector components would eventually leave the allowed interval of valid probabilities [0, 1].
Each eigenmode is therefore associated with an individual relaxation time
τk = <[λk ]

 −1

(<[λk ] 6= 0).
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Figure 3.3: Chemical oscillations: Belousov-Zhabotinsky reaction [Wikimedia].

Thus, in a stochastic process, one has as many different relaxation times as there are
eigenvalues in the spectrum of the Liouvillian. Of particular interest is the largest relaxation time of the system which dominates the evolution in the long-time limit:
τmax = max τk = max <[λk ]
k

<[λk ]6=0

 −1

.

(3.32)

Thus the dominating relaxation time is determined by the eigenvalue with the lowest
non-zero real part. In the parlance of quantum field theory this is referred to as the gap
between zero and the first excited mode.

Complex eigenvalues – Oscillatory behavior: If the eigenvalues of the time-evolution
operator are complex, the corresponding contributions in eigenmode decomposition
exhibit damped oscillations. Stochastic processes may therefore exhibit oscillating features. This is not as exotic as it seems, and in fact, as shown in Fig. 3.3, there are certain
chemical reactions that oscillate between different phases. However, the existence of
complex eigenvalues does not mean that the state vectors have complex components.
Since the solution is a probability distribution, the eigenmodes can only provide real
contributions to the vector components. This is achieved by linearly combining the
eigenmodes, whose eigenvalues occur in complex conjugate pairs, into sine and cosinelike functions.

Vanishing column sum – Probability conservation: As we have seen above (see Eq. (3.13)),
the state vector | Pt i has to be normalized at every instance of time, which can be expressed conveniently by
hΣ| Pt i = 1
∀t .
(3.33)
This implies that
d
hΣ| Pt i = 0.
dt

(3.34)

d
Inserting the master dt
| Pt i = −L| Pt i we get −hΣ|L| Pt i = 0. This equation is supposed to hold for arbitrary probability distributions. As usual in linear algebra, we can
therefore conclude that
hΣ|L = 0 .
(3.35)

This equation tells us that the column sum in the matrix L vanishes. In other words,
vanishing column sums ensure that the total probability is conserved during the entire time evolution, reflecting the balance between gain and loss terms in the master
equation.
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Quantum theory

Stochastic processes

Complex Hilbert space Cn
Complex amplitude vectors |ψi
Quadratic normalization hψ|ψi = 1
d
Unitary time evolution dt
|ψt i = ih̄1 H|ψt i

Real-valued probability space Rn
Real-valued probability vectors | Pi
Linear normalization hΣ| Pi = 1
Probability-conserving
d
time evolution dt
| Pt i = −L| Pt i
Eigenvalue problem L|k i = λk |k i
Relaxation times τk = 1/<[λk ], <[λk ] ≥ 0
Stationary state ⇔ λ = 0

Eigenvalue problem H|φn i = En |φn i
Energies En ∈ R
Ground state ⇔ lowest En

Table 3.1: Comparing quantum theory and stochastic processes.

Eigenvalue zero – Stationary state: The bra-vector hΣ| = (1, 1, 1, . . . , 1) introduced
above is a left eigenvector of L corresponding to the eigenvalue 0. Accordingly, there
must exist a corresponding right eigenvector to the same eigenvalue. If the eigenvalue
is non-degenerate, this is the stationary state that the system reaches the limit t → ∞,
because in this limit all eigenmodes with non-vanishing eigenvalues decay to zero. In
the following we denote this special ket vector by | Pstat i. Thus the vanishing column
sums also guarantee the existence of a stationary state

L| Pstat i = 0 .

(3.36)

In addition, the Frobenius theorem ensures (not proven here) that the vector components in the stationary state are non-negative real numbers. The stationary state has to
be normalized in such a way that the vector components add up to 1, i.e.

hΣ| Pstat i = 1.

(3.37)

3.2 Closed systems in equilibrium
In the preceding section we have introduced a simple formalism
that allows us to describe a Markov jump process. However, we
have also seen that for thermodynamical systems such as the gas
in a Helium balloon, the number of equations is so incredibly huge
that it seems to be hopeless to handle such a system in this framework explicitly. But fortunately, the transition rates in Nature are
not completely random, on the contrary, they are surprisingly simple. This is at the core of the fundamental Gibbs postulate, as will
be discussed in the following.

3.2.1 Gibbs postulate for isolated systems
Isolated quantum systems – Fermi’s Golden Rule
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The cartoon of a stochastic jump process introduced in the previous
section postulates the existence of a set of countable configurations
that are associated with the quantum-mechanical eigenstates of the
system. But where do the jumps between these eigenstates come
from? The idea is that a complex physical system is always exposed
to small perturbations, leading effectively to transitions between different quantum states. The simplest quantitative treatment of such
transitions within the framework of quantum mechanics is known as
Fermi’s Golden Rule.

Enrico Fermi (1901-1954)
Los Alamos ID card

Fermi’s Golden Rule, named after Enrico Fermi, is a theoretical prediction of the
transition rate from a quantum mechanical initial state to one or more final states. For
quasi-continuous energy spectra this transition rate is given by
wi → f =

2π
2
ρ ( E f ) Vf i ,
h̄

(3.38)

where ρ( E f ) denotes the density of states while the indices i and f stand for initial and
final. Vf i is the matrix element of the perturbation operator which induces the transition.
If we now assume the quantum-mechanical system to be isolated, meaning that it
does not interacting anything else, then we know that the interaction operator itself is
like a Hamiltonian, i.e., it has to be a Hermitean operator. Because of V = V † we can
conclude that
Vi f

2

= hi |V | f i

2

= (h f |V † |i i)∗

2

= h f |V |i i

2

2

= Vf i .

(3.39)

This implies that the transition rates in an isolated quantum-mechanical systems are
always symmetric, i.e. wi→ f = w f →i . With respect to the stochastic dynamics described
by a master equation, this result suggests that isolated systems always have symmetric
rates that are equal in both directions:

Isolated system

⇔

wc→c0 = wc0 →c

∀c, c0

(3.40)

Time reversal symmetry in quantum theory and classical mechanics
The symmetry of the transition rates motivated above by Fermi’s Golden Rule reflects a
deeper fundamental property of isolated quantum systems, namely the so-called timereversal symmetry of quantum mechanics. For this we consider the time-dependent
Schrödinger equation
∂
ih̄ |ψi = H|ψi .
(3.41)
∂t
This equation has the remarkable property that it is invariant under a reflection of the
time parameter combined with a complex conjugation of the wave function:
t → −t ,

ψ → ψ∗ .
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Note that same already happens in classical mechanics. As can be verified easily, the
Hamilton equations of motion
ṗ = −

∂H
,
∂q

q̇ = +

∂H
∂p

(3.43)

are also invariant under the reversal of time combined with a reflection of the momenta:
t → −t ,

p → −p .

(3.44)

In both cases, the time reversal symmetry has the following intuitive meaning: Suppose
that we capture a physical process on a film and then run that movie backwards, the
result looks again like a physically reasonable process which could be a solution of the
fundamental equations. For example, a pendulum running backward in time just looks
like a usual pendulum started with the opposite initial velocity.1
Given that time-reversal invariance is a fundamental property of isolated systems,
the only reasonable way to incorporate the time-reversal symmetry in the framework
of stochastic jump processes is to require symmetric transition rates in forward and
backward direction. This does not mean that forward and backward trajectories are
identical, but they seem to follow the same stochastic rules, i.e., the time evolution of
the probability distribution forward and backward in time are both valid solutions of
the master equation.

Gibbs postulate
The symmetry of the rates in an isolated system implies that the matrix of the corresponding time evolution operator is symmetric:
Isolated system

⇔

L = LT

(3.45)

Symmetric matrices with real-valued matrix elements always have a real spectrum of
eigenvalues. In addition, the left and right eigenvectors have exactly the same vector
components. Since hΣ| is a left eigenvector corresponding to the eigenvalue zero due to
normalization, the corresponding transposed column vector will be a right eigenvector
corresponding to the eigenvalue zero. Thus, for isolated systems, the following applies:

hΣ|L = 0

⇒

L|Σi = 0.

(3.46)

Hence for L = L T the vector |Σi behaves in the same way as the stationary state because
d
|Σi = L|Σi = 0.
(3.47)
dt
1 This fundamental time reversal symmetry stands in stark contrast to the irreversible nature of statistical

physics and thermodynamics: You can pour milk into your coffee from a jug, but the milk will not
spontaneously spontaneously jump back from the coffee into the pot. This apparent contradiction is
not yet fully explained.
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Assuming that the stationary state | Pstat i is unique, this vector already represents a
correct solution, all what is left is to normalize the vector by hΣ| Pstat i = 1, hence
 
1

|Σi
|Σi
1 1

| Pstat i =
=
=
(3.48)
 ..  .
hΣ|Σi
|Ω|
|Ω|  . 
1
This vector represents the stationary state of an isolated system in which the probability
is exactly the same for all configurations. Thus, if the system is ergodic, we know that
it will always relax into this particular state in the long time limit, independent of the
choice of the (symmetric) rates. In statistical physics this is known as the Gibbs postulate:
Gibbs postulate:
In an isolated system the probability distribution Pc (t) relaxes
for t → ∞ into a uniformly distributed stationary state Pc = 1/|Ω|
in which all configurations are equally probable.
In most textbooks this postulate is presented as a starting point. Here we have derived
the Gibbs postulate from the time reversal symmetry of the fundamental equations in
isolated systems.
As we shall see, the entire framework of equilibrium statistical physics and thermodynamics can essentially be derived from this simple postulate.

3.2.2 Second Law of Thermodynamics
In anticipation of thermodynamics, let us first mention the four main theorems that you
have already encountered in your lectures on experimental physics:
• 0. Law: Two systems exchange heat until they equilibrate at the same temperature.
• 1. Law: In closed systems the total energy is conserved.
• 2. Law: Thermal energy cannot be converted arbitrarily in other forms of energy.
The conversion is only possible if the total entropy does not decrease.
• 3. Law: It is impossible to reach the temperature T = 0.
Probably none of these axioms exists in as many different formulations as the Second
Law, which was originally discovered by Rudolf Clausius. In addition, the Second
Law is often considered to be the most fundamental one which is quite difficult to
understand. It is even argued that the Second Law is the only fundamental axiom in
physics that breaks time reversal symmetry, defining a direction of time.
From an information-theoretic perspective, however, the Second Law is fairly easy
to understand. Suppose that the system is in the configuration c0 at time t = 0. Then
our knowledge about the system can be expressed in terms of the initial probability
distribution Pc (t0 ) = δc,c0 and due to our complete knowledge the entropy is zero. Now,
if we isolate the system from the environment and leave it to itself without making any
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further measurements, then, according to the above considerations, the transition rates
will be symmetric. This means that the system will perform some kind of random walk
in its own configuration space. Since the rates are symmetric, this random motion has
no preferential direction, i.e., it will be purely diffusive. Therefore, as time proceeds, it
will become less and less clear in which configuration the system actually is, meaning
that the information needed to specify the actual configuration increases continually.
This is basically the essence of the Second Law.

Proof of the Second Law

Let us now prove this important theorem. The only assumption we will make for proving the Second Law is that the system is isolated, meaning that the rates are symmetric.
Assume that the system is described by a certain given probability distribution Pc (t)
at the time t. This probability distribution expresses our subjective ignorance which is
quantified by the Shannon entropy
H (t) = − ∑ Pc (t) ln Pc (t) .

(3.49)

c

Our aim is to show that the entropy cannot decrease with time, that is
dH (t)
≥ 0.
dt

(3.50)

In order to show this, we first differentiate Eq. (3.49) with respect to time:
dH (t)
dt

= −

d
dt

∑ Pc (t) ln Pc (t)
c

= −∑

Pc (t) d
dPc (t)
ln Pc (t) − ∑
Pc (t)
dt
c Pc ( t ) dt

= −∑

dPc (t)
d
ln Pc (t) −
Pc (t) .
dt
dt ∑
c
|
{z
}

c

c

(3.51)

=0

The second summand on the right side vanishes due to probability conservation. In the
first summand we insert the master equation, obtaining


dH (t)
= − ∑ − ∑ Lc,c0 Pc0 (t) ln Pc (t) =
dt
c
c0

∑0 Lc,c0 Pc0 ln Pc (t) .

(3.52)

c,c

In order to evaluate this expression, we insert the matrix elements (3.16) of the time
evolution operator on the right hand side:

Lc0 ,c = −wc→c0 + δc,c0 ∑ wc→c00 .
c00
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This leads us to
dH (t)
dt

= − ∑ wc0 →c Pc0 (t) ln Pc (t) + ∑ δc,c0 ∑ wc→c00 Pc0 (t) ln Pc (t)
c,c0

c,c0

c00

= − ∑ wc0 →c Pc0 (t) ln Pc (t) + ∑ wc→c00 Pc (t) ln Pc (t) .
c,c0

(3.54)

c,c00

If we now use the symmetry of the rates in the first term on the right side, we can
combine the two sums into a single one:
dH (t)
=
dt



0
0
w
P
(
t
)
−
P
(
t
)
ln Pc (t) .
c
c
∑ c→c

(3.55)

c,c0

Now comes the essential trick: In the expression on the right side we have a sum running independently over c and c0 . Thus we can simply rename the two labels by swapping c ↔ c0 :


dH (t)
= ∑ wc0 →c Pc0 (t) − Pc (t) ln Pc0 (t) .
(3.56)
dt
c0 ,c
Sorting this expression and using again the symmetry of the rates yields


dH (t)
= − ∑ wc→c0 Pc (t) − Pc0 (t) ln Pc0 (t) .
dt
c,c0

(3.57)

The trick of the proof is that we simply add the two equations (3.55) and (3.57) and
divide the result by 2. The result reads:



dH (t)
1
= ∑ wc→c0 Pc (t) − Pc0 (t) ln Pc (t) − ln Pc0 (t) .
dt
2 c,c0

(3.58)

Because of the monotony of the logarithm, both expressions in the parentheses always
have the same sign, so neither the product of the two parentheses nor the rate can
become negative. This proves that the right side of the equation is greater than or equal
to zero:
dH (t)
(3.59)
≥ 0.
dt
Thus, by assuming symmetric rates we have proven the Second Law:

In an isolated system the entropy cannot decrease.

Note: The Second Law is a statement that refers to the Shannon entropy, which is, as we
have seen, the average information H = h H i. It is important to note that it does not apply to
the individual entropy Hc (t) = − ln Pc (t) which in contrast can increase as well as decrease.
The Second Law merely states that a decrease in individual entropy is less likely than an
increase. The fluctuations of the individual entropy around the Shannon mean value is
investigated in the framework of stochastic thermodynamics, a fairly new and exciting branch
of statistical physics. In the past 20 years this has led to the so-called fluctuation theorem
which generalizes the traditional Second Law.
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3.2.3 Microcanonical ensemble
The concept of statistical ensembles
A statistical ensemble (also called statistical totality) can be
thought of as a collection of infinitely many identical systems.
Each system has its own time evolution and thus the systems
are generally in different configurations. You can visualize
an ensemble as a kind of shopping bag containing an infinite
number of identical systems in different configurations.
If we randomly take out a finite number of systems (socalled samples) from this shopping bag and examine their configuration, we will find that the relative frequency of the configurations c tends to the
probability Pc in the limit of infinitely many samples. Thus, ensembles provide a concept to encode a probability distribution.

Time average and ensemble average
The fictitious shopping bag enables us to compute mean values of random variables.
Such mean values are called ensemble averages. In practice, however, ensembles are
usually not available, instead we are dealing with a single system. Once this system is
in a stationary state, we can estimate the mean value of a random variable by repeated
measurements. Such mean values are referred to as time averages.
If the system is ergodic, that is, if all configurations are reachable by the dynamics,
it is plausible that the time averages coincide with the ensemble averages. Conversely
this equivalence can also be used to check ergodicity.

In fully ergodic systems, time averages and ensemble averages coincide.
If the system under consideration is not ergodic, the configuration space breaks up
into dynamically separated sectors. In this case the trajectory of a single system and
the associated time averages are confined to a single sector. Contrarily, the probability
distribution represented by an ensemble may well extend over several sectors.
Note: A so far unresolved puzzle concerns the timescale on which the equilibrium state is
reached. Let us for example consider an isolated system with N binary degrees of freedom
such as N spin-1/2 particles in a ferromagnet. This system can be in 2 N possible configurations. The puzzle is that the configuration space may be so large that the system is not able
to visit all configurations. Even if a microscopic jump occurs at each Planck time, which we
take here as a grossly exaggerated bound, the system can only perform a maximum of about
8 × 1060 transitions during the entire lifetime of the Universe. This seems to be a lot, but
in order to explore the entire configuration space during this time, such a system must not
have more than 1060 configurations, which limits the number of particles to N . 200. Realistic systems, however, have a much higher numbers of particles (≈ NA ), so that only a tiny
fraction of the total configuration space is actually explored during the time evolution. In
this light, it is surprising why the concept of ensembles is so successful in statistical physics.
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Isolated systems with conserved quantities – Microcanonical ensemble
The simplest ensemble that we already know is the uniformly distributed ensemble of an
isolated system in thermal equilibrium. In this ensemble all configurations are equally
probable and the entropy is maximal. The uniform ensemble represents the equilibrium
state of a fully ergodic system.
However, most physical systems do not have a fully ergodic configuration space. As already explained in Sect.
3.1.1 on page 100, symmetries and conservation laws may
decompose the configuration space into different sectors.
The most important conserved quantity we want to focus
Energy sectors
on is the energy E. In our cartoon of a Markov jump process, the conservation of energy divides the configuration space Ω into different sectors
Ω( E) of configurations with the same energy, as sketched in the figure.
If the considered system is isolated, the conservation of energy prohibits spontaneous
jumps between configurations with different energies, i.e., between different sectors of
the configuration space. Thus conservation laws do not mean freedom, they rather
constrain the possible behavior of the system. Within the current sector, however, the
Gibbs postulate is still valid, and therefore all configurations with the same energy of
an isolated system in thermal equilibrium are visited with the same probability. The
entropy is then given by the logarithm of the size of the corresponding sector:
Psstat =

1
|Ω( E)|

⇒

H ( E) = ln |Ω( E)| .

(3.60)

In statistical physics such a uniform distribution constrained to a sector of fixed conserved quantities is referred to as the microcanonical ensemble.

3.3 Multipartite systems
If there were no other physical laws than the Second Law, the world would be in fact
very boring because any closed system would end up in a completely structureless
state. This applies in particular to the largest imaginable closed system, namely, our
Universe.2 Indeed, if there were no other physical laws, this would be the end of our
lecture. But fortunately this is not yet the whole story.
There are two reasons why this is not yet the whole story. On the one hand, physical
systems usually consist of several components. In the present context these components can be considered as subsystems, and we have to understand how the subsystems
interact with their environment. On the other hand, it turns out that the most interesting part of thermodynamics is related to the existence of conserved quantities and
symmetries, and therefore it is interesting to study the impact of conserved quantities
2 This

so-called heat death of the Universe was intensively discussed at the end of the 19th century. At that
time, however, the Universe was still believed to be static, while today we know that the Universe is expanding, and in conjunction with the opposing influence of gravity it is a system far from equilibrium.
In particular human life and any kind of structure formation is a phenomenon far from equilibrium.
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and symmetries on the statistical properties of subsystems in thermal equilibrium. In
fact, thermodynamics and statistical physics do not differ from other physical theories
in that conserved quantities and the related symmetries play a key role and determine
the physical behavior to a large extent.

3.3.1 Master equation of a subsystem
Isolated systems are extremely rare in nature. In practice,
all macroscopic systems interact to some extent with their
environment. In order to be able to describe such a system
embedded in an environment, it is usually assumed that the
laboratory system under investigation is embedded into a total
system which in turn can be regarded as being closed. In
the following we would like to show that not only the total
system but also the embedded system can be described by a Markov jump process.
Suppose that the total system (denoted here by the suffix ’tot’) can be described by a
Markov jump process. The total system, which includes the laboratory system, is thus
characterized by a certain configuration space Ωtot with classical configurations c ∈ Ωtot .
Usually this configuration space is extremely large and in most cases the configurations
are not experimentally accessible. Nevertheless let us assume that in principle there
exists a probability distribution Pc (t) and that its time evolution is determined by a
gigantic set of coupled equations (see Eq. (3.4)), so to say the ultimate master equation
of the Universe:


d
Pc (t) = ∑ Jc0 →c (t) − Jc→c0 (t) .
(3.61)
dt
c0 ∈Ωtot
Here Jc→c0 denotes the probability current between the configurations c and c0 :
Jc→c0 (t) = Pc (t)wc→c0 .

(3.62)

Projection onto the laboratory system
We now consider a subsystem, denoted by the suffix ’sys’. Like the total system, this
laboratory system is characterized by certain configurations s ∈ Ωsys with certain transition rates ws→s0 . How are the configurations and transition rates of the subsystem
related to those of the total system?
First of all, it must be stated that for each given configuration c ∈ Ωtot , which describes the detailed state of the total system including the subsystem, the subsystem
will be in a unique configuration s ∈ Ωsys . Note that the converse is generally not true,
i.e., for a given configuration of the subsystem, there are usually many compatible configurations of the total system, basically because the environment has a much higher
complexity than the subsystem.
Example: Consider the light switch in your room. Obviously, if you know the complete
state of your room you will also know state of the light switch. Conversely, knowing the
state of the light switch does not tell you everything what is going on in the room.
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Figure 3.4: A subsystem is defined by a projection π, which maps every configuration c ∈ Ωtot of the entire system (left)
to a specific configuration s ∈ Ωsys of the subsystem (right). As can be seen, this divides the configuration
space of the entire system into sectors whose elements are mapped to the same s. The illustration also outlines
the example of a particular stochastic path in the overall system and the corresponding stochastic path in
the subsystem.

Thus we expect that the configuration c ∈ Ωtot of the total system system can be mapped
to the corresponding configuration of the subsystem s ∈ Ωsys by means of a projection
map
(3.63)
π : Ωtot → Ωsys : c 7→ s = π (c)
as sketched in Fig. 3.2. Obviously the map π is always surjective, but generally not
injective.

Projected probabilities and probability currents
The projection map π divides the configuration space of the entire system Ωtot into sectors π −1 (s) ⊂ Ωtot , each of them containing just those configurations which are mapped
to one and the same configuration of the laboratory system s. Therefore, the probability
of finding the laboratory system in the configuration s ∈ Ωsys is simply given by the
sum of all probabilities in the corresponding sector of the overall system, i.e.,
Ps (t) =

∑ Pc (t) ,

(3.64)

c(s)

where c(s) is a shortcut for c ∈ π −1 (s), meaning that the sum runs over all configurations c ∈ Ωtot for which π (c) = s. The same applies to the probability currents, namely,
the projected probability current Js→s0 , which flows in the laboratory system from the
configuration s to the configuration s0 , is given by the sum over all probability currents
between the corresponding sectors in the total system:
Js→s0 (t) =

∑∑

c(s) c0 (s0 )

Jc→c0 (t) =

∑ Pc (t) ∑
0 0

c(s)

wc→c0 .

(3.65)

c (s )

With these probability currents it is possible to define so-called effective transition rates
in the laboratory system, namely
ws→s0 ( t ) =

∑c(s) Pc (t) ∑c0 (s0 ) wc→c0
Js→s0 (t)
=
.
Ps (t)
∑c(s) Pc (t)

(3.66)

In contrast to the transition rates wc→c0 in the total system, which are assumed to be
time-independent, the effective transition rates may depend on time. Nonetheless,
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these effective rates can be used to describe the time evolution of the probability distribution Ps (t) in terms of an ordinary master equation of the form
d
Ps (t) =
dt

∑



J

s0 →s

(t) − J



s→s0

(t) ,

Js→s0 (t) = Ps (t)ws→s0 (t) .

(3.67)

s0 ∈Ωsys

To summarize, if the total system is described by a Markov jump process with constant
rates, we can conclude that the subsystem can also be described by a Markov jump
process, the only difference being that the rates may now depend on time.
Note: The time dependence of the rates reflects the unknown dynamics of the environment.
For example, the system could be an experiment which needs an external drive, and thus the
effective rates will of course change if this external drive runs out of fuel.
It is also worth being noted that the sectors π −1 (s) need not be ergodic for given s. For
example, if the system is a heat engine, the environment will be in one state after one cycle
of the engine even though the heat engine has cyclically returned to its initial state. In this
situation, it is even possible that the entropy in the environment increases while remaining
constant in the system.

3.3.2 Subsystem in thermal equilibrium
Let us now assume that the total system containing the laboratory system is isolated.
Thus, according to the Second Law, it will relax into an equilibrium state that is uniformly distributed. How will this uniform distribution manifest itself from the viewpoint of the laboratory system?
Assuming a uniform distribution in the total system Pcstat = 1/|Ωtot |, it can easily be
shown that the probability distribution in the laboratory system is not uniform. Instead,
according to (3.64), the stationary probabilities
Psstat =

∑ Pcstat =

c(s)

|π −1 (s)|
|Ωtot |

(3.68)

to find the laboratory system in the configuration s will be proportional to the size of
the respective sector |π −1 (s)| which corresponds to this configuration. Similarly we
can compute the probability currents in the laboratory system. Assuming a uniform
distribution Eq. (3.65) reduces to
Js→s0 =

1
wc→c0 .
∑
|Ωtot | c∑
0
0
(s) c (s )

(3.69)

Detailed balance
As soon as the total system reaches the uniformly distributed equilibrium state, the
probability currents in the total system cancel pairwise, i.e. Jc→c0 = Jc0 →c . Because of
the projection mechanism, this immediately implies that the probability currents in the
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laboratory system must also be symmetric:
Js→s0 = Js0 →s

∀s, s0 ∈ Ωsys .

(3.70)

This compensation mechanism also guarantees the stationarity of the probabilities Ps in
the subsystem 3 . Since the compensation of the probability currents takes place between
all pairs of configurations, so to say on every link of the transition network (and not only
in an effective sense between groups of configurations), this condition is referred to as
detailed balance.
A stationary state is said to obey detailed balance if all microscopic
probability currents cancel in pairs, i.e., Js→s0 = Js0 →s .
What does this condition imply for the stationary probabilities? This can be seen by
rewriting the detailed balance condition (3.70) in the form

∀s, s0 ∈ Ωsys .

Psstat ws→s0 = Psstat
0 ws0 →s

(3.71)

Since the effective rates of the laboratory system are not necessarily symmetric this
confirms that the stationary probability distribution Psstat in thermal equilibrium is not
necessarily uniform.
Detailed balance as a property of the transition rates (*)
In order to find out if a given system satisfies detailed balance or not, we first have to
calculate the stationary probabilities Psstat and then check the condition Eq. (3.71) for all
possible transitions s → s0 . However, it turns out that it is also possible to check detailed
balance without calculating the stationary probabilities. To see this we formulate a
criterion where all probabilities drop out. The claim of this criterion is the following:
Claim: An ergodic system relaxes into a detailed -balanced state if and only if, for each
closed stochastic path, the product of the rates in the forward direction equals the product
of the rates in the opposite direction.

More specifically: If every cyclic sequence of transitions
s 1 → s 2 → s 3 → . . . → s N −1 → s N → s 1

(3.72)

obeys the condition
N

∏ w s i → s i +1 =
i =1

N

∏ ws + →s
i 1

i

,

(3.73)

i =1

we can conclude that the system relaxes into a detailed-balanced state.
This criterion is interesting in so far as it reveals that the concept of detailed balance is
already encoded in the rates and does not require the explicit knowledge of the stationary probability distribution. Of course, in most cases it is virtually impossible to verify
3 Pairwise

compensation, however, is not a necessary condition for stationary probabilities, since there are
also stationary solutions of the master equation in which the probability currents rotate in a circle. One
then speaks of a non-equilibrium steady state (NESS). We will return to such situations later.
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Figure 3.5: Detailed balance criterion: For each cyclic sequence of transitions in the configuration space of the laboratory
system, the product of the forward rates (green) must be equal to the product of the rates in the backward
direction (blue). This criterion allows one to check detailed balance even without knowing the stationary
probability distribution.

the validity of Eq. (3.73) for all possible closed stochastic paths. However, the criterion
is very useful in proving that a given system does not fulfill detailed balance, simply by
constructing a suitable counterexample. That is, in order to disprove detailed balance,
we only have to find a single cyclic stochastic path for which the products of the rates
in forward and backward direction are not identical.
Proof: In order to prove the cyclic criterion (3.73) we start with writing the condition of
detailed balance (3.71) in the form of a quotient
Psstat ws→s0
=1
Psstat
0 ws0 →s

∀s, s0 ∈ Ωsys .

(3.74)

For a given cyclically closed stochastic trajectory, this equation holds on every link of the
transition cycle. Therefore, the product along the whole trajectory will be equal to 1:
N

Psstat
w s i → s i +1
i

∏ Psstat ws

i =1

i +1

i +1 → s i

= 1.

(3.75)

Here, the increment in the indices is to be understood in a cyclic sense modulo N , i.e.,
N + 1 ≡ 1. The product written above can be split into two parts, with all the stationary
probabilities canceling out in the first part:
N

Psstat
i

N

w s i → s i +1

∏ Psstat ∏ ws

i =1

i +1

i =1

i +1 → s i

= 1.

(3.76)

| {z }
=1

This completes the proof in forward direction. For the opposite direction of the proof, use
the above formula for every closed stochastic trajectory in configuration space.

Stationarity versus equilibrium
In this lecture we often use the notions of stationarity and equilibrium. It is important to
note that both the terms have a different meaning:
• A probability distribution Ps (t) is called stationary if and only if it is independent
of time. For a stationary probability distribution we will use the notation Psstat .
• A system is said to be in thermal equilibrium (or short: in equilibrium) if it is stationary and in addition fulfills the condition of detailed balance.
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Therefore equilibrium is significantly stronger than stationarity. On a formal level this
difference manifests itself on the right hand side of the master equation
d
Ps (t) =
dt

∑



J

s0 →s

(t) − J

s→s0

(t)



(3.77)

s0 ∈Ωsys

in the following way: Stationarity means
that the time derivative on the left-hand
side vanishes, requiring that the sum on the
right hand side equals zero. However, the
individual summands may not be equal to
zero, only the sum has to vanish. Detailed
balance is a much stronger condition that requires that not only the total sum, but every
single summand on the right-hand side vanishes identically.
In an isolated system, the probability distribution becomes eventually uniform and
thus the entropy approaches its maximal value H = ln |Ω|. In contrast, in a system that
is embedded into a larger system, the probabilities in thermal equilibrium, as we have
seen, are generally not uniformly distributed. Although in this case the entropy of the
total system becomes maximal, this will generally not apply to the embedded system,
i.e. generally the entropy of the laboratory system will not be maximal. However,
as we will see, it is possible to define other thermodynamic potentials for the laboratory
system that are extremal in equilibrium. An example of this is the free energy, as will be
discussed in the following section.

3.4 Canonical Ensemble
So far we have introduced the concept of a laboratory
system which is embedded in a total system. In order to understand thermostatics and thermodynamics, we now have to go one step further. As we will
see below, thermodynamics is mainly concerned with
the question how the laboratory system interacts with
its environment. Here the term environment stands for
everything except the system, i.e., the environment is
basically the complement of the laboratory system. To
distinguish these parts, we will from now on use the abbreviations ’tot’, ’sys’, and ’env’:
• ’tot’: Total system (the entire Universe)
• ’sys’: System to be investigated (laboratory system)
• ’env’: Environment (everything except laboratory system)
Later we will see how the concept of the environment can be implemented on the level
of microscopic configurations. Before doing this, let us briefly summarize the standard
approach to systems in equilibrium with external reservoirs.
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Figure 3.6: Sketch of two systems exchanging energy. The total system consisting of the two subsystems is considered
as isolated. Heat flows from the warm to the cold system until both have the same temperature.

Exchange of conserved quantities between subsystems
Let us now consider two systems A and B connected by a thermal bridge (see Fig. 3.6)
which allows them to exchange energy. It is assumed that the two systems are only
weakly coupled and that the thermal bridge itself does not contribute to the energy and
the entropy of the total system. For example, such a thermal bridge could be modeled
as a thin wire made of copper.
Since the total system can be considered as isolated, the total energy
E = E A + EB

(3.78)

is conserved while E A and EB may fluctuate due to energy exchange.
On the microscopic level the energy exchange can be explained as follows. As we
have seen in Sect. 3.2.3 on page 119, the energy conservation divides the configuration
space of a subsystem into sectors of configurations with the same energy. In order to
exchange energy via the thermal bridge, subsystem A has to jump from one energy
sector to another, changing its energy by ∆E A . At the same time, the system B also has
to jump to a different sector in such a way that ∆EB = −∆E A , ensuring that the total
energy is conserved.
Since the thermal bridge itself is assumed to be small so that it does not contribute to
the entropy, the total entropy can be written as the sum of the partial entropies:
H = H A + HB .

(3.79)

Assuming the total system to be isolated, the Second Law tells us that it will relax into
an equilibrium state in which the entropy H = log2 |ω | is maximal and thus constant.
However, even in thermal equilibrium the two subsystems continue to exchange energy
with each other. As a result, both the energies E A , EB and the entropies H A , HB will
fluctuate around the mean values, with the fluctuations on both sides being exactly
opposite so as to preserve the total energy and the total entropy:

H = H A + HB = const
⇒
∆H A = −∆HB and ∆E A = −∆EB .
(3.80)
E = E A + EB = const
In principle each of the subsystems is characterized by discrete energy levels with associated entropies. However, if the subsystems are sufficiently complex, the energy levels
will be so dense that we may effectively regard the entropies H A ( E A ) and HB ( EB ) as
continuous functions of the corresponding energy. With this assumption, the differen-
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tial relations dE A = − dEB and dH A = − dHB imply that
∂H A
∂HB
=
.
∂E A
∂EB

(3.81)

This implies that in the stationary state of the total system, the partial derivative
1
∂H
= β :=
T
∂E

(3.82)

is identical on both sides. Here T is what we call the temperature of the system. Thus we
can interpret temperature as the amount of energy needed to gain information.
Remember: Because of the maximization of the total entropy and the conservation of energy the fluctuations are always opposite on both sides, i.e. dH A = − dHB and dE A =
− dEB . If we now „divide“ the first equation by the second one, we obtain dH A / dE A =
dHB / dEB . This suggests that the value of the derivative has to be the same on both sides.

To summarize, the inverse temperature β can be understood as the change in information caused by a change in energy. Or, in other words, the inverse temperature tells us
how much the logarithm of the actual sector size increases when we add energy to the
system. The above arguments have shown that two systems in contact via a thermal
bridge exchange energy until the temperature on both sides coincides.

About the unit of temperature:
In everyday life, we measure temperatures in physical units such as Kelvin, Celsius and Fahrenheit. From a
more fundamental point of view, however, the introduction of an independent unit for temperature is absolutely superfluous. Since temperature is
defined as the derivative of the energy with respect to the information, it
would be natural to measure it in the SI units [ T ] = Joule / bit. But since
the information-theoretic interpretation was initially unknown, the founding fathers of thermodynamics introduced an independent ad-hoc unit for
the temperature called Kelvin. The price you pay for a superfluous unit is
the necessity of another superfluous conversion factor, which is the wellknown Boltzmann constant
k B = 1.380649 · 10−23 J/K.
The Boltzmann constant plays a similar role as the vacuum permeabilities e0 , µ0 in electrodynamics, which can also be considered as an historical accident. But admittedly, it
would be somewhat strange to specify the daytime temperatures in the weather report
in electronvolt per kilobyte.

Illustrative interpretation: To understand the meaning of the partial derivative β =
∂H
∂E , let us compare the situation with two economies, such as the crude oil markets in
Rotterdam and New York (see Fig. 3.7). The traders who work there are not interested
in oil as such, they may never have seen a single barrel of crude oil in their lives, they
are only interested in making money. In order to make money, they trade oil, which is
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Figure 3.7: Equilibration of financial markets (see text).

(apart from production and consumption) a conserved quantity. The decisions of individual traders are random, but on average the behave in an economically reasonable
way. For example, if oversupply exists in Rotterdam, then the oil is preferably exported
from Rotterdam to New York. This results in a directional current of oil in one direction,
accompanied by a flow of money in the opposite direction.
The basic economic theories tell us that this directional exchange of oil continues until
the markets on both sides reach a steady state where the price (measured in $ per barrel)
β=

∂$
∂ barrel

coincides on both sides. Even in this equilibrium state the traders continue to exchange
oil, causing fluctuations between the two markets, but there will no directed net flow
in one direction.
In statistical physics the situation is very similar. The subsystems are not interested
in energy as such, they only want to make entropy. To maximize entropy for mutual
benefit, energy is exchanged across the thermal bridge, which can result in a directional
flow of energy. This heat flow will continue until energy is traded on both sides at the
same price (measured in terms of entropy per energy), and this price is just the inverse
temperature.
The analogy with the economic equilibrium is also helpful to better understand the
intuitive meaning of ’hot’ and ’cold’. A hot system has a lot of energy and can offer
it for a very reasonable price. Conversely, a cold system has only little energy, so it is
willing to pay a high price for it. This results in a directed energy flow from the hot to
the cold system, which continues until the price of energy on both sides assumes the
same value.

Summary: Interpretation of temperature:
The quantity β = 1/T can be interpreted as the price at which the system offers energy in
return for entropy, where entropy plays the role of the currency. Hot systems own a lot of
energy and can offer it at an affordable price. Contrarily, cold systems have only little energy
and are willing to pay a lot of entropy.
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3.4.1 Energy conservation and the Helmholtz free energy
Heat baths and free energy
If one of the two systems is so small that it cannot significantly influence the price of
the traded conserved quantity, the larger of the two systems is denoted as a reservoir. In
particular, if the conserved quantity is the energy, such a reservoir is called a heat bath.
In the following we will again use the indices ’sys’ for the laboratory system and ’env’
for the environment which is now considered to be a thermal reservoir.
A heat bath has the property that it can offer energy at a fixed price β = 1/T, meaning
that a heat bath is solely characterized by a given constant temperature T env . This constant temperature allows us to relate energy changes and entropy changes by means of
the Clausius relation without knowing the specific physical realization and the internal
structure of the heat bath:
dEenv = T env dH env .
(3.83)
Since energy is conserved and T env = const, the differential change of the system energy
is given by
(3.84)
dEsys = − dEenv = − T env dH env .
This allows us to integrate this relation on both sides:4
Esys = const − T env H env .

(3.85)

We now insert this expression into the definition of the so-called Helmholtz free energy
Fsys = Esys − T env H sys

(3.86)

which is usually written as F = U − TS in most textbooks. As one can see immediately
the Helmholtz energy is related to the entropy of the total system by
Fsys = const − T env ( H sys + H env ) = const − T env H tot .

(3.87)

As you can see on the right side of the equation, Fsys depends linearly on the entropy of
the total system. Thus, because of the negative sign in the definition, maximizing the
total entropy is equivalent to minimizing the free energy Fsys .
Thus the Helmholtz free energy, which is often presented as a new and independent
fundamental quantity of thermodynamics, is essentially nothing but the entropy of the
total system rewritten in a different form. One could also say that the definition of free
energy is a kind of formal trick that allows one to express the entropy of the total system
(laboratory system plus heat bath) as if it was a property of the laboratory system itself.
In other words, it is a formal trick that integrates the influence of the heat bath in the
description of the system. Therefore, we should never forget that the concept of free
energy tacitly assumes that the laboratory system is exchanging energy with an external
heat bath.
4 When

integrating such a relation one has to be careful. On the one hand, such an integration is only
allowed if the differentials on the two sides are so-called exact differentials. On the other hand, it is by
no means clear whether one can integrate the the right hand side in such a way that we obtain a finite
entropy of the heat bath.
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Figure 3.8: Physical system in contact with a heat bath at constant temperature, exchanging both energy and entropy.

Summary: Physical meaning of the free energy:
The free energy F is nothing but an alternative way to write the entropy of the whole system
(up to a total minus sign and a constant) in the form of a single thermodynamic potential. The
free energy can thus be understood as a trick to express the influence of the heat bath in a
convenient as if it was a property of the laboratory system itself. However, this does not
create a new kind of Second Law.

Individual and mean free energy
After motivating the Helmholtz free energy intuitively, we now want to define this
quantity more precisely. First of all, let us recall that for each configuration s ∈ Ωsys
the laboratory system has a well-defined individual energy Es . Further, for the sake
of simplicity, let us assume that these energies are non-degenerate, so that each value
of Es can be associated with a unique configuration s. In addition, let us assume that
the heat bath, when supplied with energy, virtually instantaneously goes into a new
equilibrium state, so that it always responds to an energy change with a well-defined
change in its own entropy according to the Clausius relation
∆H env = βenv ∆Eenv .

(3.88)

Therefore, when the laboratory system jumps from s → s0 , the energy and the entropy
in the environment instantaneously change as follows:
∆Esenv
→s0
∆Hs→s0
env

= −∆Essys→s0 = Essys − Essys0
= βenv ( Essys − Essys0 ) .

(3.89)
(3.90)

Consequently we can assume that in thermal equilibrium the entropy in the environment is a well-defined function of the system configuration s:
Hsenv = const − βenv Essys .

(3.91)

This allows us to express the entropy of the total system solely in terms of the configuration s of the laboratory system:
Hstot = const + Hssys − βenv Essys .
|
{z
}

(3.92)

sys

= − βFs

This enables us to define the individual free energy of the system in the configuration s:
Fssys := Essys − T env Hssys .
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In this way, every configuration s ∈ Ωsys of the laboratory system is assigned its own
free energy Fssys . The usual textbook definition of free energy is obtained by averaging
over all configurations of the laboratory system with the corresponding probabilities:
Fsys = h Fssys i = h Essys i − T env h Hssys i = E − TH .
| {z }

(3.94)

=h Ei=U

In thermodynamics, the mean energy Esys = h Ei it is also referred to as the internal
energy of the laboratory system, often denoted by U. As we have seen, minimizing the
mean free energy is equivalent to maximizing the mean total entropy h H tot i.
Summary: Individual free energy:
As in the case of entropy, where we distinguish between an individual entropy Hs and a
mean entropy H, we can also consistently define an individual free energy Fs for each configuration s ∈ Ωsys and a mean free energy F as long as the environment it is assumed to
instantaneously relax into an equilibrium state.

Microscopic interpretation of laboratory system and environment
In order to understand how the environment can be implemented in the formalism introduced above, it is important to realize that the environment itself is also a subsystem
of the total system on the same footing as the laboratory system. Like the laboratory
system, the environment is characterized by certain configurations e ∈ Ωenv together
with (possibly time-dependent) effective transition rates we→e0 . In particular we now
have two projections, namely,
πsys : Ωtot → Ωsys : c 7→ s = π sys (c)
πenv : Ωtot → Ωenv : c 7→ e = π env (c).

(3.95)

This alone does not yet guarantee that the environment is the complement of the laboratory system. Complementarity requires that the configuration c ∈ Ωtot of the total
system can be specified in terms of the configurations s and e. More specifically, the
configurations c have to be in one-to-one correspondence with the ordered pairs (s, e),
meaning that
c ≡ (s, e) , Ωtot = Ωsys × Ωenv .
(3.96)
Moreover, we have to implement the conserved quantities, which divides the configuration spaces into sectors denoted by Ωsys ( Esys ), Ωenv ( Eenv ), and Ωtot ( Etot ). These sectors
are related by




[
−1
−1
Ωtot ( Etot ) =
πsys
Ωsys ( Esys ) ∩ πenv
Ωenv ( Eenv )
Esys + Eenv = Etot

=

[





−1
−1
πsys
Ωsys ( Esys ) ∩ πenv
Ωenv ( Etot − Esys ) .

(3.97)

Esys

A simple example of this construction is shown in Fig. 3.9, where all elements belonging
to Ωtot ( Etot ) for Etot = 7 are marked by green dots.
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Figure 3.9: Example of a subsystem embedded in the environment. The system shown here can be in four possible states
with the energy Esys =1,2,3 while the environment can be in six possible states with the energy Eenv =4,5,6.
The total system is characterized by specifying the configuration of the system and the environment, hence
it can be in 4 × 6 = 24 possible configurations. The green bullets mark the sector in which the total energy
Etot , which is a conserved quantity, equals 7. The hatched fields mark all configurations which are associated
with a particular s ∈ Ωsys .

Boltzmann factors
Let us now compute the probability Psstat to find the laboratory system in the configuration s. Since the Gibbs postulate tells us that all configurations c ∈ Ωsys of the total system are equally probable in thermal equilibrium, this probability will be proportional
to the number of corresponding configurations c ∈ Ωtot which obey the constraint of
energy conservation:
o
n
(3.98)
Psstat ∝ c ∈ Ωtot πsys (c) = s ∧ Eπsyssys (c) + Eπenvenv (c) = Etot .
For example, if we consider the third configuration of the laboratory system in Fig. 3.9,
there are two corresponding configurations of the total system marked by the hatched
region. Obviously there are exactly as many states in this region as there are states
e ∈ Ωenv in the environment satisfying Eeenv = Etot − Essys , hence
Psstat ∝ Ωenv ( Etot − Essys ) .

(3.99)

Since the entropy of the environment is nothing but the logarithm of the size of the
sector, we have
sys
env
tot
Psstat ∝ e H (E −Es ) .
(3.100)
However, the laboratory system is very small compared to the environment, meaning
that Esys  Etot , hence we may Taylor-expand the expression in the exponent. Again we
encounter a derivative of the entropy with respect to the energy, whereby the temperature of the heat bath comes into play:


∂H env sys
sys 2
E
+
O
(
E
)
.
Psstat ∝ exp H env ( Etot ) −
s
s
env
|∂E
{z }

(3.101)

= βenv

The zeroth order of the expansion amounts to a constant prefactor which can be absorbed in the proportionality constant. Consequently, neglecting higher orders we get
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to the following expression for the probabilities:


Psstat ∝ exp − βenv Essys

(3.102)

This probability distribution still needs to be normalized by the normalization factor
Z ( β) =

∑

e− βEs .

(3.103)

s∈Ωsys

Hence the stationary probabilities are given by

Psstat =



1
exp − βEs .
Z ( β)

(3.104)

The exponential factor e− βEs is the so-called Boltzmann factor or Boltzmann weight, which
(up to normalization) is the statistical weight of finding a specific configuration s in a
system in contact with an external heat bath of temperature T = β−1 . In thermodynamics, this probability distribution is referred to as the so-called canonical ensemble.

In the canonical ensemble (system in contact with a heat bath),
each configuration s occurs with the probability Psstat = Z(1β) e− βEs .

In order to understand the Boltzmann factors intuitively let us recall the analogy of
pricing on a free market: if the laboratory system is cold, that is, energy is expensive and
therefore configurations with high energy are exponentially suppressed. Contrarily, if
energy is very cheap (β → 0, T → ∞), all configurations will be occupied with the same
probability.
The Boltzmann weights show that low-energy configurations are always more likely.
In particular, the lowest energy configuration, the ground state of the system, is the most
probable one. An example is the so-called Maxwell-Boltzmann distribution (not to be
confused with the Boltzmann weights):

p(v) = 4π

m
2πk B T

3/2

mv2
v exp −
2k B T
2



which describes the velocity distribution of particles in an
ideal gas. As can be seen, small velocities (low energies)
are unlikely. This is not in contradiction with the statement
that the probability of individual configurations is maximal for minimal energy, the reason being that the number of configurations per energy interval (the density of
states) increases rapidly with energy. Thus, although the
probability of individual always decreases with energy in
the canonical ensemble, their density may increase more
rapidly.


,

Maxwell-Boltzmann velocity distribution,
not to be confused with Boltzmann factors.
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3.4.2 Partition sum
The normalization factor Z ( β) occurring in the stationary probabilities (3.104) is denoted as the partition sum (Zustandssumme) of the system. The partition sum depends
on the structure of the configuration space Ωsys , the associated energies Essys , and on the
temperature of the heat bath T env = β−1 . Remarkably, the partition sum has a physical
significance that goes far beyond that of a normalization factor. In fact, as we will see
in the following, the partition sum can be used as a moment-generating function. The
partition sum thus carries all the information about the moments and the cumulants of
the corresponding conserved quantity.

Moments of the energy in the canonical ensemble
First of all let us recall the definition of the moment-generating function. Since the
system under consideration exchanges energy with the environment, the energy Es can
be interpreted as a fluctuating random variable. According to Sect. 1.3.2 on page 32 we
define the corresponding moment-generating function
ME (t) = hetEs i ,

(3.105)

where the angle brackets denote the averaging over Boltzmann weights according to
the canonical ensemble:
ME ( β, t) =

∑

s∈Ωsys

Psstat etEs =

1
e− βEs +tEs .
Z ( β) s∈∑
Ωsys

(3.106)

The moments of energy distribution can then be determined from this function in the
usual way by computing the k-th derivative:
mk = h Esk i =

∂k ME ( β, t)
∂tk

t =0

.

(3.107)

Partition sum interpreted as moment-generating function
A peculiarity that is not self-evident but often encountered in statistical physics and
thermodynamics, is that the exponential term in the moment-generating function is
formally identical to the Boltzmann weight if we rename t ↔ − β. This means that
taking a partial derivative with respect to t, except for a minus sign, has exactly the
same effect as taking a partial derivative with respect to the inverse temperature β. For
this reason, one does not need to introduce a separate parameter t for the momentgenerating function, but one can directly calculate the derivative of the partition sum
with respect to β. In this way, the partition sum itself can be considered as a momentgenerating function. However, after computing the derivative you cannot simply set
β = 0, since this parameter carries the meaning of the temperature and has to stay at
this value:
k
∂k ME ( β, t)
1
k ∂ Z ( β)
mk =
=
(−)
.
(3.108)
Z ( β)
∂tk
∂βk
t =0
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In fact, if we compute the k-th partial derivative with respect to β we get:

(−)k

k
∂k Z ( β)
k ∂
=
(−)
∂βk
∂βk

∑

e− βEs =

s∈Ωsys

∑

s∈Ωsys

Esk e− βEs .

(3.109)

Thus, in order to to calculate the moment h Esk i, we only have to normalize this expression by the partition sum, i.e.
mk = h Esk i =

(−1)k ∂k
Z ( β) .
Z ( β) ∂βk

(3.110)

In particular, the mean energy (or inner energy) of the system U = E = h Es i, which also
occurs in the definition of free energy, is given by

h Es i = −

1
∂
∂
Z ( β) = −
ln Z ( β) .
Z ( β) ∂β
∂β

(3.111)

Please note again that in the present case the parameter β (in contrast to the parameter t
in the ordinary moment-generating function) must not be set to zero after taking the
derivative, instead it has to be set to the inverse temperature β = 1/T of the heat bath.

Logarithm of the partition sum as a cumulant-generating function
In Sect. 1.3.4 on page 35 we have seen that the so-called cumulants, which can be expressed as linear combinations of moments, usually have a more significant mathematical meaning than the moments. We therefore expect that the cumulants of the fluctuating energy are also more significant in their physical meaning than the corresponding
moments.
As we have seen above, the cumulants can be obtained by differentiating a cumulantgenerating function, which is simply defined as the logarithm of the moment-generating
function:
KE (t) = ln ME (t) .
(3.112)
The cumulants are then given by
κk =

∂k KE (t)
∂tk

t =0

.

(3.113)

Here, too, we would like to obtain these cumulants directly from the partition sum,
without defining an extra cumulant-generating function. To this end it seems to be
natural to compute the derivative of the logarithm of the partition sum with respect
to β. In fact, it is easy to show that the first and the second derivative give
1 ∂Z ( β)
= −h Ei = −κ1 ,
(3.114)
Z ( β) ∂β

2
∂2
1
∂Z ( β)
1 ∂2 Z ( β )
ln
Z
(
β
)
=
−
+
= h E2 i − h E i2 = +κ 2 .
∂β2
Z ( β )2
∂β
Z ( β) ∂β2
∂
ln Z ( β) =
∂β
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In general one can show (here without proof) that the k-th cumulant of the fluctuating
energy is given by
κk = (−1)k

∂k
ln Z ( β) .
∂βk

(3.115)

In particular, the mean value and the variance of the energy are given by
∂
ln Z ( β)
∂β

(3.116)

∂2
ln Z ( β) .
∂β2

(3.117)

h Ei = −
Var( E) =

Again we have to take care that β is not set to zero after taking the derivative but to the
inverse temperature of the heat bath.

Free energy as cumulant-generating function
The Helmholtz free energy (cf. Sect. 3.86 on page 129), which is the thermodynamic
potential in the canonical ensemble, also plays a key role in terms of cumulants. To
understand this, we first calculate the mean entropy of the laboratory system in the
canonical ensemble:

hHi = −

∑

s∈Ωsys

= −

1
Z ( β)

e− βEs
e− βEs
ln
∑ Z ( β) Z ( β)
s∈Ωsys


e− βEs (− βEs − ln Z ( β) = ln Z ( β) + βh Ei .

Psstat ln Psstat = −

∑

(3.118)

s∈Ωsys

This expression can be reorganized as follows
ln Z ( β) = h H i − βh Ei ,
which means that

h F i = h Ei − T h H i = −

1
ln Z ( β)
β

(3.119)

(3.120)

or in short

F = − T ln Z

(3.121)

or, in physical units, F = −k B T ln Z. Up to a factor, the free energy is therefore given
by the logarithm of the partition sum. Thus, the free energy is not only the relevant
thermodynamic potential, which is minimal in equilibrium with an external heat bath,
but it also assumes the key role of a cumulant-generating function for fluctuations of
the corresponding conserved quantity, namely the energy:

h Ei =

∂
βh F i
∂β

Var( E) = −

∂2
βh F i .
∂β2
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Moreover, it is possible to express the mean entropy in terms of the free energy. To see
this we compute
β2

∂
1
∂
h F i = β2 2 ln Z − β ln Z ( β) = ln Z ( β) + βh Ei
∂β
β
∂β

so that

h H i = β2

∂h F i
∂h F i
= −
.
∂β
∂T

(3.124)

(3.125)

Note: Apparently the above relation can also be obtained by differentiating the usual defi∂F
nition of the free energy F = E − TH with respect to T, giving ∂T
= − H. In this context it is
often forgotten that on the right side, both the inner energy E = h Ei and the entropy H also
depend on T, meaning that the product rule has to be applied in the right term. However, it
turns out that the resulting terms compensate and drop out.

Heat capacity and the fluctuation dissipation theorem
The heat capacity C of a physical system is defined as the differential change of its mean
energy caused by an infinitesimal change of temperature:
C =

∂h Ei
∂T

(3.126)

Note: In textbooks this definition of heat capacity corresponds to CV , i.e., the total heat
capacity of the total system at constant volume. Since we have not yet introduced the concept
of volume at this point, we will for the time being suppress this index. Moreover, we note
that the total heat capacity must not be confused with the specific heat capacity c with a small
letter, where one additionally divides by the volume or the number of particles
∂
Since Var( E) = − ∂β
h Ei, we immediately get the fundamental relation

C = k B β2 Var( E) .

(3.127)

The physical meaning of this important equation is as follows: the heat capacity, which
is defined as the response of the system’s mean energy to a change in the temperature
of the heat bath, is of the same magnitude as the fluctuations of the energy around its
mean. This is the key message of the so-called fluctuation dissipation theorem.
Note: This fluctuation dissipation theorem can again be illustrated by the behavior of a
market participant. Consider a dealer who owns a farm of oil tanks. If the oil price is high
(low temperature) he will sell his oil on the market, thus reducing his stock, while he will
replenish his stocks at a low oil price (high temperature). The heat capacity is a measure of
how much the trader reacts to a price change, i.e., to what extent he adjust his stocks to a
price change. When the heat capacity is high, he is likely to react with hectic purchases and
sales even at small price changes, so that the price fluctuations prevailing in the market have
a strong impact on his stocks. If, on the other hand, the trader sees no prospect of profit on
small price changes, he will not trade, and the fluctuations will be correspondingly low.

Because of this relationship, the heat capacity is nothing more than the second cumulant
of the associated conserved quantity. By elementary algebra it can be shown that the
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h Ei
Var( E)
H
C

β, ln Z
∂
− ∂β
ln Z

β, F
∂
∂β βF
∂2
− ∂β
2 βF
∂
2
β ∂β F
∂2
− β2 ∂β
2 βF

∂2
ln Z
∂β2
∂ 1
2
− β ∂β β ln Z
∂2
β2 ∂β
2 ln Z

T, ln Z
∂
T 2 ∂T
ln Z

T, F
∂ 1
− T 2 ∂T
TF

∂ 2 ∂
T ∂T ln Z
T 2 ∂T

∂
− T 3 ∂T
2F
∂
− ∂T F

∂
∂T T ln Z
∂ 2 ∂
∂T T ∂T ln Z

2

2

∂
− T ∂T
2F

Table 3.2: Converting β ↔ T: Summary of the expressions for the mean energy, its variance, the entropy

and the capacity expressed in terms of β and T as well as with respect to ln Z and F. In SI units
the entropy and the heat capacity have to be multiplied by k B .

heat capacity can be expressed in terms of the partition sum by
C = k B β2

∂2
∂
∂
ln Z = k B T 2
ln Z .
2
∂β
∂T ∂T

(3.128)

Similarly we can express the heat capacity in terms of the free energy:
C = − k B β2

∂2
∂2
β
h
F
i
=
−
k
T
h Fi .
B
∂β2
∂T 2

(3.129)

Remark: May be you remember from your experimental courses that one distinguishes
CP and CV , depending on whether the heat capacity is measured at constant pressure or
constant volume. However, this requires to deal with a system where particles or volume
can be exchanged with the environment. In the present setting, we only exchange energy
with the environment, there is no notion of volume and pressure so far. However, in an
experiment this situation usually corresponds to keeping the volume constant. So we may
think of C = CV .
∂E
Remark: What is funny about the heat capacity: its unit! Since C = ∂T
and T −1 = ∂H
∂E , the
heat capacity has the same unit as the entropy, hence it is an information-theoretic quantity
measured in bit.

Converting β ↔ T
Although the parameter β in the canonical ensemble is much more natural than its
inverse, most practical applications use the temperature T = 1/β because of its direct
intuitive meaning. For this reason one has to be able to switch between formulas in
terms of β and formulas in terms of T. In switching between the two notations, not
only β has to be replaced by 1/T, but also the partial derivatives have to be transformed
appropriately. As one can easily show by means of the chain rule, the corresponding
conversion rules read
∂
∂
∂
∂
= −T2
,
= − β2 .
(3.130)
∂β
∂T
∂T
∂β
These conversion rules can be memorized more easily in the form
β

∂
∂
= −T
.
∂β
∂T
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Figure 3.10: Two-level system with energy levels E0 = 1 and E1 = 2: Normalized occupation probabilities P0 and P1 as
a function of the temperature T.

Using these conversion rules the mean value and variance of the energy can be expressed as
∂
∂ 1
ln Z = − T 2
h Fi
∂T
∂T T
∂
∂
∂2
Var( E) = T 2 T 2
ln Z = − T 3 2 h F i .
∂T ∂T
∂T

h Ei = T 2

(3.132)
(3.133)

For convenience a list of the most important quantities expressed in different representations can be found in Table 3.2.

3.4.3 Applications of the canonical ensemble
Two-level system
As one of the simplest examples, let us consider a so-called two-level system. A two-level
system has only two states, namely, a ground state with energy E0 and an excited state
with energy E1 . Both energy levels are separated by an energy gap
∆E = E1 − E0 .

(3.134)

Examples include primarily quantum-mechanical spin- 12 systems. But there exist also
various other realizations where the two lowest-lying states of a quantum system are
close to each other while all other states have an energy much higher than k B T above
the ground state. In this case these higher levels are never populated by thermal excitations so that the system can be approximately treated as a two-level system. Two-level
systems also play an important role in the context of possible experimental realization
of quantum computers because they naturally represent so-called qubits.

Partition sum and free energy
The partition sum of a two-level system in a canonical ensemble is given by


Z ( β) = e− βE0 + e− βE1 = e− βE0 1 + e− β∆E .
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The two levels are occupied with the probabilities
P0 =
P1 =

1 − βE0
1
e
=
Z
1 + e− β∆E
1 − βE1
e− β∆E
e
=
Z
1 + e− β∆E

(3.136)

which add up to 1. These two probabilities are shown in Fig. 3.10 as functions of the
temperature. As one can see, the probability of the first excited state P1 is always smaller
than the probability of the ground state. The only exception is T = ∞ (β = 0), where
all levels are occupied with the same probability. On the other hand, in the limit T →
0 ( β → ∞), the two probabilities tend to P0 → 1 and P1 → 0, so for zero temperature
the system is expected to be ’frozen’ in the ground state.
Knowing these probabilities we can easily write down the mean energy:

h Ei =

E0 e− βE0 + E1 e− βE1
.
e− βE0 + e− βE1

(3.137)

The blue curve in the left panel of Fig. 3.11 illustrates how this expectation value depends on temperature. As expected, for zero temperature the system is in its ground
state with the energy E0 while in the limit T → ∞ the expectation value tends to
( E0 + E1 )/2 since both levels are occupied with the same probability.
The entropy of the system is given by the Shannon entropy of the two probabilities
P0 and P1 . Applying Eq. (3.118) we obtain the expression (see right panel of Fig. 3.11)


1
H sys = − ∑ Pi ln Pi = ln e− βE0 + e− βE1 + βh Ei

(3.138)

i =0

and therefore the free energy is given by

1
1 
h F i = h Ei − h H i = − ln e− βE0 + e− βE1 ,
β
β

(3.139)

which is shown as a green line in the left panel of Fig. 3.11.
The absolute heat capacity
C = CV = −k B β2

k B β2 (∆E)2
∂3
β
h
F
i
=
1
1
∂β2
e+ 2 β∆E + e− 2 β∆E

(3.140)

as shown in the right panel of Fig. 3.11. As can be seen, the heat capacity of the system
tends to zero in both limits T → 0 and T → ∞ and becomes maximal when the thermal
bath temperature k B T is compatible with the system’s energy gap ∆E.

3.4.4 Maximum entropy principle
In Sect. 3.4 on page 126 we derived the canonical ensemble, in which we considered
the compound consisting of laboratory system and environment as a closed system
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Figure 3.11: Two-level system with energies E0 = 1 and E1 = 2. Left: Internal energy E = h Es i (blue) and free energy
F = h Fs i (green) as functions of the temperature. Right: Entropy (blue) and heat capacity (orange) as
functions of the temperature.

subjected to the Gibbs postulate. The maximization of the total entropy in combination
with conservation of energy then directly leads to the Boltzmann weights.
An interesting alternative approach is the maximum entropy principle. It states that
the equilibrium state of any system can be characterized by maximizing its entropy
under the constraint that the expectation values of the exchanged conserved quantities
are fixed. In other words, the canonical ensemble is obtained by maximizing the system
entropy H sys under the constraint that the mean energy h Es i is fixed at a given value Esys .
This fixed mean value is essentially given by the temperature of the heat bath.
Solving this problem amounts to solving a variational problem in the presence of
constrains. In our case we would like to maximize the entropy
H sys = −

∑

Ps ln Ps .

(3.141)

s∈Ωsys

under the constraint of a fixed energy expectation value
Esys −

∑

Ps Es = 0.

(3.142)

s∈Ωsys

Furthermore, the variation has to be carried out in such a way that the probabilities
always remain normalized. This leads to the additional constraint
1−

∑

Ps = 0.

(3.143)

s∈Ωsys

To solve this problem we have to apply the method of Lagrange multipliers.
Remember: The method of the Lagrange multipliers works as follows. Let f ( x1 , . . . , x N ) be
a function that you would like to minimize (maximize). This means that we are looking for
a solution of the system of equations
∂ f /∂x j = 0
for all j = 1 . . . N. In addition, the variables xi are constrained by M equations
h k ( x1 , . . . , x N ) = 0

k = 1, . . . , M,

so that they can not be varied independently of each other. In fact, in this case we would have
N + M equations with N unknowns so that the system of equations is overdetermined. To
make it solvable, we introduce M additional unknowns λk , which are referred to as Lagrange
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multipliers. One then defines the function
∂L
= 0,
∂xi

i = 1, . . . , N

∂L
= 0,
λ = 1, . . . , M
∂λk
The second set of equations reproduces the constraints, the first one the original extreme
value task. In the context of classical mechanics with constraints, the multipliers can be interpreted as being related to the strength of the force needed to keep the system constrained.

Applying the method of Lagrange multipliers we define the function




L({ Ps }; λ, µ) := − ∑ Ps ln Ps + λ Esys − ∑ Ps Es + µ 1 − ∑ Ps
s∈Ωsys

s∈Os

(3.144)

s∈Ωsys

and differentiate it with respect to its parameters. For the derivatives with respect to
the probabilities we obtain
∂L
= − ln Ps − 1 − λEs − µ = 0
∂Ps

(3.145)

Ps = e−1−µ−λEs .

(3.146)

with the solution

The partial derivatives with respect to λ and µ just reproduce the constraints (3.143)
and (3.141). If we insert the solution given above back into the constraints, we can
determine the multipliers λ and µ. For µ we get

∑

Ps =

s∈Ωsys

∑

e−1−µ−λEs

⇒

µ = −1 + ln

s∈Ωsys

hence
Ps =

e−λEs
Z (λ)

∑

e−λEs ,

(3.147)

s∈Ωsys

mit

Z (λ) =

∑

e−λEs .

(3.148)

s∈Ωsys

As can be seen easily at this point, the multiplier λ is nothing but the reciprocal temperature:
1
λ=β= .
(3.149)
T
In this way, the canonical ensemble can be derived in an alternative way by an extremal
principle with constraints.
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4 Thermostatics
In this Chapter we are going to consider systems which have a large number of degrees
of freedom. The prime example is a gas in a cylinder which comprises about NA ≈
6 × 1023 particles. If such a system is coupled to an external reservoir such as a heat bath,
we will assume that the reservoir is even much larger. In other words, we will assume
that a large system is coupled to a super-large reservoir. The aim is to investigate the
properties of such systems in thermal equilibrium.

4.1 The Ideal Gas
4.1.1 Basic assumptions
The ideal gas is so to say the harmonic oscillator of thermodynamics, because many properties can be calculated exactly. However, the ideal gas is based on various idealized
assumptions that do not apply to real gases and which partially contradict each other:
• The molecules of the gas are modeled as point particles with the mass m.
• There is no interaction between the particles, so their dynamics is completely uncorrelated.
• The particles are assumed to interact by elastic collisions which ensures that the
overall dynamics of the system is chaotic.
The second and the third assumption seem to contradict each other. On the one hand,
there should be no interaction so that the particles are uncorrelated and can be treated
independently. On the other hand, the particles are required to interact since otherwise each particle would remain on its own deterministic trajectory. Fortunately, an
extremely small interaction is sufficient to ensure that the resulting motion is chaotic on
large scales. The two conditions are therefore not so contradictory as it seems, because
they refer to different scales of the interaction strength.

Quantum-mechanical wave functions
In the following we consider an ideal gas with N particles, describing their positions and moment by the vectors
r1 , . . . , r N ,

p1 , . . . , p N .

Ideal gas in a box
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The gas is confined in a rectangular box with the edge lengths
L x , Ly and Lz .
We first want to solve this problem quantum-mechanically. In the box there are j standing quantum mechanical waves describing the non-interacting particles. The singleparticle wave function
(4.1)
ψni (r) = ψni,x ( xi )ψni,y (yi )ψni,z (zi )
factorizes with respect to the three space dimensions and depends on three quantum
numbers ni = (ni,x , ni,y , ni,z ) with ni,x , ni,y , ni,z ∈ N. The factorized wave function therefore reads
r
 nπx 
2
ψn,x ( x ) =
sin
(4.2)
Lx
Lx
with similar expressions in y and z direction. The eigenenergy of the particle is then
given by
2
n2i,y
n2i,z 
h̄2 π 2  ni,x
E ( ni ) =
+
+
.
(4.3)
2m L2x
L2y
L2z
The microscopic configuration s ∈ Ωsys of the gas is characterized by the complete set
of all quantum numbers, i.e.
s = ( n1 , . . . , n N ) .
(4.4)
This configuration is associated with energy
2
n2i,y
n2i,z 
h̄2 π 2  ni,x
Es = ∑ E(ni ) = ∑
+
+
2m L2x
L2y
L2z
i =1
i =1
N

N

(4.5)

As we pointed out earlier, specifying the configurations and the associated energies
completely defines the system.
Changing the box volume, for example by modifying the parameter L x → L x + dL x ,
the energy of the system will change, which translates into a corresponding performed
work with opposite sign:
d̄Ws = − dEs = −
where

N

(x)

Es

=

∑

i =1

∂Es
2 (x)
dL x =
Es dL x
∂L x
Lx
h̄2 π 2 n2i,x
2mL2x

∝

1
.
L2x

(4.6)

(4.7)

For the mean value we have
d̄W = h d̄Ws i =

2 (x)
h E i dL x ,
Lx s

(4.8)

where E(x) = h Es(x) i can be interpreted as the mean kinetic energy of the particles in
x-direction. Since E = E(x) + E(y) + E(z) it is physically plausible (but still needs to be
proven) that the mean values of the kinetic energy have to be identical in all directions,
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i.e., E(x) = E(y) = E(z) . This assumption leads us to

h Es(x) i =
and hence to
d̄W =

E
3

2E
dL x .
3L x

(4.9)

(4.10)

On the other hand we can identify the performed work with d̄W = p dV = pLy Lz dL x .
Comparing both expressions leads us directly to the so-called equation of state of the
ideal gas:
2
pV = E .
(4.11)
3

4.1.2 Ideal gas: Microcanonical ensemble
Entropy of the ideal gas in the microcanonical ensemble — Classical derivation
The entropy of an ideal gas in the microcanonical ensemble is defined as the logarithm
of the number of configurations for a given energy E. Following this line of thought,
we are faced with the problem that in a classical Hamiltonian system with continuous
degrees of freedom, there are infinitely many configurations for a given energy value.
As already outlined above, this apparent contradiction can only be resolved with the
help of quantum mechanics: According to the Heisenberg uncertainty principle, the
location and momentum of a particle can be determined only after common uncertainty
of the order δqδp ≈ h = 2πh̄. Using this argument, the classical phase space can be
thought of as been divided into cells with the volume ∆q3 ∆p3 = h3 = 8π 3 h̄3 , where
each cell carries a single quantum state. Thus the explored phase space volume Φ
divided by h3 can be used as a rough estimate of the number of configurations.
The phase space volume Φ is the product of the spatial volume Φq and the volume
of the momentum space Φ p . Here Φq is simply the volume of the box V, while the momentum volume will be calculated below. Having computed the volumes the entropy
is then given by
VΦ p
H = ln
(single particle) .
(4.12)
8π 3 h̄3
The inner energy of an ideal gas is just the kinetic energy of all particles
E=

p2

∑ 2mi .
i

A fixed energy
√ value corresponds to a spherical surface in the momentum space with
the radius 2mE. However, since a spherical surface has no volume, the corresponding
phase space volume would be zero. To get around this problem, let us consider an
infinitesimal corridor of allowed energies in the interval [ E, E + dE]. This corresponds
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to a spherical shell in momentum space with the volume
q

√

Φ p = V3N
2m( E + dE) − V3N
2mE ,
where

Vd ( R) =

(4.13)

2π d/2
Rd
d Γ(d/2)

(4.14)

is the volume of a d-dimensional sphere with the radius R.
Let us recall: The Euler gamma function Γ( x ) satisfies the equation Γ(n + 1) = n! for all n ∈ N, but it
is also defined everywhere on the real line. One can
therefore imagine the gamma function as a continuous variant of the factorial n!.
R ∞ An important integral
representation is Γ( x ) = 0 t x−1 e−t . The gamma
function has poles for non-positive integer values
of x. It is also defined in the complex plane where
it exhibits a very interesting behavior related to the
Riemann ζ-function. It also has a deep numbertheoretical meaning. In physics, it is often needed
if we want to treat a factorial quasi-continuously.

Gamma function

We expand the above expression to first order in dE and get
Φp =

(2πmE)3N/2 dE
+ O( dE2 ) .
E
Γ( 3N
)
2

(4.15)

The resulting entropy is given by
"

(π2mE)3N/2 V N dE
H ( E, dE, V, N ) = ln
E
(2πh̄)3N Γ( 3N
2 )

#
.

(4.16)

To approximate the Γ-function for large arguments, we use Stirling’s formula
Γ( x ) ≈ x x e− x ,

(4.17)

obtaining
"
H ( E, dE, V, N ) = ln

meE
3Nπh̄2

3N/2

VN

dE
E

#
.

(4.18)

Finally, one can apply the logarithm to the individual factors and pull them apart in the
form of a sum. The result is


3
3
3
me
dE
H ( E, dE, V, N ) = N ln V + ln E − ln N + ln
+ ln
.
(4.19)
2
2
2
2 3πh̄
E
As one can see, the first term (in the square brackets) scales with N, so for systems with
N ≈ NA ≈ 1023 it becomes very large while the last term will not exceed the order of a
few hundred, even in the limit of very very small energy intervals. One can therefore
neglect this last term, whereby the thickness of the momentum space shell plays no
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role. This may be surprising, but it is due to the high dimensionality of the sphere. So
the final result of our classic calculation is


3
3
3
m
3
H ( E, V, N ) = N ln V + ln E − ln N + ln
+
.
(4.20)
2
2
2 3πh̄2 2
ATTENTION: THIS FORMULA IS NOT CORRECT, SEE Eq. (4.32)

Note: Applying the logarithm to the product in (4.18) and writing the resulting additive
terms separately is quite common in physics, but not unproblematic. Strictly speaking, the
logarithm can not be applied to arguments carrying physical units, but the argument of a
logarithm must always be dimensionless. This is ensured in Eq. (4.18), but not in the final
result with separate terms. So to do a dimensional analysis, one would have to combine
these terms again.

Entropy in the microcanonical ensemble — Quantum-mechanical derivation
Instead of heuristically arguing that the phase space volume explored by the system has
to be divided into cells with the volume h3 , one can also solve the problem explicitly by
counting the quantum states of an ideal gas explicitly. As we will see, this leads to the
same result.
The energy eigenstates of a finite quantum-mechanical system are known to be discrete. So, if you arbitrarily choose a fixed energy E and ask for the number of the
corresponding configurations, you will be almost certainly end up in a gap of the spectrum, so this number equals zero. To overcome this difficulty, we proceed as in the case
of the classical calculation and consider the spectrum in an energy interval of the width
dE:
dΩ := {s ∈ Ωsys E ≤ Es ≤ E + dE} .
(4.21)
The entropy, which is expected to depend on E and dE as well as on V and N is defined
as the logarithm of the size of the corresponding sector
H ( E, dE, V, N ) = ln | dΩ| .

(4.22)

Explicitly the size of this sector is given by




dΩ =
∑ δ s ∈ dΩ = ∑ δ E ≤ Es ≤ E + dE
s∈Ωsys

∑···∑

=

n1

(4.23)

s

nN

2
n2i,y
n2i,z 
h̄2 π 2  ni,x
δ E≤∑
+
+
≤ E + dE
2m L2x
L2y
L2z
i =1

"

N

#
.

Now we approximate the discrete sums, each of them running from 1 to ∞, by continuous integrals:
dΩ =

1

Z +∞

23N

−∞

dn1,x · · ·

Z +∞
−∞

"
dn3,z δ E ≤

N

∑

i =1

2
n2i,y
n2i,z 
h̄2 π 2  ni,x
+
+
≤ E + dE
2m
L2x
L2y
L2z

#
.

The prefactor 1/23N compensates for the double counting, which results from the integrals running over the entire range from −∞ to +∞ instead of 0 to ∞. In these integrals
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we now substitute

√
L x 2m
ñi,x
(4.24)
ni,x →
h̄π
(and analogously for y and z), taking into account that the corresponding differentials
have to be rescaled as well. This leads to the intermediate result
" 
"
#
3/2 # N Z +∞

N 
m
dΩ = V
d3N ñ δ E ≤ ∑ n2i,x + n2i,y + n2i,z ≤ E + dE .
−∞
2h̄2 π 2
i =1
|
{z
}
√
√
=V3N ( E+ dE)−V3N ( E)

(4.25)
Here V3N again denotes the volume of a 3N-dimensional ball defined in Eq. (4.14). The
integral in (4.25) is, in much the same way as in the classical
calculation, nothing
more
√
√
than
√ the volume of a spherical shell with the radius E and the thickness E + dE −
E in 3N dimensions. Using a Taylor approximation

√
√
(πE)3N/2 dE
V3N ( E + dE) − V3N ( E) =
+ O( dE2 )
Γ(3N/2) E

(4.26)

and neglecting higher orders we get to
dΩ = V

N



mE
2πh̄

3N/2

2

1
dE
.
Γ(3N/2) E

(4.27)

At this point we again approximate Γ( x ) ≈ x x e− x , i.e.
dΩ = V

N



3N/2

mEe
3Nπh̄

2

dE
.
E

(4.28)

The entropy therefore reads
" 
 #
meE 3/2
dE
H ( E, dE, V, N ) = ln | dΩ| = N ln V
+ ln
.
2
E
3Nπh̄

(4.29)

Again, for very large N one can neglect the last term (see above) which means that the
entropy of the ideal gas in the microcanonical ensemble is independent of the width of
the energy shell dE:


3
3
3
m
3
H ( E, V, N ) = N ln V + ln E − ln N + ln
+
.
(4.30)
2
2
2 3πh̄2 2
ATTENTION: THIS FORMULA IS NOT YET CORRECT, SEE Eq. (4.32)

As can be seen, this formula coincides with the classical result obtained inEq. (4.20)
Gibbs paradox
Although both the classical and the quantum-mechanical calculation yield the same
result, this result turns out to be wrong. This can be seen by observing the following
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inconsistency, which in the in the past became famous as Gibbs paradox.
Let us imagine a container with a gas partitioned by a
wall into two compartments with the volume V. If there
are initially N particles with energy E on both sides, the
total entropy is Htot = 2H ( E, V, N ). Now, if we remove the
partition, the two halves mix so that the new total entropy
0 = H (2E, 2V, 2N ) is of course larger than H . In fact,
Htot
tot
Container with two compartments
using Eq. (4.30) the change of the total entropy is


∆Htot = H 2E, 2V, 2N − 2H E, V, N = 2N ln 2 .
(4.31)
This means that the entropy increases by 2N bit.
Note: This result can be explained easily when looking at a single particle. Knowing that
this particle was initially in the left compartment, then, after removing the wall, we will
not be able to tell in which of the two compartments the particle actually is, so our ignorance has increased by one bit per particle (a binary decision between the left and the right
compartment). Since there are 2N non-interacting particles, one is led to the above result.

The Gibbs paradox arises when the wall is re-inserted again, restoring the previous
state. This should not affect our ignorance, hence the entropy stays at the elevated
level. However, given that E, V, and N are considered to be valid state variables which
uniquely define the thermodynamic state and thus the entropy, the entropy would have
to decrease again, which would contradict the Second Law.
Thus, for E, V, N to be valid state variables compatible with the Second Law, the

entropy change in Eq. (4.31) would have to vanish, i.e. H 2E, 2V, 2N = 2H E, V, N .
But this is just the condition of extensivity. So the real problem expressed by the Gibbs
paradox is that the entropy calculated in Eqs. (4.20) and (4.30) is not extensive.
The Gibbs paradox can only be resolved with the help of quantum mechanics. In
fact, the above arguments implicitly assume that the particles are perfectly distinguishable, which is not the case in quantum theory. Rather, the combined wave function of
all particles is invariant under permutations of the particles. This permutation symmetry lowers the entropy because the number of configurations is still to be divided
by N!. This means that from the classical result for the entropy we have to subtract
the so-called exchange entropy ln( N!) ≈ N ln N − N. The quantum-mechanically correct
entropy of the ideal gas in the microcanonical ensemble is therefore


3
5
3
m
5
H ( E, V, N ) = N ln V + ln E − ln N + ln
+
(4.32)
2
2
2 3πh̄2 2
or in a slightly rearranged form



3
E
3
m
5
V
+ ln
+ ln
+
.
H ( E, V, N ) = N ln
N
2 N
2 3πh̄2
2

(4.33)

THIS FORMULA IS NOW CORRECT.

It is in fact remarkable that the indistinguishability of quantum-mechanical particles
is not something arbitrary that is added in quantum mechanics for no deeper reason.
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Here we see that the indistinguishability is a necessity that, if omitted, would lead to
an inconsistent behavior even on the level of simple thermostatics.

4.1.3 Ideal gas: Canonical ensemble
Partition sum
When the ideal gas exchanges energy with the environment, the momenta of the particles are randomly distributed over the entire phase space. Again, let us think of the
phase space as being decomposed into cells of size h3 = (2πh̄)3 , meaning that the density of the cells is 1/(2πh̄)3 . For a single particle with the index i ∈ 1 . . . N, each of these
cells represents a possible configuration that is assigned a probability proportional to
the Boltzmann weight in the canonical ensemble. The probability density for a single
particle is therefore defined by
ρi ( qi , pi ) ∝

e− βEi
.
(2πh̄)3

(4.34)

Since the particles do not interact with each other and are therefore uncorrelated, the
distribution of all N particles is given by the product
ρs ∝

1
N!

e− βEi

N

∏ (2πh̄)3 ,

(4.35)

i =1

where the configuration s stands for the set of all position and momentum coordinates.
In order to account for the quantum-mechanical degeneracy under particle exchange,
1
we have again prepended the combinatorial factor N!
. Because of Es = ∑i Ei we get
ρs ∝

e− βEs
N!(2πh̄)3N

(4.36)

As usual the Boltzmann factors are normalized by the partition sum:
ρs =

e− βEs
,
Z ( β) N!(2πh̄)3N

Z ( β) =

∑

s∈Ωsys

e− βEs
N!(2πh̄)3N

(4.37)

In the case of an ideal gas the partition sum reads
Z ( β, V, N ) =

1
N!(2πh̄)3N

Z +∞

=

VN
N!(2πh̄)3N

Z +∞

−∞

−∞

N

p2
d3N q d3N p exp − β ∑ i
2m
i =1
3N

d

N

p exp − β ∑

i =1

!

p2i,x + p2i,y + p2i,z

(4.38)
!

2m

Here is the occurring integrals over all momenta are Gaussian integrals of the type
r
Z +∞
π
− ax2
dxe
=
.
(4.39)
a
−∞
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Figure 4.1: Mass and temperature dependence of Maxwell’s velocity distribution [Wikimedia]

Therefore, the partition sum of the ideal gas in the canonical ensemble reads
VN
Z ( β, V, N ) =
N!(2πh̄)3N



2πm
β

3N/2
.

(4.40)

Maxwell’s velocity distribution
On the basis of similar considerations we can derive Maxwell’s velocity distribution ,
which is also known as theMaxwell-Boltzmann distribution. To this end we first note that
the probability density to find a particle moving with velocity v will be proportional to
p(v) ∝

Z

p2

d3 p e− β 2m δ( p − mv) .

(4.41)

This integral can be evaluated by going from Cartesian coordinates to spherical coordinates in the three-dimensional momentum space:
p(v) ∝

Z

p2

dp p2 e− β 2m δ( p − mv) = m2 v2 e− β

mv2
2

.

(4.42)

Then the correctly normalized probability distribution of the velocities is given by:

p(v) = 4π

βm
2π

3/2

m 2

v2 e − β 2 v .

(4.43)

Note that the resulting distribution depends not only on the mass of the particles but
also on the temperature (cf. Fig. 4.1).

Free energy
The entropy of the total system (consisting of the gas and the surrounding heat bath) is
given up to a constant by Htot = const − βF = const + ln Z, where F = − β−1 ln Z is the

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

152

Thermostatics

so-called Helmholtz free energy. First we compute the logarithm of the partition sum
"
!#
3
m
ln Z ( β, V, N ) = N ln V + ln
− ln N!
(4.44)
2
β2πh̄2
Applying again Stirling’s formula leads to
"  
V
3
+ ln
ln Z ( β, V, N ) = N ln
N
2

m
β2πh̄2

!

#

+ 1 + O(ln N ) ,

(4.45)

hence
"  
!
#
V
N
3
m
ln
+1
F ( β, V, N ) = −
+ ln
β
N
2
β2πh̄2
  



V
3
mk B T
= − N k B T ln
+ ln
+1 .
N
2
2πh̄2

(4.46)

Equation of state
With the relations summarized in Table 3.2 on page 138, it is now possible to calculate
the mean energy, the variance and the heat capacity at constant volume for the ideal
gas:

h Ei =

3
3
∂( βF )
= Nβ−1 = Nk B T
∂β
2
2

Var( E) = −
CV

3
∂2 ( βF )
3
= Nβ−2 = N (k B T )2
2
∂β
2
2

= − k B β2

∂2 ( βF )
3
= Nk B
∂β2
2

(4.47)
(4.48)
(4.49)

The first equation is the so-called equation of state of the ideal gas. These three relations
are often written in the alternative form

h Ei =
Var( E) =
CV

=

3
nRT
2
3 (nRT )2
2 N
3
nR
2

(4.51)

J
mol K

(4.53)

(4.50)

(4.52)

where n is the number of moles and
R = 8.314462(7)
is the so-called gas constant.
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Mean entropy of the ideal gas
Likewise it is possible to derive the mean entropy (Shannon entropy) in the canonical
ensemble from the free energy by
H ( β, V, N ) = β2

∂F
.
∂β

This can be used to compute the entropy:

  


V
mk B T
5
3
+
H ( T, V, N ) = N ln
+ ln
.
N
2
2
2πh̄2

(4.54)

(4.55)

Comparing the canonical and the microcanonical entropy
It is very instructive to compare the canonical entropy H ( T, V, N ) with the microcanonical entropy H ( E, V, T ) given in Eq. (4.33) on page 149:
  

5
V
3
mE
+
Hmicrocan. ( E, V, N ) = N ln
+ ln
.
(4.56)
N
2 3Nπh̄2
2
As can be seen easily, both expression coincide for E = 23 Nk B T:
Hcan. ( T, V, N ) = Hmicrocan.


3
Nk B T, V, N .
2

(4.57)

In other words, plugging in the equation of state for the energy, we can go from the
canonical to the microcanonical ensemble and vice versa.
Remark: Normally we would expect the canonical entropy to be somewhat higher than
the corresponding microcanonical one because in the canonical ensemble the system has the
freedom to fluctuate. In fact, the entropies are only identical in the large-N limit, where we
could make several approximations and omit the negative term ln dE/E in the microcanonical case. The identity is closely connected to the fact that the canonical energy distribution
is extremely sharp so that both ensembles are basically equivalent.

4.2 Macroscopic variables
4.2.1 The Law of Large Numbers
Sharpness of energy distribution in canonical ensemble
In Eq. (4.47) we have seen that the mean value and the variance of the energy of an
ideal gas in contact with a heat bath is given by h Ei = 32 Nk B T and Var( E) = 23 N (k B T )2 .
Since N ≈ NA ≈ 6 × 1023 , the typical size of energy fluctuations relative to the mean is
of the order
p
Var( E)
∆E
1
=
≈ √
≈ 10−12 .
(4.58)
E
E
NA
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Hence we are dealing here with an extremely sharp energy distribution. This phenomenon is known as the law of large numbers in thermodynamics, which is caused by
the large number of degrees of freedom. For example, if we couple a single harmonic
oscillator (a single degree of freedom) to an external heat bath, we find that the energy
fluctuates strongly (see exercises), but if the laboratory system under consideration has
a very large number of degrees of freedom, then its energy will fluctuate only slightly.
Moreover, the peaked distribution itself is expected to be a normal distribution, meaning that fluctuations exceeding the typical magnitude ∆E are strongly suppressed.
Note: To see this, let us assume that the heat bath is also an ideal gas and let us denote
system and heat bath with the indices 1 and 2. The total entropy is then given by

3
Htot =
N1 ln E1 + N2 ln E2 + constant terms( N1 , N2 , V1 , V2 ) ,
(4.59)
2
where N1 ≈ NA and N1  N2 . When the combined system reaches equilibrium, we know
that the total entropy becomes maximal, meaning that




∂Htot
3 N1
N
3 N1
N2
=
− 2 =
−
= 0.
(4.60)
∂E1
2 E1
E2
2 E1
Etot − E1
The solution reads E1 = Etot NN1 . In the vicinity of this maximum the entropy varies to lowest
(i.e. quadratic) order with the amplitude as follows:
∂2 Htot
3
=−
2
∂E12

N1
N2
+
( Etot − E1 )2
E12

!

=−

3N1 Ntot
3 N1
≈−
.
2 E12
2E12 N2

(4.61)

Thus the energy levels are distributed normally around their mean value:
!
3 N1
2
∆E1 .
(4.62)
p( E) ∝ exp −
4 E12
p
2/(3N1 ) ≈ 10−12 .
Thus for N1 ≈ NA the relative standard deviation is of the order ∆E
E =
−
12
This means that a fluctuation of the size ∆E/E = 10
occurs with the probability density
0.64 (up to normalization) while a fluctuation of the order ∆E/E = 10−10 occurs with the
probability density 10−4520 , i.e., such fluctuations can be excluded with certainty.

Using fluctuating quantities as parameters
Because of the extreme sharpness of the energy distribution, it is possible (and also
common in standard thermodynamics) to consider the energy in the canonical ensemble as being constant. In practice this means that we can safely identify the energy with
its own expectation value.
The same holds essentially for every fluctuating quantity: If the laboratory system
is large (N1 ≈ NA ) and the attached reservoir is super-large (N2  NA ), then the relative with of the probability distribution of a conserved quantity exchanged with the
environment is so small that we can effectively replace it by its expectation value. The
possibility of replacing fluctuating quantities by their expectation value allows us to
use them as thermodynamical parameters on equal footing with the other parameters.
In most textbooks on thermodynamics, this is tacitly assumed to the extent that the
notation does no longer distinguish fluctuating quantities and their expectation values.
Remember: In standard thermodynamics with many degrees of freedom, it is possible to
replace fluctuating quantities by their own expectation value.
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Equations of state
It is also important to note that the identification of a fluctuating conserved quantity
with its own expectation value establishes a relation between a conserved quantity and
its conjugate thermodynamical parameter. For example, if we identify h Ei with E, we
get a relation between E and T. For the ideal gas this relation reads
E ' h Ei =

3
Nk B T.
2

(4.63)

Such a relation is called an equation of state (Zustandsgleichung), and it depends on the
specific system under consideration.
In order to demonstrate how well this works, let us consider the entropy of the ideal
gas in the microcanonical ensemble (see Eq. (4.32))


V
3
E
3
m
5
H ( E, V, N ) = N ln
+ ln
+ ln
+
.
(4.64)
N
2 N
2 3πh̄2
2
If we simply replace E by 23 Nk B T, one obtains
"
#
3
V
3
3
m
5
2 Nk B T
H ( T, V, N ) = N ln
+ ln
+ ln
.
+
N
2
N
2 3πh̄2
2

(4.65)

As we can easily convince ourselves, this is just the entropy of the canonical ensemble
given in (4.55). So for extremely large numbers of particles, the canonical ensemble
behaves much like a microcanonical ensemble, all what we have to do is to replace
3
2 Nk B T by E and vice versa.
Remember: One of the cornerstones of classical thermodynamics is to consider fluctuating
and non-fluctuating quantities on equal footing. This allows us to use these expectation
values as parameters describing the macroscopic state of the system.

4.2.2 Thermostatics of EV N-systems
Macroscopic control variables
Most textbooks on thermodynamics deal with systems that are controlled by three conserved quantities, namely, the energy E, the volume V, and the number of particles N.
This means that we are dealing in total with seven macroscopic parameters, as summarized in the following table:
H
–

E
T

V
P

N
µ

The undisputed Queen of all thermodynamic quantities is the entropy H in the upper
left corner of the table. The entries in red color in the upper row are the conserved quantities. The bottom row of the table shows the associated conjugated quantities which can
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be understood as the price of entropy in exchange of the respective conserved quantity.
Obviously, there is no conjugated quantity associated with the entropy itself1 .
Thermodynamics is a theory where all elements of the theory are assumed to be
macroscopic. According to the law of large numbers (see above), it is assumed that
fluctuations are strongly suppressed. This fundamental assumption of thermodynamics allows us to use all the seven quantities listed in the table above as parameters on
equal footing.
Only three out of the seven parameters are independent. Therefore, in thermodynamics the first important step is to specify the set of variables that we would like to
control. For example, we could choose the conserved quantities ( E, V, N ) as control
parameters. In terms of these parameters the entropy is given by some well-defined
function H = H ( E, V, N ) depending on physical properties of the laboratory system.
The corresponding total differential reads
dH =

∂H
∂H
∂H
dE +
dV +
dN
∂E
∂V
∂N

(4.66)

which is usually written in the form
dH =

P
µ
1
dE + dV − dN,
T
T
T

where the expansion coefficients are given by the partial derivatives






1
∂H
P
∂H
µ
∂H
=
,
=
,
=−
.
T
∂E V,N
T
∂V E,N
T
∂N E,V

(4.67)

(4.68)

The form of these equations of state depends on the specific system. For example, for the
ideal gas we get
"
#
2E
2E
E
3πh̄2 N 5/3
kB T =
,
P=
,
µ=
ln
.
(4.69)
3N
3V
N
Em V 2/3
But choosing E, V, N is not the only choice, there are many more possibilities. For example, instead of fixing the energy E, we could also use the temperature T as a possible
control parameter, simply by substituting the corresponding equation of state. The
same applies to the other conserved quantities, giving in total eight possible choices,
namely

( E, V, N ), ( T, V, N ), ( E, P, N ), ( T, P, N ), ( E, V, µ), ( T, V, µ), ( E, P, µ), ( T, P, µ).

Physical situations
For each choice of the eight possibilities, there is a corresponding physical situation in
which the chosen variables are natural. For example, ( E, V, N ) corresponds to an iso1 In

fact, the price of entropy in exchange for entropy is always equal to 1 and thus such a conjugated
quantity is not of interest.
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lated system (microcanonical ensemble), while ( T, V, N ) corresponds to a system in
contact with a heat bath (canonical ensemble). These situations can be summarized as
follows:
Variables

Name

( E, V, N )
( T, V, N )
( E, P, N )
( T, P, N )
( E, V, µ)
( T, V, µ)
( E, P, µ)
( T, P, µ)

microcanonical
canonical
–
isobaric-isothermal
–
grand-canonical
–
–

Exchange
of energy
no
yes
no
yes
no
yes
no
yes

Exchange
of volume
no
no
yes
yes
no
no
yes
yes

Exchange
of particles
no
no
no
no
yes
yes
yes
yes

realizable
in Nature
yes
yes
no
yes
no
yes
no
no

With three types of conserved quantities, there are in principle eight possible physical situations, each associated with a certain thermodynamic potential. However, not
all of them can be realized in Nature. For example, if we allow a system to exchange
particles with the environment, the particles also carry kinetic energy during the exchange, meaning that the exchange of particles always implies the exchange of energy.
Therefore, a potential depending on ( E, V, µ) might be theoretically possible but it has
no physical relevance because there is no way to realize it. Likewise, it does not make
much sense to allow the exchange of particles while keeping the pressure constant, like
a gas balloon with a leak.
Thus, although theoretically possible, only four of the situations listed above can be
realized in Nature.
Note: The other four are excluded for the following reasons:

( E, P, N ): To keep the pressure constant, we would have to have a moving piston or a moving membrane subjected to a constant force. As the piston moves, energy is transferred both parts. Therefore it is impossible to keep the energy in the system constant.
In short: the exchange of volume implies exchange of energy.
( E, V, µ): If we allow particles to be exchanged, they carry kinetic energy as they move
between bath and system. Therefore, it is impossible to keep the energy constant. In
short: the exchange of particles implies the exchange of energy.
( E, P, µ): Same as for ( E, V, µ).
( T, P, µ): If we allow the system to exchange particles with the environment, the container
has to have a hole. Therefore, we cannot independently specify the pressure. Another
reason is that this ensemble is forbidden because of the Gibbs-Duhem relation.

Associated potentials and differentials
Every thermodynamical system is associated with a natural thermodynamic potential
which becomes extremal in equilibrium. This depends on the specific physical situation
specified by the exchanged conserved quantities. For example, as we have seen before,
in a physical situation where the system exchanges only energy with the environment,
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Name
Entropy
Helmholtz free energy
Gibbs free energy
Grand potential

Vars
EVN
TVN
TPN
TVµ

Potential
H
F = E − TH
G = E + PV − TH
Ω = E − TH − µN

Differential
− T dH = − dE − p dV + µ dN
dF = − H dT − P dV + µ dN
dG = − H dT + V dP + µ dN
dΩ = − H dT − P dV − N dµ

Table 4.1: Summary of the most important thermostatic potentials and their differentials.

the natural thermodynamic potential would be the Helmholtz free energy F = E − TH
which takes on its minimum in equilibrium.
How can we determine the potential for a given set of variables? To this end let us
consider the example of the Gibbs free energy G (see Table 5.2) with exchange of energy
and volume, where the physical state variables are T, P, and N. The yet unknown
thermodynamic potential G thus depends on the free state variables ( T, P, N ) so that
its total differential can be written as
∂G
∂G
∂G
dT +
dP +
dN .
∂T
∂P
∂N

dG =

(4.70)

Comparing this differential with the one for the energy in Eq. (4.67), namely,
dE = T dH − P dV + µ dN

(4.71)

we see that the first two terms on the right hand side differ in what is differentiated. For
example, the first term for dG involves ∂G
∂T and dT, while the first term for dE involves
T and dH. Therefore, the G and E can be related by
G = E + PV − TH

(4.72)

In fact, if we compute dG we have to apply the product rule
dG = dE + P dV + V dP − T dH − H dT

(4.73)

Inserting Eq. (4.71) this turns into
dG = − H dT + V dP + µ dN
and we can identify


∂G
= −H ,
∂T P,N



∂G
∂P





= V,
V,N

(4.74)

∂G
∂N



= µ.

(4.75)

T,V

Maxwell relations
From these relations, one can derive a variety of useful relations between second derivatives of the potentials, known as Maxwell relations. Maxwell relations rely on the commutativity of partial derivatives. For example, in case of the Helmholtz free energy, we
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P=−

∂F
∂V




,

H=−

T,N

∂F
∂T


.

(4.76)

V,N

Since derivatives do not depend on the order of differentiation we obtain the Maxwell
relation
 2 
 2 


 
∂ F
∂ F
∂H
∂P
=
⇒
=
(4.77)
∂V∂T N
∂T∂V N
∂V T,N
∂T V,N
There are numerous other examples of similar equations.

Fundamental equation of thermodynamics
The framework of thermodynamics outlined above works for any functional form of
the entropy H ( E, V, N ). Further information can be extracted from the fact that the natural variables E, V, N as well as the entropy H are extensive while the associated thermodynamic quantities ( T, P, µ) are intensive parameters. Therefore, increasing the size
of the experiment by a factor of λ, all extensive variables will be multiplied by λ while
the intensive variables remain unchanged. This means that the entropy H ( E, V, N ) is a
homogeneous function:
H (λE, λV, λN ) = λH ( E, V, N ).
(4.78)
By differentiating this expression with respect to λ and setting λ = 1, we obtain






∂H
∂H
∂H
E PV
µN
E+
V+
N =
+
−
= H
(4.79)
∂E V,N
∂V E,N
∂N E,V
T
T
T
or equivalently
E + PV = TH + µN

(4.80)

which is known as the fundamental equation of thermodynamics. With this equation the
Gibbs free energy reduces to G = µN while the grand potential becomes Ω = − PV.

Heat capacity, thermal expansion and compressibility
The heat capacity of a body is defined as the amount of heat ∆Q that has to be supplied
(extracted) in order to increase (decrease) the temperature by the amount ∆T.
C=

∂Q
.
∂T

(4.81)

Since the transfer of heat is always leads to a change of the system’s entropy by dQ =
T dH, we can also write
∂H
C=T
.
(4.82)
∂T
Usually the heat capacity is defined for systems with a constant number of particles N.
Regarding the volume, two cases have to be distinguished:
• Constant volume:
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Here the relevant variables are ( T, V, N ) and the relevant potential is the Helm∂F
holtz free energy F. In this situation the entropy H is given by H = − ∂T
. Thus
the heat capacity at constant volume is given by

CV =

∂Q
∂T





= −T
V,N

∂2 F
∂T 2


.

(4.83)

V,N

• Constant pressure:
Here the relevant variables are ( T, P, N ) and the relevant potential is the Gibbs
free energy G, where entropy H is given by H = − ∂G
∂T . Thus the heat capacity at
constant pressure is given by

CP =

∂Q
∂T





= −T
P,N

∂2 G
∂T 2


.

(4.84)

P,N

There are many other technically relevant partial derivatives, for example:
thermal expansion
  coeff.
α=

1
V

∂V
∂T

P,N

isothermal compressibility
 
κ T = − V1

∂V
∂P

T,N

adiabatic compressibility
 
κ H = − V1

∂V
∂P

H,N

4.3 Exchange of several conserved quantities
So far we investigated the probability distribution of a laboratory system that exchanges
energy with its environment. Of course, a system can also simultaneously exchange
several conserved quantities with the environment. As we will see below, we can use
essentially the same formalism in this case, leading to various types of thermodynamic
potentials. From the mathematical point of view, these potentials are defined in terms
of a Legendre transformation, as will be explained below.

4.3.1 Legendre transformation
Legendre transformation of convex functions
From the mathematical viewpoint, the definition of thermodynamic potentials such as
the Helmholtz free energy F = E − TH is a so-called Legendre transformation. In order to
understand this transformation, let us first discuss its precise mathematical definition
and properties.
Starting point is a function f ( x ). Plotting this function, we usually parameterize the
points of the curve by the independent variable x. The basic idea behind a Legendre
transformation is to replace the parameter x by the slope of the curve m = f 0 ( x ), that
is, we would like to parameterize the curve by m instead of x. Of course, this is only
possible if there is a unique invertible relation x ↔ m, and obviously this requires f ( x )
to be either strictly convex or strictly concave.
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Figure 4.2: Illustration of a Legendre transformation. Left: Convex function f ( x ) = cosh( x ). Middle: Suppose our aim
is to determine the value of f ∗ at m = 2. To do this we draw a line y = mx with the slope m = 2. Then
maximal distance between this straight line and the function f ( x ), marked by the red vertical line, is the
value of the Legendre transformation for this particular slope. Alternatively, we may draw y = mx − f ( x )
and search for the maximum. Right: If we do this for all m we obtain the Legendre transform f ∗ (m), which
is also a convex function.

Mathematically a Legendre transformation is defined as follows: Let f ( x ) be a convex
function defined on the interval I ∈ R. Then the convex conjugate function, better known
as Legendre transform f ∗ (m), is defined by


f ∗ (m) := sup mx − f ( x ) .
(4.85)
x∈ I

This definition is valid for all m ∈ I ∗ where the supremum exists. In Fig. 4.2 we illustrate how the supremum can be computed.
The most important properties of the Legendre transformation are
• The Legendre transform f ∗ (m) is also a convex function.
• As can be shown easily, the Legendre transformation is an involution, i.e., it is
identical with its own inverse: f ∗∗ ( x ) = f ( x ), or in short: f ∗∗ = f .
Usually definitions in terms of the supremum are difficult to realize in practice because
one has to search for the maximum which consumes a lot of computer time. However,
in those cases where the original function is differentiable, we can locate the maximum
analytically which allows us to compute the Legendre transform in a closed form. In
this case, for given m, the supremum is exactly located at the position x where the
derivative vanishes:

d
mx − f ( x ) = m − f 0 ( x ) = 0 ⇒ m = f 0 ( x ) .
(4.86)
dx
This means that m is just the slope of the function f evaluated at this particular position.
Now the only non-trivial step in determining the Legendre transformation is to solve
the equation m = f 0 ( x ) for x. The solution is of the form x = g(m), where g is just the
inverse function of the derivative f 0 . Having computed the inverse function g, we can
now write down the Legendre transform explicitly:

f ∗ (m) = mg(m) − f g(m) .

(4.87)

As can be checked easily, the derivative of the Legendre transform is nothing but the
function g itself:
g(m) = f ∗ 0 (m) .
(4.88)
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Example: In order to determine the Legendre transform of the convex function f ( x ) =
cosh( x ) we first compute the derivative m = f 0 ( x ) = sinh( x ). This equation can be inverted
in a closed form as x = g(m) = arcsinh(m). This allows one to compute the Legendre
transforming explicitly:
f ∗ (m)

=
=

m arcsinh(m) − cosh(arcsinh(m))
p
m arcsinh(m) − 1 + m2

(4.89)

Note that this function is convex, too. The value of this function at m = 2 is f ∗ (2) ≈ 0.651,
in agreement with example shown in Fig. 4.2.

Legendre transformation of concave functions
In thermodynamics, the function that we would like to transform is the entropy H ( E)
as a function of the energy. As we will see below, the typical dependence in thermodynamics is a logarithmic one, i.e. H ( E) ≈ const + ln E which is a concave function.
For concave functions, the Legendre transform is simply given by the infimum


f ∗ (m) := inf mx − f ( x ) .
(4.90)
x∈ I

Apart from that everything else remains the same, i.e., we set m = f 0 ( x ), compute the
inverse x = g(m), and finally get f ∗ (m) = mg(m) − f ( g(m)). This function is concave
as well.
Example: In order to determine the Legendre transform of the concave function f ( x ) =
ln( x ) we compute the derivative m = f 0 ( x ) = 1/x, hence x = g(m) = 1/m. The resulting
Legendre transform is also a concave function:
f ∗ (m) = 1 + ln m

(4.91)

The Helmholtz free energy interpreted as a Legendre transformation
In a system in contact with a heat bath, the function to be transformed is the entropy
H ( E). The derivative of this function is denoted by β( E) = H 0 ( E), the inverse temperature, which plays the role of the slope m. In order to determine the Legendre transformation, we have to find invert the function β( E), giving E( β) (playing the role of g(m)).
Then the Legendre transform of the entropy reads
H ∗ ( β) = βE( β) − H ( E( β)).
For historical reasons one divides this relation by β, denoting the result as Helmholtz
free energy
F ( β) := β−1 H ∗ ( β) = E − β−1 H = E − TH.
An important example, which we will be discussing shortly, is the ideal gas, where the
entropy H ( E) ∝ const + ln E is a strictly concave function. Here it is easy to show that
the Legendre transform H ∗ ( β) = const + ln β is also strictly concave. However, the
historically defined free energy F ( β) = β−1 H ∗ ( β) turns out be partially convex and
partially concave.
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4.3.2 Several conserved quantities: General thermodynamic potential
General thermodynamic potential
If the system exchanges several conserved quantities K (1) , K (2) , . . . with its environment,
we expect that each of the conserved quantities is associated with a temperature-like parameter β(1) , β(2) , . . .. As before, these parameters are defined as the partial derivatives
of the entropy of the reservoir with respect to the corresponding conserved quantity:
β(µ) : =

∂H env
∂Kenv (µ)

.

(4.92)

The parameters β(µ) are called the conjugated variables of the conserved quantities K (µ) .
Note: The conserved quantities K (1) , K (2) , . . . are extensive variables, i.e., they are additive on
(weekly coupled) systems. Contrarily, the associated conjugated variables β(1) , β(2) , . . . take
on the same value in all subsystems in thermal equilibrium, i.e.,
βsys (µ) = βenv (µ) ≡ β(µ) ,

(4.93)

that is, they are intensive variables. In the following is is therefore not necessary to write the
conjugated variables with an attached suffix “sys” or “env”.

Thus, transferring an infinitesimal portion dK (µ) of the conserved quantity to the reservoir, its entropy will change to lowest order by the amount
dH env =

∑ β(µ) dK

env ( µ )

µ

= − ∑ β(µ) dKsys (µ) .

(4.94)

µ

As before let us assume that the reservoirs are so large that the conjugated parameters β(µ) can be assumed to be constant. This allows one to integrate the differential
relationship in (4.94):
H env = const − ∑ βenv (µ) Ksys (µ) .
(4.95)
µ

Consequently the total entropy is given by
H tot = H sys + H env = H sys + const − ∑ β(µ) Ksys (µ) .

(4.96)

µ

With the definition

V := H sys − ∑ β(µ) Ksys (µ) ,

(4.97)

µ

we obtain a thermodynamic potential that differs from the total entropy only by a constant and therefore becomes maximal in thermodynamic equilibrium. With the com~ = {K (1) , K (2) , . . .} and ~β = { β(1) , β(2) , . . .} this potential can be
pact vector notation K
written in the simple form
~
V = H − ~β · K.
(4.98)
In the present case, this potential plays a role similar to the free energy in the canonical
ensemble (except for a prefactor and minus sign). More specifically, in the canonical
ensemble we have V = − βF.
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Legendre transformation in several variables
Like the Fourier transformation, the Legendre transformation can be generalized easily
to scalar functions with several independent variables. Combining these variables in a
single vector x, the Legendre transform is given by


f ∗ (m) := sup m · x − f (x) ,
(4.99)
x

that is, we only have to replace the product mx by the corresponding scalar product.
If f is differentiable and if the system of equations m = ∇ f (x) can be inverted by
x = g(m), where g is now the vector-valued function, then the Legendre transform can
be computed exactly, reading

f ∗ (m) = m · g(m) − f g(m)
(4.100)
with a Euclidean scalar product between m and g(m). Again it is easy to show that
g(m) = ∇ f ∗ (m). Of course, this kind of higher-dimensional Legendre transform is
only possible in cases where the function f is strictly convex (or strictly concave) in all
directions so that the inverse g(m) can be determined.
Remember: Like Fourier transforms, Legendre transformations in several quantities commute among themselves and thus can be carried out one after the other.

General thermodynamic potential interpreted as a Legendre transform

~ = {K (µ) } = const the
In the microcanonical ensemble with the conserved quantities K
sys ~
relevant thermodynamic potential is the entropy H (K ) which becomes maximal in
thermal equilibrium. Contrarily, if the system exchanges all these conserved quantities with the environment, then the potential that becomes maximal is the one defined
in Eq. (4.98), namely
~
V (~β) = H − ~β · K
(4.101)
This potential depends on the ’prices’
β(µ) =

∂H
∂K (µ)

(4.102)

at which the reservoir offers the conserved quantities. Written in the compact vector
notation, the vector of the conjugated variables can be expressed as the gradient of the
entropy
~β = ∇ H (K
~ ).
(4.103)
Defining the potential (4.101), we have to express the entropy H, which normally de~ in terms of the conjugated variables ~β. Likewise,
pends on the conserved quantities K,
~ in terms of ~β:
we have to express K

~ (~β)) − ~β · K
~ (~β) .
V (~β) = H (K
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Thus, up to a minus sign, the potential V (~β) is nothing but the Legendre transform of
the entropy with respect to the exchanged conserved quantities. This potential is con~ ) in (4.102), obtaining K
~ (~β) and inserting it into
structed inverting the relationship ~β(K
Eq. (4.104).

4.3.3 General thermodynamic ensemble
Generalized Boltzmann weights
Analogous to the above procedure in Eq. (3.102), we can now calculate the probability
that the laboratory system is in a certain state s ∈ Ωsys . This probability is proportional
to the corresponding sector size of the configuration space of the environment. With
~ = {K (1) , K (2) , . . .} we can therefore write:
the notation K
h
h
i
i
~ env
~ tot − K
~ ssys .
Psstat ∝ exp H env K
= exp H env K
(4.105)

~ s denotes the vector of conserved quantities associated with the configuration s.
Here K
Again the exponential function on the right side can be approximated by Taylor expansion. To this end let us briefly recall the Taylor series in several variables:
Recall: A function f (x) which depends on several variables x = { x (1) , x (2) , . . . , x (n) } can be
expanded around the point x0 as follows:
∞

f (x) =

∑

k 1 =0

∞

···

∑

k n =0

(1)  k 1

x (1) − x 0

(n) k n
(2)  k 2
· · · x ( n ) − x0
x (2) − x 0
k1 !k2 ! · · · k n !

∂k1 ∂k2
k

k

∂x11 ∂x22

···

∂k n
∂xnkn

!
f (x)

x = x0

Note in particular the mixed terms starting with the second order. In the following, however,
we are only interested in the first order contributions, for which the following applies:




n
∂
( j)
2
f ( x ) = f ( x0 ) + ∑ ( x ( j ) − x0 )
+
O
(
x
−
x
)
f
(
x
))
0
x = x0
∂x ( j)
j =1


~ f x0 + O ( x − x0 )2 .
= f ( x0 ) + ( x − x0 ) · ∇

In the present case the Taylor expansion to first order yields the expression
h
i
env
~ tot ) − ∑ ∂H Ks(µ) + second order terms ,
Psstat ∝ exp H env (K
(µ)
µ |∂K
{z }

(4.106)

= β(µ)

where the sum runs over all involved conserved quantities. Again, the zeroth order
results in a constant prefactor that can be absorbed in the proportionality. This gives us
the generalized Boltzmann weights
Psstat =


1
~s .
exp −~β · K
Z (~β)
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where the normalization factor is the partition sum which now depends on all conjugated variables:

~s
Z (~β) = ∑ exp −~β · K
(4.108)
s∈Ωsys

Relation between the thermodynamic potential and the partition sum
Following Eq. (3.118) we now compute the entropy of the system

h H sys i = −

∑

s∈Ωsys

= −

1
Z (~β)

~ ~

~ ~

e − β · Ks
e − β · Ks
ln
(4.109)
∑
~
Z (~β)
s∈Ωsys Z ( β )


~ ~
~ s − ln Z (~β) = ln Z (~β) + ~β · hK
~i.
e− β·Ks −~β · K

Psstat ln Psstat = −

∑

s∈Ωsys

This relation can be rearranged in the following way:

~ sys i .
ln Z (~β) = h H sys i − ~β · hK

(4.110)

As can be seen, the right inside is nothing but the thermodynamic the potential V defined in Eq. (4.97). Hence we can conclude that the thermodynamical potential is always related to the partition sum by taking the logarithm:

V = ln Z .

(4.111)

Using the thermodynamical potential V as a cumulant-generating function
The thermodynamic potential V = V (~β) depends on the variables β(µ) which are conjugated to the conserved quantities. As before this allows us to compute moments of
the conserved quantities by taking the derivatives of V with respect to the conjugate
variables.
• For the first derivative, we get (up to a minus sign) the average

h K (µ) i = −

∂V
.
∂β(µ)

(4.112)

• For the second derivative we obtain the variance of the respective conserved
quantity

∂2 V
Var K (µ) =
.
(4.113)
(∂β(µ) )2
Moreover, we can compute mixed derivatives, which can be interpreted as correlation
functions between different conserved quantities. For example, the correlation function
between two different conserved quantities reads

hK (µ) K (ν) i − hK (µ) ihK (ν) i =

∂
∂
V.
∂β(µ) ∂β(ν)
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Note: Note that this is not the ordinary bare correlation function hK (µ) K (ν) i, but the socalled connected part, where the product’s mean is subtracted. The connected part of a correlation function thus measures the true correlation as a deviation from an uncorrelated
scenario. Here, too, you can see the beauty of cumulants: they automatically produce expressions for correlation functions which vanish in the correlation-free case.
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5 Thermodynamics
5.1 System with external parameters
5.1.1 Thermodynamical variables
Thermodynamics vs. Thermostatics
Thermodynamics contains the word dynamics, i.e., it deals with generally time-dependent
processes of macroscopic complex systems which are almost in thermal equilibrium. For
example, thermodynamics can be used to describe the physics of a combustion engine
in a car. Obviously, such a process is not stationary and thus it is not in an equilibrium
state. However, it is built in a way that it is always very close to equilibrium so that most
elements of thermostatics discussed in the previous chapter remain valid.
One of the major differences concerns the experimental
setup. In the previous chapter we have assumed that the experiment has no moving parts. For example, we have considered the case of two systems exchanging energy via a thermal
bridge. Here the arrangement is completely static. Contrarily,
thermodynamical systems are allowed to change their macroscopic configuration in time, the prime example being a gas in
a cylinder compressed by a moving piston.

Piston of a steam locomotive.

Work and heat
In thermodynamics, a conserved quantity can be exchanged
in two different ways. For example, we can exchange energy via a thermal bridge, but we can also transfer energy
by changing the macroscopic configuration via compression.
For this reason we have to distinguish two different kinds of
energy transfer, namely, heat and work, denoted by ∆Q and
∆W. Heat refers to the exchange of energy by thermal interaction, which is always accompanied by a change in entropy
according to Clausius relation
∆Q = T ∆H.

Heat engine

(5.1)

On the other hand, work refers to the exchange of mechanical energy by rearranging the
macroscopic configuration of the system, e.g., by moving a piston. Distinguishing these
two kinds of energy transfer, we have to be careful about the sign of ∆Q and ∆W. In
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this lecture we use the widespread convention that ∆Q stands for the heat flowing into
the system while ∆W refers to the work done by the system (and not on the system).

First Law
Choosing this convention and denoting the internal energy1 of the system by E = Esys ,
the First Law of thermodynamics for systems with a fixed number of particles reads
∆E = ∆Q − ∆W.

(5.2)

For an infinitesimal change we may also write dE = dQ − dW.
As for the work, the standard example is a gas which expands in a cylinder, moving a piston which performs mechanical work on the environment. The infinitesimal
mechanical work can be expressed as
dW = P dV ,

(5.3)

where P is the hydrostatic pressure of the gas and V the available volume in the cylinder.
Inserting Eqs. (5.1) and (5.3) into Eq. (5.2) we can rewrite the First Law in a differential
form
dE = T dH − P dV.
(5.4)
Additionally, if the system is also allowed to exchange particles with the environment,
the internal energy E may also change if the number of particles N varies. According to the preceding chapter, the corresponding proportionality factor is the chemical
potential µ. For such systems the differential First Law of thermodynamics reads
dE = T dH − P dV + µ dN.

(5.5)

5.1.2 Quasistatic processes
In the previous sections, we assumed that the laboratory system is characterized by a
configuration space Ωsys , where each configuration s is assigned a particular energy Es
(or multiple conserved quantities {K (µ) }). When such a system exchanges conserved
quantities with the environment in thermal equilibrium, we can already specify the
stationary probability distribution of the laboratory system, without even knowing the
transition rates of the system apart from the fact that they obey the condition of detailed
balance (see Sect. 3.3.2 on page 122).
Remember: A complex system in thermodynamic equilibrium is defined by
• its configuration space Ωsys ,
• a set of conserved quantities,
• well-defined values of the conserved quantities associated with the configurations s
(such as the energy Es ),
1 In

many textbooks the internal energy is denoted by U instead of E.
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• constant values for those conserved quantities that are not exchanged,
• given values for the conjugate variables of the conserved quantities that are exchanged
(such as β = 1/T in the case of energy conservation).

So far, we have assumed that these defining properties are static in the sense that they
are not manipulated from outside during the experiment. This applies in particular to
the structure of the configuration space as well as the values of the conserved quantities
associated with the configurations. For example, for a system in contact with a heat
bath, we so far assumed that the energies Es do not change over time, all what changes
is the probability to find the system in this configuration. This means that a change of
the total energy can only be caused by jumps in the configuration space.

Quasistatic variation of external parameters
A completely different situation arises if the laboratory
system has external parameters which allow the experimenter to influence the physical properties of the system.
This happens, for example, if the geometry of the experiment can be varied.
As a simple example, consider a quantum-mechanical
Standing waves between two walls
particle in a one-dimensional potential well whose lateral
size can be varied. As we have seen before, the configurations in our classical cartoon
correspond to the quantum-mechanical eigenstates, in this case the standing waves
between the two walls. By enumerating these waves with the index n = 1, 2, . . ., the
assigned energies En are proportional to n2 /L2 , where L is the length of the resonator.
But what happens if we change the geometry of the arrangement, for example, if we
change the length of the resonator? It turns out that this will depend very much on the
speed of the change. When the length of the resonator is abruptly changed, all modes
are chaotically scrambled. However, if we change the resonator size slowly compared
to the typical timescale of the quantum-mechanical oscillations, then the existing vibrational modes are merely stretched but not scrambled. Processes of this kind are called
quasistatic.
As the resonator expands, the energy En ∝ n2 /L2 of the standing waves decreases.
A variation of the external parameters of a system can thus continuously change the
conserved quantity is assigned to the configurations. If this change is quasistatic, that
is, much slower than the quantum-mechanical time scale given by En = h̄ωn , then
this manipulation will not induce any additional jumps between the configurations.
For example, in the system sketched above, if the first three eigenmodes are populated
with the probabilities p1 , p2 , and p3 , we expect that these probabilities will not change
during a quasi-static expansion of the system.
In the world of music, especially in the context of string instruments,
this effect is known as glissando. Here one first excites the oscillator (the
string) and then continuously changes the pitch. As a result, the frequency of the sound slides up. If this process is slow enough, no further
overtones will be excited.
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Figure 5.1: Slide whistle that can be used to produce sliding tones (glissandi) [G. Vandegrift, Wikimedia]

Adiabatic processes
Let us now return to thermodynamics. Thinking of an ideal gas in the cylinder, all
the (non-interacting) quantum-mechanical modes are compressed in a glissando-like
manner, thereby increasing the energy of the system. If the cylinder is in contact with
a heat bath, this energy is then transferred to the bath in the form of heat. You can feel
it when you inflate your bicycle hose: The valve will slowly warm up. The transfer of
heat does change the occupation probabilities of the energy levels.
A different situation emerges if the cylinder is thermally isolated, preventing the
export of heat. In this case we only have the aforementioned glissandi of quantum
states, meaning that the energies Es change while the probability distribution Ps (t) stays
constant. Such transformations are called adiabatic processes. As the system is closed,
the transition rates of the system are symmetric and the stationary state is given by
an uniform probability distribution. If the external parameters are slowly changed,
the rates may well change, but they remain symmetric, meaning that the probability
distribution of the system will remain uniform. Entropy thus remains maximal during
the whole process and it is therefore preserved. Such processes, which could serve
entropy, are called isentropic processes.
At this point it is useful to recall the specific meaning of various terms:
• Thermodynamic state: Equilibrium state of a complex system described by a set
of conserved quantities or the associated conjugate quantities.
• Thermodynamic process: Macroscopically visible change or manipulation of the
system.
• Change of state: Process which changes the conserved quantities or the entropy
of the system.
• Quasistatic process: State change which is so slow that the system is always close
to the stationary state.
• Adiabatic process: State change in an isolated systems which does not exchange
conserved quantities.

During a quasistatic adiabatic process the occupation probabilities
and therewith the entropy of the system do not change.

quasistatic + adiabatic

⇔

δH = 0.
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5.1.3 Work and generalized forces
If the investigated thermodynamic system is a gas, the most important external parameter is the volume V. The above example of a quantum mechanical particle in a
one-dimensional cylinder shows that the energies En of the oscillation modes depend
on the length of the cylinder and thus on the volume of the system:
En ∝

n2
∝ V −2 .
L2

(5.6)

As can be seen, all energies En change by the same factor. During a quasistatic adiabatic
(i.e. thermally isolated) expansion of the gas we know that the occupation probabilities
Ps of the quantum states remain unchanged, so the total energy of the system will also
change proportionally to V −2 . This is what happens when using a bicycle air pump:
Compressing the air leads to an increase of the temperature. Conversely, the expanding
gas from a gas bottle cools down.
Similar effects can be seen when landing an aircraft:
Above the wings there is a very low pressure (the pressure difference below and above the wing prevents the
plane from falling down). For this reason the air above
the wing is cooler so that the humidity condensates.
Where does the energy come from and where does it
Condensation above the wings
end up? The answer is simple: if you want to compress
of a landing airplane.
a gas, you have to provide work. Conversely, a expanding gas can perform work. This work ∆W, which can be calculated by “force times distance“ while the piston moves, accurately compensates for the system’s energy change,
thus ensuring energy conservation:
∆Esys = −∆W .

(5.7)

As a result of the movement of the piston, mechanical energy is exchanged with the
environment. But this kind of energy exchange differs fundamentally from the kind
of energy exchange that we have studied before. When thermal energy is exchanged
via a thermal bridge, energy is randomly “traded ” between the two systems, where
the increasing entropy plays the role of the driving force. This type of energy exchange
is always associated with jumps across the sectors of constant energy. The energy exchange during the expansion or compression of a gas, however, is fundamentally different. Here the energy exchange is not mediated by jump processes in the configuration
space, instead it is mediated by a change of the external parameters in such a way that
the energy levels of the system are continuously shifted. It is therefore a directed mechanical and not a stochastic thermal exchange of energy.

Exact and non-exact differentials
At this point let us consider the difference between exact (complete) and non-exact
(incomplete) differentials. To this end we consider an n-dimensional parameter space
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x = ( x1 , x2 , . . . , xn ) ∈ Rn , where the xi could represent external parameters of the
system. If these parameters are changed infinitesimally by x → x + dx, we expect that
certain macroscopic quantities will respond to this replacement infinitesimally. This
response, denoted here as dG, will depend linearly on dx, i.e.,
dG = F(x) · dx =

∑ Fi (x) dxi .

(5.8)

i

Note that the coefficients Fi (x) may depend on the values of x where the infinitesimal
change takes place.
In order to obtain a finite response ∆G, one has to integrate the differential dG along
the path x0 → x1 . The differential is called exact or complete if the result depends only
on the initial and the final point but not on the specific course of the path in between.
dG exact

∆G =

⇔

Z x1
x0

dG = G (x1 ) − G (x0 ) path-independent.

(5.9)

The path-independence makes it possible to construct a “potential” G from which dG
can be derived. Having found this potential, the coefficients are given by F = ∇ G, i.e.,
we get the usual representation of a total differential in terms of partial derivatives:
dG = ∇ G · dx =

∂G

∑ ∂xi dxi

(5.10)

i

Note: You already know this from mechanics. There, the infinitesimal work is defined
as “force times infinitesimal distance”, that is, dW = F · d~s. The force field F(x) is called
conservative if it can be represented as the gradient of a potential F(x) = −∇V (x). The work
then depends only on the initial and the final point, but not on the specific course of the path
in between.

As an example let us consider two integration contours
from A to B in R2 , as shown in the adjacent figure. For
F(x) = (1, x1 /x2 ) the results for the two integration contours are different:
upper: ∆G =
lower: ∆G =

Z 2
1

Z 2
1

dx2

1
+
x2

dx1 +

Z 2

Z 2
1

1

dx1 = 1 + ln 2

dx2

2
= 1 + 2 ln 2 ,
x2

On the other hand, for the force field F(x) = (1/x1 , 1/x2 )
one obtains the same result in both cases:
∆G =

Z 2
1

dx1

1
+
x1

Z 2
1

dx2

Two integration paths

1
= 2 ln 2 .
x2

(5.11)

To show that this independence applies to every path, it is easiest to construct the potential explicitly. This can be done by first choosing one particular path from a given
starting point x0 to x, computing
G (x) =

Z x
x0

F(x) · dx
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Figure 5.2: Left: Standard situation of a system with energy conservation, whose volume can be controlled externally.
The equilibrium state is determined by the two state variables temperature and the volume. Energy exchange takes place by means of heat transfer or by mechanical work when the volume is changed. Right:
Analogous situation in a system with several conserved quantities and the associated conjugated parameters
(see text).

and then to check that the result is path-independent. For example, in the case of the
second example G = ln( x1 x2 ) is the appropriate potential.
As we shall see, the differential work d̄W is not an exact differential. In the following,
we will mark such non-exact differentials with an additional bar: d̄.

5.1.4 General formalism
In the following we want to develop a general formalism for a thermodynamical system
with arbitrarily many conserved quantities and external parameters (see Fig. 5.2). After
that we will have again a look at the special case of a system with energy conservation
and variable volume.
As already explained in Sect. 4.3 on page 160 we consider a general system with the
conserved quantities
K (1) , K (2) , . . . ,
(5.13)
which are indexed by a superscript (µ) . The system is defined by its configuration space
Ωsys and a set of mappings that associate each configuration s ∈ Ωsys with specific values
of the conserved quantities Ks(µ) . The mean value of this conserved quantity is then
given by
K (µ) = hKs(µ) i = ∑ Psstat Ks(µ) .
(5.14)
s∈Ωsys

As discussed before, the conserved quantities K (µ) can be exchanged with the environment in two different ways:
• Stochastically by a fluctuating exchange with an external reservoir (see Sect. 4.3
on page 160), where the occupation probabilities of the configurations change reciprocally while the values of Ks(µ) (the quantum-mechanical eigenvalues) remain
constant.
• Mechanically by modifying certain external parameters adiabatically. This changes
the values assigned to the configurations Ks(µ) , but it does not lead to additional
jumps between the configurations. This type of exchange can be interpreted as
some kind of generalized work, as we will see in the following.
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Generalized differential work
We consider a system that can be modified by several external parameters, denoted by
xα ,

α = 1, 2, . . . .

Furthermore, we shall assume that the values of the conserved quantities Ks(µ) associated
with the configurations are continuously differentiable with respect to the external parameters of the system. An infinitesimal variation of the parameters will therefore also
lead to an infinitesimal change of the conserved quantities:
dKs(µ) =

∑
α

∂Ks(µ)
dxα .
∂xα

(5.15)

Since there is a well-defined function Ks(µ) ( x1 , x2 , . . .), it can be regarded as a thermodynamic potential, meaning that dKs(µ) is by definition an exact differential.
Since all conserved quantities in the total system (consisting of laboratory system
and environment) are constant, any differential change dKs(µ) in the system will be accompanied by an opposite change in the environment. This export of the conservation
quantity into the environment is usually associated with concrete mechanical movements and can be interpreted as work performed by the system.
The generalized differential work d̄Ws(µ) performed by the configuration s through shifting Ks(µ) just corresponds to the loss of the corresponding conserved quantity:
d̄Ws(µ) = − dKs(µ)

(5.16)

Note: Although dK is an exact differential, the differential work d̄W is not is an exact differential. The reason is that not only variations of the external parameters xα leads to a change
of the conserved quantities but also a change of the corresponding conjugate quantities β(µ) .
For example, when changing temperature, there will be a flow of energy but without performing any work.

Generalized forces
The expansion coefficients of the work performed by the systems can be interpreted as
generalized forces
∂Ks(µ)
µ)
.
(5.17)
χ(α,s
:= −
∂xα
This allows one to express the differential work as a sum over “force times distance”:
d̄Ws(µ) =

∑ χα,s dxα .
(µ)

(5.18)

α

µ)
This variable χ(α,s
can be interpreted as a force caused by the configuration s, which in
reality corresponds to a certain quantum state of the system. The average work done
by the system in thermal equilibrium results from averaging over all configurations
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weighted with the corresponding stationary probabilities:
d̄W (µ) = h d̄Ws(µ) i =

∑

Ps d̄Ws(µ) =

s∈Ωsys

∑

s∈Ωsys

µ)
Ps ∑ χ(α,s
dxα

(5.19)

α

With the definition of the average generalized forces
χ(αµ) = hχ(αµ) i = − ∑
α

∂hKs(µ) i
.
∂xα

(5.20)

we arrive at the simple relation
d̄W (µ) =

∑ χα

(µ)

dxα .

(5.21)

α

Special case: Systems with energy conservation and variable volume
We now consider the special case of a system with energy conservation and variable
volume (see left panel of Fig. 5.2). If the volume is changed infinitesimally, every configuration s (that is, each quantum state) contributes to the work by
( E)

d̄Ws = χV,s dV ,

(5.22)

where
∂Es
(5.23)
∂V
is the corresponding generalized force. The performed differential work can be written
as
d̄W = ( ps A) dx ,
(5.24)
( E)

χV,s = −

where dx denotes the distance by which the piston is shifted, A its area and ps the
contribution to the pressure in the cylinder caused by the configuration s. Since A dx =
dV we have
d̄Ws = ps dV
(5.25)
( E)

so that we can identify the generalized force χV,s with the pressure ps caused by the
configuration s:
∂Es
ps = −
.
(5.26)
∂V
If we average over all configurations, we arrive at h d̄W i = h pi dV or in short
d̄W = p dV

(5.27)

which is just the special case considered in Eq. (5.21). Here the pressure is given by
p=−

∂E
.
∂V
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Figure 5.3: Left: Of the piston is fixed, the the volume V is constant. Right: An infinitely long spring is attached to
the pole, exerting a constant force regardless of its position. The piston will move until the thermodynamic
force compensates for the spring force. Thus the external force determines the pressure inside the cylinder,
meaning that the pressure is constant.

5.2 Controlling external parameters
5.2.1 Different variants of external control
Depending on the physical situation, a (generalized) force may result may lead to a
variation of the associated external parameter until it vanishes or is balanced by an
external counterforce. For example, the piston in a cylinder will move until the internal pressure of the gas equals the external pressure plus the external mechanical force
acting on the piston.
The magnitude of the thermodynamic force generally depends on the external parameters, for example, the position of the piston. What this dependency looks like is,
in principle, freely selectable and an integral part of the design of a heat engine. Here
we want to limit ourselves to three different scenarios, which play an important role in
practical applications:
• Specification of an external parameter: In this case the external control parameters are fixed, independent of the resulting thermodynamical forces (see left panel
of Fig. 5.3, where the position of the piston is fixed).
• Specification of the counterforce: In this case the external parameters of the system will change until the thermodynamical force will be in equilibrium with the
applied external counterforce (see right panel Fig. 5.3).
• Freely movable (no specification): In this case the external parameters of the
system will change until the thermodynamical force vanishes. This would correspond to a freely moving piston.

Balancing forces in a thermally isolated system
First of all, we want to investigate the case of a thermally isolated system, meaning that
it does not thermally interact with external reservoirs. The first case mentioned above,
in which the external parameters are fixed, corresponds to that of an isolated system
with a fixed piston whose equilibrium state is characterized by a microcanonical ensemble. Much more interesting is the second case of a constant counterforce. Here,
the equilibrium state is characterized by a compensation of the forces, which amounts
to the fact that we do not longer specify the external parameters themselves, but instead specify the generalized forces. In the case of the example shown in Fig. 5.4, this
corresponds to a specification of the internal pressure in the cylinder.
During equilibration, the external parameters are expected to vary, for example the
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Figure 5.4: Thermally isolated system, where the pressure is kept constant by means of an infinitely long spring.

piston is expected to move. More specifically, we expect the parameters to vary if this
brings the system into a state with a lower energy. In the example for moving piston,
this means that the energy of the system will decrease until the internal pressure psys
equals the external pressure generated by the spring pext = AF :
equilibrium

⇔

psys = pext .

(5.29)

Obviously this equilibrium is characterized by the minimum of the potential

since

E := pext Vsys + Esys

(5.30)

∂Esys
∂E
= pext +
= pext − psys = 0.
∂Vsys
∂Vsys

(5.31)

5.2.2 Exchange of volume and particles
Exchange of volume
In the literature one often finds the example of a system which “exchanges volume”
with the environment. The idea is that volume can be interpreted as some kind of
conserved quantity, because as the volume of the system increases, this automatically
leads to a corresponding reduction of the volume in the environment. However, our
previous considerations suggest that the volume has to be considered as an external
parameter. Let us have a closer look at these contradictory arguments.
In many textbooks it is written that such a volume exchange can be realized by a
freely movable piston. This means that the piston is not controlled from the outside,
thus a motion of the piston is not caused by stretching quantum-mechanical modes
but by jumps in the configuration space of the system. The (massless and freely freely
movable) piston will follow the respective fluctuating forces instantaneously until the
entropy of the total system is maximal. This process does not transfer energy from one
part to the other.
Note: In textbooks this type of piston is referred to as a non-adiabatic piston. Certainly such
a piston, massless and instantaneously following each fluctuation, does not exist. Nevertheless, one finds this freely movable non-adiabatic piston in almost every textbook. Over many
decades, the viewpoint was established that one can distinguish between “freely moving”
and “adiabatic” pistons. Only recently this problem has been reviewed from a critical perspective. For example, an important contribution is the paper “The adiabatic piston: And
yet it moves” published in 2000 by E. Kestemont, C. Van den Broeck and M. M. Mansour [7].

With these assumptions the textbook story goes as follows, handling the exchange of
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volume in a similar way as the exchange of energy (see Sect. 3.4 on page 126). Because
of
V = VA + VB
(5.32)
the differential changes of the volumes on either side balance one another: dVA =
− dVB . On the other hand, in equilibrium the total entropy reaches its maximum, hence
dHtot =

∂H A
∂HB
dVA +
dVB = 0 .
∂VA
∂VB

(5.33)

This means that the partial derivatives on both sides have to coincide, i.e.
β V :=

∂HB
∂H A
=
.
∂VA
∂VB

(5.34)

The equilibrium is thus established if the conjugate quantity β V associated with the
volume is the same in both systems. This equilibrium is completely analogous to the
thermal equilibrium with energy exchange, where the conjugate quantity β = 1/T
assumes the same value in both subsystems.
The variable β V is in a sense the inverse ”temperature” associated with the volume.
What is the best interpretation of this parameter? Obviously β V has something to do
with the pressure of the gas. However, according to Eq. (5.28), the pressure itself is
defined as2
∂Esys
p=−
,
(5.35)
∂V
that is, as a partial derivative of the energy (and not the entropy). But we have to recall
that Eq. (5.28) referred to an adiabatic expansion that performs work without generating
additional entropy. Here, however, we are dealing with a freely moving non-adiabatic
piston, i.e., there is no work involved and therefore the energy in the laboratory system
is strictly conserved. For this reason, any displacement of the piston, which would lead
to a change in the energy dE = − p dV, must be compensated by an increase in the
entropy:

∂H 
dE = − p dV + T dH = − p + T
dV = 0 .
(5.36)
∂V
|{z}
= βV

Since the bracket has to vanish, we can identify
βV =

p
T

(5.37)

which is just what we expected.
To summarize, a non-adiabatic piston which is massless and follows all microscopic
fluctuations immediately is pure fiction. Nevertheless the story with the non-adiabatic
piston seems to work and gives correct results, and this is probably the reason why it
can be found in so many textbooks.

2 In

this formula the negative sign was introduced because one expects the energy of the gas to decrease
with increasing volume.
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Exchange of particles
Using the same type of arguments, one can study the exchange of particles between the
two subsystems. Since particles cannot escape from the total system, the total number
of particles is conserved,
N = NA + NB = const ,
(5.38)
so that dNA = − dNB . The corresponding differential change of the entropy in the total
system reads
∂H A
∂HB
dHtot =
dNA +
dNB .
(5.39)
∂NA
∂NB
Thermal equilibrium is characterized by a maximal entropy of the total system, meaning that dHtot = 0. This requires that the partial derivatives coincide on both sides,
i.e.
∂H A
∂HB
β N :=
=
.
(5.40)
∂NA
∂NB
Consequently in equilibrium the conjugated quantity β N will take the same value in
all subsystems. This quantity is related to the chemical potential, which is defined as the
energy change during particle supply or removal:
µ=

∂Esys
.
∂N

(5.41)

Unlike pressure, we do not have to use a negative sign because one expects the energy
to increase as particles are added. Analogous to the considerations of volume exchange,
we have

∂H 
dE = µN + T dH = µ + T
dN = 0
(5.42)
∂N
and we can conclude that
µ
βN =
.
(5.43)
T

Summary: Equations of State
To summarize, let us recall that the macroscopic physical properties of the gas our completely determined by the entropy functional H ( E, V, N ), see e.g. Eq. (4.32). If the number of particles is sufficiently large, this allows us to define the corresponding intensive
thermodynamic quantities, namely,
β=

∂H
,
∂E

βV =

∂H
,
∂V

βN =

∂H
.
∂N

(5.44)

Thus, the differential change of the conserved quantities will go along with a differential a change of the entropy.
dH = β dE + β V dV + β N dN .

(5.45)

In practice, however, most people do not use the variables β, β V , β N , instead one works
with the temperature, the pressure, and the chemical potential. In the field of thermo-
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dynamics, it is customary to use parentheses with attached subscripts, which indicate
which variables are kept constant in the considered context:






1
∂H
∂H
∂H
p
µ
=
,
=
,
=−
.
(5.46)
T
∂E V,N
T
∂V E,N
T
∂N E,V
These equations are denoted as the equations of state. The corresponding differential
form reads:
1
p
µ
dH = dE + dV − dN.
(5.47)
T
T
T

5.3 Systems with fixed energy, volume, and particle number
5.3.1 State variables
Consequences of the peakedness of the distribution for large N
The example discussed above highlights two facts that generally apply to all conserved
quantities:
• If a system does not exchange a conserved quantity K with the environment, this
quantity is strictly preserved. For a system with only a few degrees of freedom,
the possible values of this conserved quantity are quantized and thus they cannot
be changed continuously. Accordingly, it is strictly speaking impossible to define
a conjugate temperature-like parameter β K = ∂H
∂K . However, if the complexity
of the system is sufficiently large, as is the case, for example, in the limit N →
∞, the spectrum of conserved quantity can be considered as quasi-continuous.
In this sense, even an isolated system has a well-defined conjugate variable β K .
For example, the gas in a perfectly insulated balloon would have a well-defined
temperature.
• Conversely, if the system exchanges a given conserved quantity K with an external reservoir, this conserved quantity will generally fluctuate. However, the
example discussed above shows that for N → ∞ the distribution of these fluctuations becomes extremely sharp, so that it is in practice possible to replace the
fluctuating quantity by its well-defined mean value.
We will now consider the thermodynamics of gases (especially of the ideal gas) characterized by the conserved quantities E, V, N, where we want to make use of these properties in the limit of a large number of particles. Since the macroscopic equilibrium state
of an isolated system is clearly characterized by E, V, N, these three quantities are the
relevant state variables.

Entropy as a state variable
Since the conjugated quantities T, p, µ (which are assumed to take unique values in the
limit N → ∞) depend on the conserved quantities E, V, N, it is possible to use them
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as state variables. The same is true for the entropy H, which is an extensive quantity.
However,
the entropy is different in so far as the corresponding conjugate quantity
 
∂H
∂H

= 1 is trivial. This means that a thermodynamic system in equilibrium can be
characterized in terms of the following seven parameters:
• Extensive state variables: E, V, N, H
• Intensive state variables: T, p, µ.

Of course, these seven variables are not independent of each other, rather they are constrained by the given relationship H ( E, V, N ) and also by the equations of state (5.46).
For the ideal gases with the entropy given in Eq. (4.32)


3
5
H ( E, V, N ) = N ln V + ln E − ln N + const .
(5.48)
2
2
the equations of state read
E=

3
NT ,
2

pV = NT ,

5
µN = TH − N .
2

(5.49)

If required, we can supplement the Boltzmann constant k B in these equations by replacing T → k B T. The three equations of state together with the definition of entropy
constrained the seven state variables to three independent variables.

Implications of the extensivity of the entropy — Fundamental relation
In very large and weakly coupled systems, such as gases, one expects physical entropy
to be extensive. Thus, by multiplying all the extensive parameters E, V, N by a factor
λ > 0, the corresponding entropy should increase by the same factor. Mathematically,
this means that entropy is a homogeneous function:
λ H ( E, V, N ) = H (λE, λV, λN ) .

(5.50)

The homogeneity can also be used to derive a direct relationship between the state
variables. To this end we differentiate the equation above with respect to λ:
H ( E, V, N ) =

∂H (λE, λV, λN )
∂H (λE, λV, λN )
∂H (λE, λV, λN )
E+
V+
N . (5.51)
∂( Eλ)
∂(Vλ)
∂( Nλ)

Inserting the equations of state we obtain the relation
H =

E
pV
µN
+
−
.
T
T
T

(5.52)

In thermodynamics one usually solves this equation for E. The resulting relation
E = TH − pV + µN
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is denoted as Gibbs fundamental equation or as the fundamental relation of thermodynamics.
Of course, Eq. (5.53) leads again to the well-known differential form
dE = T dH − p dV + µ dN .

(5.54)

Temperature and pressure of an ideal gas
Considering the ideal gas itself as a heat bath, its temperature is given by
β = 1/T =

∂H
3N
=
∂E
2E

⇒

E=

3
Nk B T .
2

(5.55)

which establishes a relationship between the temperature and the mean energy of the
system. It can be shown that the prefactor 32 reflects the number of degrees of freedom
of the particles.
Note: The rule of the thumb is that every degree of freedom contributes with 21 k B T to the
thermal energy of the system. In the ideal gas, the particles apparently have three degrees of
freedom. In real gases, the particles are spatially extended objects with additional rotational
degrees of freedom. However, the rotating states have such a high energy that they are not
thermally excited at room temperature, hence the gas behaves as if it had only three degrees
of freedom per particle.

To calculate the pressure of an ideal gas, consider a thermally isolated container whose
volume can be changed with a moving piston. Such an arrangement could look like
this:

As we discussed in Sect. 5.1.2 on page 172, by slowly moving the piston the quantummechanical modes will be stretched, but the moving piston will not induce any extract
jumps between the levels as long as the motion is quasistatic, i.e., much slower than
the typical timescale of the quantum-mechanical oscillations. This means that the quasistatic motion of the piston will preserve the entropy, and for this reason such process
is called isentropic. In addition the total number of particles N remains constant. From
Eq. (4.32) it follows that ln V + 32 ln E = const, i.e., .
ln E +

2
ln V = const.
3

(5.56)

Exponentiate both sides of the equation this turns into
EV 2/3 = C = const.

(5.57)

The generalized force with respect to the conserved volume (cf. Sect. 5.1.4 on page 177)
is the pressure, which is defined as
p=−

∂E
∂CV −2/3
2
=−
= CV −5/3 .
∂V
∂V
3
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Entr.

H
H
H
H
H
H
H
H
H
H
H
H

Ener.
E
E
E
E
T
T
T
T
E
E
T
T
E
E
T
T

Vol.
V
V
p
p
V
V
p
p
V
p
V
p

V
V
p
p

Tln.
N
µ
N
µ
N
µ
N
µ

N
µ
N
µ
N
µ
N
µ

potential
H
µ
H+ TN
p
H − TV
p
µ
H − TV + TN
1
H− TE
µ
H − T1 E + T N
p
1
H − TE− TV
p
µ
1
H − TE− TV + TN
N
p
N + TV
N + T1 E
p
N + T1 E + T V
V
µ
V− TN
V + T1 E
µ
V + T1 E − T N
E
µ
E− TN
p
E+ TV
p
µ
E+ TV − TN
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common potential
H ( E, V, N )

name
Entropy

F ( T, V, N ) = E − TH
Ω( T, V, µ) = E − µN − TH
G ( T, p, N ) = E + pV − TH

Helmholtz Free energy
Grandcan. potential
Gibbs Free Energy

U ( H, V, N ) = E

Internal energy

H̃ ( H, p, N ) = E + pV

Enthalpy

Table 5.1: Summary of various possibilities to select three variables out of seven thermodynamical quanti-

ties. In practice, however, only few potentials are being used.

In this expression, one can remove the unknown constant C by back-substitution of
Eq. (5.57). In this way one obtains the equation of state for an ideal gas which we have
already derived under heuristic level inEq. (4.11):
p=

2E
.
3V

(5.59)

5.3.2 Thermodynamic potentials of EVN-systems
Selection of the set of independent state variables
Of the seven variables H, E, V, N, T, p, µ, the variables ( E, T ), (V, p) and (µ, N ) form
conjugate pairs associated with certain conserved quantities while the entropy is special
in so far as it does not have a nontrivial conjugate variable. The fundamental equation
now allows as to express the thermodynamic state of a system in three of the seven
variables. However, in this choice, a conserved quantity should not occur together
with its conjugated thermodynamic size, since both are mutually dependent by their
equations of state. With this restriction, there are theoretically 20 possibilities which
are listed in Table 5.1. Each choice gives rise to a potential that describes the complete
information of the system and can be derived from the other variables. Of these 20
possibilities, six are used in practice, which are listed in the table. In practice these
potentials are defined in such a form that they can be interpreted as the energy which
is available for the transformation into mechanical work.
The six potentials are:
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potential
entropy
internal energy
Helmholtz free energy
Gibbs free energy
enthalpy
grand canonical potential

definition
H ( E, V, N )
E( H, V, N )
F ( T, V, N ) = E − TH
G ( T, p, N ) = E + pV − TH
H̃ ( H, p, N ) = E + pV
Ω( T, V, µ) = E − µN − TH

differential form
p
µ
dH = T1 dE + T dV − T dN
dE = T dH − p dV + µ dN
dF = − H dT − p dV + µ dN
dG = − H dT + V dp + µ dN
d H̃ = T dH + V dp + µ dN
dΩ = − H dT − p dV − N dµ

From each thermodynamic potential U ( x1 , x2 , x3 ), which depends on three variables,
three mixed second derivatives can be formed. It does not matter whether you differentiate first according to the first and then the second variable or in reverse order.
The interchangeability of the derivatives leads to relationships referred to as Maxwell
relations:




∂
∂U
∂
∂U
=
(i 6 = j 6 = k )
(5.60)
∂xi ∂x j x
∂x j ∂xi xk
k

Internal energy
The total differential of the internal energy E( H, V, N ) reads
dE = T dH − p dV + µ dN .
The first partial derivatives (equations of state) give




∂E
∂E
T=
p=−
∂H V,N
∂V H,N

(5.61)


µ=

∂E
∂N


.

(5.62)

H,V

From the second partial derivatives we can derive the heat capacity


∂2 E
∂H 2





=
V,N

∂T
∂H

"



=
V,N

∂H
∂T

# −1



"

=
V,N

"

⇒ CV = T

∂2 E
∂H 2

∂H
∂E




V,N

∂E
∂T

 # −1

=

T
CV

(5.63)

# −1



(5.64)
V,N

as well as the compressibility at constant entropy:


∂2 E
∂V 2





= −
H,N

1
⇒ kH =
V

"

∂p
∂V



∂2 E
∂V 2



=
H,N

1
Vk H

(5.65)

# −1
(5.66)
H,N

As the most important Maxwell relation we obtain




∂
∂E
∂
∂E
=
∂V ∂H
∂H ∂V
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⇒

∂T
∂V





=−
H

∂p
∂H
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.

(5.68)

V

Helmholtz free energy
The differential form for the Helmholtz free energy F ( T, V, N ) reads
dF = − H dT − p dV + µ dN .
together with the corresponding equations of state
 


∂F
∂F
H=−
p=−
∂T V,N
∂V T,N

(5.69)


µ=

∂F
∂N


.

(5.70)

T,V

From this we get e.g. the Maxwell equation

 

∂p
∂H
=
.
∂V T
∂T V

(5.71)

Gibbs free energy
The Gibbs free energy describe systems which exchange energy and volume while
keeping the number of particles constant. The potential G ( T, p, N ) = E − TH + pV
leads to the differential relation
dG = − H dT + V dp + µ dN .
The equations of state to read


∂G
H=−
,
∂T p,N


V=

∂G
∂p



(5.72)


,
T,N

µ=

∂G
∂N


.

(5.73)

T,p

The Maxwell relation with respect to the first two variables is given by




∂H
∂V
−
=
.
∂p T,N
∂T p,N

(5.74)

The Gibbs fundamental relation (5.53) leads to a particularly simple expression for the
potential G ( T, p, N ) = E + pV − TH, namely,
G ( T, p, N ) = µN .

(5.75)

This form of the fundamental equation is also known as the Gibbs-Duhem relation. Note
that in this expression the number of particles N depends implicitly on T, p by means
of the fundamental equation.
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Name
Entropy
Helmholtz free energy
Gibbs free energy
Grand potential
Energy
Enthalpy

Vars
EVN
TVN
TPN
TVµ
HVN
H PN

Potential
H
F = E − TH
G = E + PV − TH
Ω = E − TH − µN
E
H̃ = E + PV

Differential
− T dH = − dE − p dV + µ dN
dF = − H dT − P dV + µ dN
dG = − H dT + V dP + µ dN
dΩ = − H dT − P dV − N dµ
dE = T dH − p dV + µ dN
d H̃ = T dH + V dP + µ dN

Table 5.2: Summary of the most important thermodynamic potentials.

Enthalpy
In the literature the so-called enthalpy H̃ ( H, p, N )is also denoted by H. For this reason
we have marked the enthalpy by a tilde (˜). The corresponding differential form reads
d H̃ = T dH + V dp + µ dN

(5.76)

leading to the equations of state

T=

∂ H̃
∂H




V=
p,N

∂ H̃
∂p




µ=
H,N

∂ H̃
∂N


.

(5.77)

H,p

The most important Maxwell relation is
 


∂T
∂V
=
.
∂p H,N
∂H p,N

(5.78)

Grand canonical potential
For the grand canonical potential Ω( T, V, µ) = E − µN − THone is led to the differential
form
dΩ = − H dT − p dV − N dµ .
(5.79)
The equations of state read


∂Ω
H=−
,
∂T V,µ


p=−

∂Ω
∂V




,
T,µ

N=−

∂Ω
∂µ


.

(5.80)

T,V

5.4 Thermodynamic processes
The formalism developed so far applies to systems in thermal equilibrium. We have
seen that the equilibrium state of such systems can be characterized by only few parameters, the choice of which depends on the particular physical situation and involved
conserved quantities. Moreover, in sufficiently large systems, it is possible to express
each parameter also in terms of its conjugate parameter because of the sharpness of
the distribution, for example the energy can always be translated into a corresponding
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Figure 5.5: Schematic representation of the hypersurface in the parameter space given by the entropy function. A thermodynamic process can be understood as a quasi-static sequence of equilibrium states along a given trajectory on the hypersurface.

temperature and vice versa. The resulting parameter space is limited by the equations
of state and the entropy function. The equilibrium states of the system are therefore
located on a hypersurface in the parameter space.
A thermodynamic process can be understood as a quasistatic change in the parameters of the system, the associated generalized forces, or the parameters of the reservoirs.
It is assumed that the system always remains arbitrarily close to equilibrium during the
entire process, so that the description with only a few macroscopic parameters is still
justified. Illustratively speaking, the system moves along a specific trajectory on the
hypersurface in the parameter space, as sketched schematically in Fig. 5.5. However,
one should keep in mind that such a dynamic process is always accompanied by nonequilibrium effects. The trajectory on the surface is therefore to be understood as a sequence of quasistatic equilibrium states, as symbolized by the hollow points in Fig. 5.5.

Reversible and irreversible processes
Thermodynamics talks about reversible and irreversible processes. A reversible process
is a thermodynamic change of state which could be reversed at any time, so that both
the system and the environment return to their initial state. It follows immediately that
an irreversible process does not produce entropy H tot in the whole system, since otherwise the entropy would decrease if the process were reversed, which would contradict
the Second Law.
Remember: Reversible processes do not produce entropy, i.e., they do not increase the total
entropy in the system.

Irreversible processes are therefore characterized by an entropy production in the total
system. This includes, for example, the process of thermalization, i.e., the relaxation of
system from any nonequilibrium initial state to thermodynamic equilibrium. But also
other phenomena such as process with energy dissipation such as friction belong to the
class of irreversible processes.
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Reversible processes are characterized by the fact that no entropy is generated in the
total system (laboratory system plus environment). This means that the total system
is at any time close to equilibrium, so that the respective relevant thermodynamic potentials are always extremal. Nevertheless entropy can be shifted from one subsystem
to another. An important example is again the cylinder with a piston in which a gas is
trapped. Regardless of whether the cylinder is thermally insulated or in contact with
a heat bath, it is intuitively clear that the work done during slow compression will be
recovered in a subsequent slow expansion, i.e., it is a reversible process.

Heat engines and work
Thermodynamic processes play an important role in the design of heat engines. A heat engine is an apparatus where a
system, driven by an external supply of heat, runs periodically in a particular sequence of thermodynamic processes.
The standard application is a configuration where heat is converted into mechanical work, for example in a steam engine.
Cyclic thermodynamic processes are often represented as
contours either in a V-P or in a H-T diagram, as sketched in
the figure on the right. The work performed by the engine in
one cycle is given by
∆W =

=

I
I

d̄W =

I

P dV

( d̄Q − dE) =

I

Thermodynamic processes represented as
countour in P-V and H-T diagrams.

d̄Q −

I

dE =
| {z }

I

T dH.

(5.81)

=0

Therefore, in both types of diagrams, the performed work is
given by the area enclosed by the countour.

Efficiency and the principle of maximal work
Thermodynamic processes play an important role, especially in connection with heat engines. These include not only mechanical machines such as steam engines and gasoline
motors, but also refrigerators, air conditioners and heat pumps. In order to characterize the efficiency of working machines of such machines, one defines the efficiency
(Wirkungsgrad)
∆W
η :=
(5.82)
∆Qin
as a quotient of the performed work ∆W and the amount of heat ∆Qin absorbed from
the hot reservoir. It turns out that a cyclic process performs maximum work precisely
if the individual segments of the process are reversible. One also speaks of the principle
of maximal work.
Strictly speaking, there are no truly reversible processes in nature, because every
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change of state inevitably involves non-equilibrium effects. However, if the process is
sufficiently slow, it is possible to minimize these nonequilibrium effects, and reversible
processes can be approximated quite well in this sense.

5.4.1 Examples of thermodynamic processes
In order to understand thermodynamic processes, the simplest possibility would be to
limit ourselves to systems with a constant number of particles, such as a gas in a cylinder with a piston. In this case, there are only five parameters, namely the entropy H, the
two conserved quantities E and V, and the associated conjugate parameters T and p. In
principle, arbitrarily complicated processes are possible, which differ in the course of
their paths in the parameter space. However, it is common to consider only a few basic
types which are characterized by the quantities which are kept constant. If the number
of particles is conserved, there are five possibilities:
process
isoenergetic
isentropic
isothermal
isochor
isobar

constant
E
H
β
V
P

law
–
adiabatic
Boyle-Mariotte
Amontons
Gay-Lussac

ideal gas
∆Q = 0
pV = const
pβ = const
βV = const

Among them the isoenergetic process does not play a significant role. We will look
at the other options in more detail below:

Isothermal processes (T = const)
Isothermal state changes are characterized by keeping the temperature constant. This
situation typically occurs when the system is coupled to an external heat bath. During
compression, the resulting heat is dissipated to the heat bath and vice versa absorbed
in an expansion. For an ideal gas this leads to the law of Boyle-Mariotte which follows
from the equation of state:
PV = Nk B T = const
(5.83)
For the ideal gas at constant temperature the entropy given in Eq. (4.55) changes as
dH = Nk B dV
V , hence the heat
∆Q =

Z B
A

T dH = Nk B T

Z VB
dV
VA

V

= Nk B T ln

VB
.
VA

(5.84)

that is needed to keep the temperature constant. Using the equation of state for the
ideal gas, pV = Nk B T, we can also compute the work ∆W performed along the path
from A to B:
∆W =

Z B
A

P dV = Nk B T

Z B
dV
A


V
= Nk B T ∆ ln V = PA VA ln B .
V
VA
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Figure 5.6: Isothermal vs. isentropic state changes.

Therefore, in the case of an ideal gas, an isothermal process is characterized by
∆Q = ∆W.
Isothermal processes correspond to hyperbolic curves in the V-P diagram (see Fig. 5.6).
The work done is given by the area under the curve.
One of the most important material properties in this context is the isothermal compressibility


1 ∂V
κT = −
,
(5.86)
V ∂P T,N
where the pressure P is considered as the independent and the volume V ( P) as the
dependent variable. The corresponding thermodynamic potential is Gibbs free energy
G ( T, p, N ), whose second derivative after compression gives the isothermal compressibility:


1 ∂2 G
.
(5.87)
κT = −
V ∂P2 T,N
For the ideal gas we have
κT = −

1 ∂( Nk B T/P)
Nk B T
1
=
= .
2
V
∂P
VP
P

(5.88)

Isentropic processes (H = const)
Isentropic processes are characterized by the fact that the entropy along the trajectory
remains constant. This includes all irreversible adiabatic processes, i.e., those in which
no heat d̄Q = T dH is added or removed. Typically, such processes are therefore thermally insulated. This situation occurs, for example, in a cylinder with the slowly mov-
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ing piston. As we discussed in Sect. 5.1.2 on page 171, the quantum-mechanical mode
structure is preserved in an extremely slow motion without additional entropy being
generated.
For the ideal gas the conservation of the entropy
H = N (ln V +

3
ln E + const) = const
2

(5.89)

implies the relation VE3/2 = const, and because of E = 32 Nk B T = 32 PVand P3/2 V 5/2 =
const one is led to the adiabatic equation pV 5/3 = const. In general the adiabatic equation
reads
PV κ = const ,
(5.90)
where κ is the so-called isentropic exponent. The isentropic exponent can be calculated
from
Cp
f +2
κ=
=
,
(5.91)
CV
f
were f is the number of degrees of freedom per molecule, that is f = 3 in the case of an
ideal gas (Helium, Argon) and f = 5 for diatomic gases such as Nitrogen and Oxygen
(air).
As can be seen in Fig. 5.6, due to the nontrivial exponent, the isentropic lines in the V-P
diagram have a significantly different course than the isotherms. This makes it possible
to design a sequence of isentropic and isothermal processes in such a way that a specific
area in the V-P diagram is enclosed (see discussion of the Carnot process below). This
area then corresponds to the work ∆W performed by the system during a cycle.

Isochoric processes (V = const)
An isochoric or isometric process is characterized by a constant volume. As the machine
does not move, such a process does not perform any mechanical work:
d̄W = P dV = 0.

(5.92)

Typically, in an isochoric process, the pressure of a gas at constant volume can be altered
by the supply or removal of heat. This changes both the internal energy, the temperature, the pressure, and the entropy. The differential changes are related by
d̄Q = dE = CV dT

(5.93)

The relevant material constant for isochoric processes is the heat capacity at constant
volume
 
 
∂E
2 ∂E
CV =
= −β
.
(5.94)
∂T V,N
∂β V,N
∂
Since E = − ∂β
ln Z, this implies that

CV = − β

2



∂2 ( βF )
∂β2


,
V,N
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where F is the Helmholtz free energy. For the ideal gas we have Cv = 32 Nk B .

Isobaric processes (p = const)
Finally, there are the isobaric processes in which the pressure is kept constant. This can
be achieved, for example, by applying a constant force to a moving piston. In an isobaric process, volume, energy, temperature and entropy change. The performed by the
system is given by
∆W = − p∆V.
(5.96)
In the case of the ideal gas the differential change is related to the change in temperature
by
∆W = − Nk B ∆T .
(5.97)
The most important characteristic material constant in an isobaric process is the thermal
expansion coefficient, more specifically referred to as the isobaric expansion coefficient


1 ∂V
α=
.
(5.98)
V ∂T p,N
For an ideal gas this coefficient reads
α=

Nk B
1
1 ∂( Nk B T/p)
=
= .
V
∂T
pV
T

(5.99)

Another important quantity in this context is the heat capacity at constant pressure

Cp =

∂E
∂T



= − β2
p,N



∂2 E
∂β



= − β2



p,N

∂2 ( βG )
∂β2


,

(5.100)

p,N

where Gthe notes the Gibbs free energy. For an ideal gas we have C p = 52 Nk B . As
you may have encountered in the introductory experimental lectures, the difference
between the two heat capacities is given by C p − CV = Nk B .

5.4.2 Carnot process
Since, after the invention of the steam engine, the performance of machines was improved mainly on an empirical basis, the French physicist Nicolas Léonard Sadi Carnot
considered it important to carry out a fundamental theoretical study on this subject.
His 1824 paper, written at the age of 28, entitled “Réflexions sur la puissance motrice
du feu et les les maches propresàdévelopper cette puissance ”, which was initially ignored by the community, turned out later to be a groundbreaking contribution for the
further development of thermodynamics.
The Carnot process describes an idealized cyclic process
that demonstrates how to design a reversible heat engine. The problem is to avoid any irreversible components within the cycle. In real heat engines, irreversible
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Figure 5.7: Carnot process (see text).

effects arise in situations where the active gas and the respectively coupled heat bath have a different temperature.
It then comes to a heat exchange due to the temperature
gradient, which can then be interpreted as “way into thermal equilibrium”which is an irreversible process accompanied by entropy production. A reversible heat engine
must therefore be designed in a such a way that heat is
transferred exclusively between system components at the
same temperature. This is exactly what the Carnot process
does. However, it is important to emphasize that the Carnot process is not the only
conceivable reversible cycle with maximum efficiency. But it is very suggestive, easy to
understand, and has played a significant role in the historical development.
As a starting point we choose a state in which the system (a gas in a cylinder with a
piston) and the hot reservoir have the same temperature Th . The Carnot cycle consists
of four individual processes:
• Isothermal expansion: First, the system is brought into contact with the hot reservoir (point A). This is followed by a isothermal expansion (A → B), where the machine performs work. The amount of heat ∆Q A→ B flows from the hot reservoir
into the system. Since this heat transfer takes place at the same temperature, it is a
reversible transport. 3 .
• Isentropic expansion: Then the hot reservoir is disconnected from the system
and an isentropic expansion from B to C follows, whether the machine continues
to perform work. In this phase the system cools down. The isentropic expansion
continues until the system reaches exactly the temperature of the cold reservoir Tc .
• Isothermal compression: At point C, the system is brought into contact with the
cold reservoir. What follows is an isothermal compression C → D, where external work must done on the system. For the whole process to be reversible, this
requires that parts of the work, which has been performed by the machine during the first two cycles from A to C, can be reversibly recovered. Technically this
can be achieved, for example, by using a flywheel of a steam engine. During
3 How

can heat be transported if the temperature is the same on both sides? Of course, this is impossible,
but if you carry out the process infinitely slowly, the temperature differences that are caused by the
movement of the piston, are extremely small and thus they are immediately compensated. Therefore,
the irreversible process described in the Carnot process is conceivable only in the limit of an infinitely
slow motion.
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the isothermal compression, the system generates heat, which is dissipated to the
cold reservoir. Note again that this transfer is reversible since both the system and
the cold reservoir operate at the same temperature.
• Isentropic compression: At point D the cold reservoir is disconnected from the
system. Subsequently, an isentropic compression takes place, in which further work
must be put back into the system. During the compression the temperature of
the gas increases. This process is continued until the gas reaches the starting
temperature of the hot reservoir again. This closes the cycle.

Let us now compute the efficiency of the Carnot process in the case of an ideal gas.
Starting point is the formula for the entropy


V
3
H ( T, V, N ) = N ln + k B T + const .
(5.101)
N 2
Initially the gas is in contact with a hot reservoir and expands isothermally. During this
cycle the hot reservoir supplies the heat
∆Q A→ B = k B Th ∆H A→ B = Nk B Th ln

VB
> 0.
VA

(5.102)

At the same time, the system performs mechanical work on the environment (see also
Eq. (5.85))
VB
∆WA→ B = Nk B Th ln
> 0.
(5.103)
VA
The second step the hot reservoir is separated and the expansion continues until the gas
reaches exactly the temperature of the cold reservoir. Since VT 3/2 is constant during
the isentropic expansion, the temperature of the cold reservoir will be reached at the
volume
 3/2
Th
VC = VB
.
(5.104)
Tc
Clearly, the performed work during that cycle equals the loss of the internal energy, i.e.,
∆WB→C =

3
Nk B ( Th − Tc ) > 0.
2

(5.105)

Subsequently, in the third step, the gas is compressed isothermally. During this cycle
the machine transfers the amount of heat
∆QC→ D = k B T∆HC→ D = Nk B Tc ln

VD
< 0.
VC

(5.106)

to the code reservoir. The performed work
∆WC→ D = Nk B Tc ln

VD
< 0
VC

(5.107)

is also negative, i. work has to be done to compress the gas. This work must come
from a reversible source. As already mentioned, in heat engines, this reversible main
memory is usually realized via flywheels or similar devices.
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In the fourth and final step, the cold reservoir is then separated again and the gas
is further compressed until the temperature of the hot reservoir is reached. The work
done by the flywheel increases the internal energy:
∆WD→ A =

3
Nk B ( Tc − Th ) < 0.
2

(5.108)

The temperature of the hot reservoir is reached at the volume

VA = VD

Tc
Th

3/2
.

(5.109)

In order to close the cycle, this volume has the coincide with the initial one, i.e., V = VA .
Comparing Eq. (5.104) and Eq. (5.109), this leads to a condition for the volume ratios
VA
V
= D.
VB
VC

(5.110)

To summarize, the forward cycles contribute as follows:
Phase
Isothermal expansion
Isentropic expansion
Isothermal compression
Isentropic compression

A→B
B→C
C→D
D→A

∆Q
Nk B Th ln VVAB
0
− Nk B Tc ln VVAB
0

∆W
Nk B Th ln VVAB
3
2 Nk B ( Th − Tc )
− Nk B Tc ln VVAB
− 32 Nk B ( Th − Tc )

The efficiency is defined as the ratio of the total work performed by the machine and
the supplied heat from the hot reservoir (not including the dissipated heat to the cold
reservoir):
T − Tc
WA→ B + WB→C + WC→ D + WD→ A
η =
= h
.
(5.111)
∆Q A→ B
Th
This is the so-called Carnot efficiency which provides a theoretical upper bound for the
technically realizable efficiency of a heat engine.
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6 Phase transitions
6.1 Stability of thermodynamical systems
6.1.1 Inner stability of thermodynamical systems
As we have already discussed in detail, the equilibrium state of a thermodynamic system is characterized by a maximum of the entropy in the total system. This property is
reflected in the condition that the corresponding differential vanishes:
dHtot = 0 .

(6.1)

For systems with external reservoirs this means that the differential of the corresponding thermodynamic potential vanishes, for example in the canonical ensemble we have
dF = 0. However, the fact that the differential vanishes gives no information as to
whether the extremum is a maximum or a minimum. Similar to mechanics, one could
imagine a thermodynamic system in an unstable equilibrium, comparable to a pencil
standing on its tip. In the following we want to investigate under which conditions a
thermodynamic system is stable.

Concavity as a condition for stability
For simplicity let us imagine a system that consists
of two identical subsystems that can exchange energy
with each other. Let us assume that each of the two
subsystems is characterized by an entropy function
Two identical systems exchanging energy.
H sys ( E, V, N ), which is sketched in Fig. 6.1. Suppose
that both systems carry initially the same energy. Then, if an amount of energy ∆E is
transported from one subsystem to the other, then the total entropy changes by
Htot = 2Hsys ( E)

→

0
Htot
= Hsys ( E + ∆E) + Hsys ( E − ∆E) ,

(6.2)

where we have omitted the constant arguments V, N for the sake of simplicity. With
the curve sketched in the figure, the new total entropy H tot 0 would be larger than the
old total entropy. Thus energy would flow spontaneously from one system to another,
with the direction of flow dependent on initial fluctuations. Clearly such a situation
would not be stable.
Obviously, the stability of the thermodynamic system in equilibrium requires that if
H 0 < H, i.e.
Hsys ( E − ∆E) − 2Hsys ( E) + Hsys ( E + ∆E) < 0 .
(6.3)
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Figure 6.1: Stability and instability of thermodynamic equilibrium states. If both systems carry the same energy, each
of them contributes with H ( E) to the total entropy (point C). However, if ∆E is transported to the right, they
contribute with the entropies in point A and B, leading to a larger values (marked by A/B. The flow of
energy continues and stops when the maximal entropy is reached.

This means that the entropy has to be a strictly concave function which means that the
second derivative is negative:
 2 
∂ H
< 0.
(6.4)
∂E2
Remark: However, one should note that the
implication in opposite direction does not apply. For example, in the adjacent figure, the
second derivative at the red dot is negative,
meaning that it is locally stable. Nevertheless,
this point is not globally stable, because for the
total entropy it is better for the system to go
from the red state to the green state. Even if
only a small portion of the system goes into a
green state due to a fluctuation, this area will
grow at the expense of the red state. However,
it can take a long time for such an island to
grow and finally to take over.
Instability of a locally stable point.

Instability is usually accompanied by a change of sign of material constants. For example, the second derivative mentioned above is related to the heat capacity by


∂2 H
∂E2


V,N

1
=− 2
T



∂T
∂E



=−
V,N

1
.
CV T 2

(6.5)

Thus stability with respect to energy fluctuations implies that the heat capacity CV is
positive:
stability ⇔ CV > 0
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On the contrary, a negative heat capacity indicates instability. A negative heat capacity, does
that really exist in Nature? Yes, it does. Example
are activated pocket heaters which release more
and more energy while heating up (at least for
some time) as well as coal once we exceed a certain temperature.
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Examples of a negative heat capacity [1,2 Wikimedia]

Thermodynamic Instability
What happens physically when the entropy is not concave? To see this, let us take
another look at the situation in Fig. 6.1. If both subsystems had the same energy E (so
that Etot = 2E), the total entropy would be twice the entropy of a single system, i.e.
H sys ( E) = H tot /2, as indicated by the point C in the figure. However, if the subsystems
exchange the energy ∆E, then the total entropy would increase.
For this reason it is more favorable for the system to create a mixed state A/B where
both subsystems are in different states, indicated by A and B. Usually, the two states A
and B correspond to macroscopically distinguishable situations, denoted as so-called
phases. Typical examples are liquid and gaseous phases. So for the system it is better to
create two separate co-existing phases than to go to homogeneous C state. The state C
is therefore physically not stable 1 .

Phase separation and phase coexistence
If a system is unstable, when will the exchange of energy stop? Or in other words, what
will be the new stable situation? To answer this question, the setup of two equally large
systems is insufficient. In reality, we often have a homogeneous phase that separates
into two different phases like honey. The division is not necessarily 50-50, instead the
system chooses its own boundary in such a way that the resulting total entropy is maximal.
For partly non-concave entropy functions, one constructs a curve of physically realizable states by considering the set of all upper tangents. The so-called
fundamental thermodynamic relation is defined as the envelope of these tangents. By construction, this envelope is concave. In the areas where the envelope and
the entropy function coincide, the system exhibits homogeneous equilibrium states, while preferring phaseseparated states elsewhere
Phase coexistence

1 This

means that the state C cannot be realized as a stable thermodynamic equilibrium state. In practice,
however, it is quite possible to generate transient or metastable states of this kind. A well-known
example is the boiling retardation (Siedeverzug).
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Stability under the exchange of volume
Similarly, we can investigate the stability of a system under the ’exchange’ of volume.
A system is locally stable to volumetric fluctuations if


∂2 H
∂V 2



≤ 0.

(6.6)

E,N

Using the definition of the isothermal compressibility (see page 160)


1 ∂V
κT = −
V ∂p T,N

(6.7)

it is easy to see that this quantity is related to the second derivative of the entropy with
respect to the volume:


∂2 H
∂V 2



=
E,N

1 ∂p
1
∂  p
=
=−
.
∂V T T,N
T ∂V
κ T VT

(6.8)

Thus one immediately recognizes that the local concavity of the entropy with respect
to volumetric fluctuations is equivalent to having a positive compressibility:
stability

⇔

κT > 0

Stability of systems with several conserved quantities – Hesse matrix
When a system exchanges both energy and volume with its environment, a necessary
condition for stability would be that the two derivatives


∂2 H
∂E2




and
N

∂2 H
∂V 2


(6.9)
N

are both negative. However, it is important to note that these two conditions are not
sufficient for physical stability. On the one hand, it might be that the considered state is
locally but not globally stable, i.e. it is not lying on the concave envelope. On the other

∂2 H
hand, it may happen that the mixed second derivative ∂E∂V
is strongly positive, reN
sulting in a combined fluctuation of V and E an increase in entropy, making the system
unstable in this direction.
It is therefore not sufficient to demand the negativity of the second derivatives (6.9)
of the entropy with respect to the conserved quantities, rather the second derivative
~ ) depends on several
has to be negative in all directions. Generally, if the entropy H (K
(
1
)
(
2
)
~
conserved quantities K = {K , K , . . .}, this means that all eigenvalues of the Hesse
matrix H with the matrix elements


∂2 H
Hµ,ν =
(6.10)
∂K (µ) ∂K (ν)
have to be negative.
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Stability for systems in contact with external reservoirs
If the system under consideration is in contact with external reservoirs (e.g., a heat
bath), its entropy is no longer maximal in equilibrium, instead the corresponding thermodynamic potential becomes minimal.
How does the concavity of the entropy function translate into properties of thermodynamic potentials? To answer this question, we first consider the simplest case of a
system with energy exchange. In this physical situation the corresponding thermodynamic potential is the Helmholtz free energy F. In terms of F, the heat capacity is given
by Eq. (3.129):

∂2
CV = − β2 2 βF
(6.11)
∂β
Guessing that stability amounts to having a positive heat capacity, this would imply βF
to be concave. This demonstrates that the Helmholtz free energy itself is not necessarily
convex or concave, all what we can say is that βF is concave.
On the one hand this is no surprise. As we have seen above, the total entropy of
system and environment in the canonical ensemble is given (up to a constant) by the
potential
V ( β) = ln Z = H − βE .
(6.12)
On the other hand it is surprising that V = − βF is convex. However, we have to recall
that it is convex with respect to β = 1/T which is an intensive variable in contrast to
the extensive variable E studied before.
This can be understood as follows. The thermodynamic potential V ( β) = H − βE
is given by a Legendre transformation, where β = ∂H/∂E = 1/T is the intensive state
variable which is conjugate to the energy. The energy, in turn, is given by the partial
derivative E = −∂V /∂β. Since the entropy function is concave, the second derivative
is negative:
∂2 H ( E )
∂β
=
≤ 0.
(6.13)
2
∂E
∂E
On the other hand we have
  −1
∂2 V ( β )
∂E
∂β
=−
=−
≥ 0.
(6.14)
2
∂β
∂β
∂E
This, if H ( E) is concave with respect to E, then V ( β) is a convex function with respect
to the conjugated intensive parameter β.

s tability

⇔

V concave in extensive / convex in intensive parameters

Remark: In the mathematical definition of the Legendre transformation on page 160, we
found that convexity or concavity are preserved under Legendre transformations. Note that
the physicist version of the Legendre transformation V = H − βE differs from the mathematical definition f ∗ (m) = mx − f ( x ) by a minus sign. This is why the transformation
swaps ’convex’ and ’concave’.
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This situation can also be transferred to several conserved quantities. Let

V (~β) = H − ∑ β(µ) K (µ) .

(6.15)

µ

Then
β(µ) =

~)
∂H (K
,
∂K (µ)

K (µ) = −

∂U (~β)
∂β(µ)

(6.16)

We now investigate the Hesse matrices H H , HV of H and V . The matrix elements of
these matrices read
~)
H (K

Hµ,ν

=

~)
∂2 H ( K
∂β(µ)
,
=
∂K (ν)
∂K (µ) ∂K (ν)

V (~β)

Hµ,ν =

∂2 V
∂K (ν)
=
−
.
∂β(µ) ∂β(ν)
∂β(µ)

(6.17)

On the other hand we have

(H H HV )µ,ρ =

H
HVν,ρ
∑ Hµ,ν
ν

or in short

= −∑
ν

∂β(µ) ∂K (ν)
∂β(µ)
=
−
= −δµ,ρ
∂K (ν) ∂β(ρ)
∂β(ρ)

H H H V = −1 .

(6.18)

(6.19)

So if the eigenvalues of H H are all negative, then all eigenvalues of HV will be positive.
We can therefore conclude that the potential V is a convex function in all conjugated
intensive parameters.

6.2 Phenomenology of phase transitions
6.2.1 Phase diagrams
At normal atmospheric pressure and room temperature, water is liquid, while it freezes
at 0◦ C and vaporizes at 100◦ C. At these temperatures the structure of the material,
the so-called phase, changes abruptly, and it is said that the system undergoes a phase
transition.
The phases of the system depend on the external parameters and can be plotted
schematically in a phase diagram. In such a phase diagrams, the phases are represented
as extended regions separated by lines where phase transitions occur. For example, the
phase diagram of water is shown in Fig. 6.2. As can be seen, water exhibits a surprisingly rich phase structure. Especially at very high pressure, several phase transitions
between solid states of aggregation with different crystal structures are observed.
Phase transitions are always associated with a linear section in the thermodynamic
fundamental relation in which the system is entropically unstable. Phase transitions
can thus be interpreted as a failure of the stability criteria (convexity or concavity). It is
intuitively clear that fluctuations are crucial for the emergence of phase transitions. As
we will see in the following, the size of the fluctuations is very much influenced by the
details of the respective fundamental relation. Note that the averages of the extensive

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

6.2 Phenomenology of phase transitions

205

parameters alone give no information about the size and the nature of the fluctuations
and therefore are not sufficient for the description.

Types of phase transitions
In nature, different types of phase transitions occur. In the attempt to classify them,
one distinguishes between continuous and discontinuous phase transitions. In the older
literature, discontinuous phase transitions are also referred to as first order phase transitions, while in the continuous case, the notion of second order phase transitions is still in
widespread use.
A phase transition is described quantitatively by means of one or more order parameters. The two cases mentioned differ in how the order parameter behaves at the phase
transition:
• At a discontinuous phase transition (first order) the order parameter jumps discontinuously at the transition.
• At a continuous phase transition (second order) the order parameter varies continuously at the transition, but there is a discontinuous jump in its derivative.
In both cases the order parameter display a non-analytic behavior at the transition,
meaning that either the order parameter itself or its derivative changes discontinuously.

Phase diagram of water
To get an overview of the different phases of a material, let us have a closer look at the
phase diagram of water. Here the phases are plotted as a function of temperature and
pressure. This means that each point corresponds to a particular equilibrium state of
the system. Unstable situations, where the system changes from one phase to another,
are marked by lines, called coexistence curves.
At very low pressure, there is only one solid and one gaseous phase separated by a
line of first order phase transitions. Going to higher pressures, one eventually reaches
the triple point, where another transition line between the solid and a liquid phase arises.
The line between the liquid and the gaseous phase continues and ends in the so-called
critical point. All phase transitions along this line are discontinuous except for the critical
point, where a second-order phase transition occurs.
Note: The existence of a critical point not so easy to understand. How should one imagine
a situation in which water and steam can no longer be distinguished? The fact is that the
physical properties with which water and steam can be distinguished, such as density, compressibility, etc., become more and more similar as we approach the critical point and then
become indistinguishable directly at the critical point.

Interestingly, at very high pressure, there are several types of solid phases. These phases
correspond to different crystal structures and are usually numbered by Roman numerals. In each of these phases, a particular arrangement of the water molecules in a crystal
lattice is thermodynamically more favorable.
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Figure 6.2: Phase diagram of water [Cmglee, Wikimedia]

Clausius-Clapeyron equation

What determines the shape of a coexistence
curve? To approach this question we consider an arbitrary curve in a T-p diagram.
On this curve we choose two infinitesimal
neighboring points A and B. In these points
two thermodynamic states can coexist, denoted by A, A0 and B, B0 , respectively. Both
phases (A-A0 and likewise B-B0 ) can be understood as physical subsystems that exchange energy, volume and particles with
each other. When the phases are in equilibrium, the temperature, pressure and chemical potential will be the same in both parts.

Illustration of the Clausius-Clapeyron equation

First, let us have a look at how we get on
each side of the line either from A to B or from A0 to B0 , choosing a path running parallel
to the phase transition line in the respective phase. In addition let us assume that we
move so slowly that the system is always in thermodynamic equilibrium, preserving
the number of particles. This means that the natural parameters are ( T, p, N ), hence
we have to choose the Gibbs’s Free Energy G ( T, p, N ) as the relevant thermodynamic
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potential. According to Table 5.1 the corresponding differential is given by
dG = − H dT + V dp + µ dN .

(6.20)

On the other hand, the Gibbs free energy is restricted by the Gibbs-Duhem relation (see
Eq. (5.75))
G ( T, p, N ) = E − TH + pV = µN ,
(6.21)
where we use the Gibbs fundamental relation Eq. (5.53)
E = TH − pV + µN .

(6.22)

dG = dµN + µ dN .

(6.23)

This implies that
Comparing this equation with Eq. (6.20) one obtains the relationship

− H dT + V dp − N dµ = 0 .

(6.24)

This allows us to derive how strongly the chemical potentials differ between the points
A and B and between A0 and B0 :
µB − µ A =
µ0B − µ0A =


1
V dp − H dT ,
N

1
V 0 dp − H 0 dT .
N

(6.25)
(6.26)

Note that not only the volumes V und V 0 but also the entropies H and H 0 are generally
different on both sides of the coexistence curve although the points A, A0 or B, B0 are
only separated by an infinitesimal distance in the phase diagram. This reflects the firstorder nature of the phase transition.
On the other hand, we have already convinced ourselves that, in the case of phase
coexistence, the chemical potentials must be the same on both sides, i.e.,
µ A = µ A0 ,

µ B = µ B0 .

(6.27)

This implies that (V − V 0 ) dp = ( H − H 0 ) dT, hence
dp
∆H
=
.
dT
∆V

(6.28)

This is the so-called Clausius-Clapeyron equation. This equation relates the slope of the
coexistence line with the corresponding jumps in the entropy and the volume of the
system. Defining the latent heat
L = T∆H ,
(6.29)
it may also be written in a somewhat different form
∂P
L
=
.
∂T
T∆V
Remember: The Clausius-Clapeyron equation relates the slope of the phase transition line
in the T-p with the latent heat and the volume change that the system exhibits when crossing
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the phase transition line.

6.2.2 The van der Waals gas
So far we have only considered the ideal gas. However, the ideal gas is stable everywhere in the parameter space and has no phase transitions. With real gases, on the
other hand, phase transitions always occur. There are mutliple reasons for this:
• Between the molecules there is a quantum mechanical attractive interaction, the
so-called van der Waals force. Therefore, a real gas will initially be easier to compress than an ideal gas.
• On the other hand, the molecules themselves also have a certain volume. It is
therefore expected that this effect has a repulsive effect at very high pressure and
counteracts further compression.
The simplest model system that takes these influences into account is described by the
so-called van der Waals equation. The van der Waals equation reads
Nk B T
AN 2
p=
− 2
V − BN
V



⇔

kB T =

AN 2
p+
V2



V
−B
N


(6.31)

and depends on two parameters A and B. Defining v = V/N as the volume of a single
particle, the equation of state can be rewritten as follows:


kB T
A
A
p=
⇔ k B T = p + 2 (v − B) .
(6.32)
−
v − B v2
v
In applied physics the equation of state is usually written in the molar form which can
be obtained by replacing N = nNA , where n is the number of moles:
Rg T
a
p=
− 2
Vm − b Vm



⇔

Rg T =

a
p+ 2
Vm



(Vm − b) .

(6.33)

Here the parameters have the following meaning:
• R g = NA k B = 8.314462... molJ K is the gas constant
• Vm = V NA /N denotes the molar volume
• a = NA2 A is the cohesion parameter2 , which can be understood as measuring the
average attraction between particles
• b = NB B is the volume excluded by a mole of particles.

2 Misleadingly,

a is sometimes called cohesion pressure although it does not the unit of a pressure
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Derivation of the van-der-Waals equation
In Eq. (4.44) on page 152 we have seen that the partition sum of the ideal gas in the
canonical ensemble is given by



mk B T
3
ln Z ( T, V, N ) = N ln V + ln
− ln N!
(6.34)
2
2πh̄2
This partition sum can be written as
Z ( T, V, N ) =
where
z( T, V, N ) = V

1 N
z ,
N!

(6.35)

 mk T 3/2
B

(6.36)

2πh̄2

can be interpreted as the partition sum of a single particle. Recall that Z ∝ z N reflects that the particles do not interact while the factor 1/N! accounts for the quantummechanically indistinguishable particles.
In a van-der-Waals gas two approximations are made:
• The interaction is taken into account in a mean-field approximation, that is, we assume that each particles feels only an average potential of all other particles. In
1 n
this way the particles are still uncorrelated so that we can still write Z = N!
z .
3
• Each particle has the volume B = 16
3 πR . This excluded volume is simply taken
into account be reducing the available volume V → V − BN.

The excluded volume can be explained as follows: Let
us consider two spheres A and B with radius R, as
shown in the figure. Clearly, the centers of the two
spheres cannot get closer than 2R. Therefore, the excluded volume is that of a sphere with radius 2R, that
is 34 π (2R)3 . However, as two spheres are involved, the
excluded volume per sphere is one half of this volume:
Excluded volume of a sphere

B=

14
16
π (2R)3 =
πR3 .
23
3

(6.37)

In a van-der-Waals gas, the particles therefore interact like hard spheres via the potential3

∞
if r < 2R
 6
φ (r ) =
(6.38)
−α 2R
if r ≥ 2R ,
r
where α is a proportionality constant. The mean field potential is can be obtained by
integrating over a homogeneous density ρ = N/V of particles at distance r > R. This

3 This

potential mimics the actual potential of the van-der-Waals interaction (a quantum-mechanical interaction induced by fluctuating dipoles) which decays asymptotically as r −6 .
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integral is most easily evaluated in spherical coordinates:
Φ =

Z

3

r>R

d ~r ρ φ(|~r |) =

Z ∞
R

φ (r )

N
32πNR2
N
4πr2 dr = −α
= −2A ,
V
3V
V

(6.39)

where

16πR3
= αB
(6.40)
3
The potential Φ acts like a homogeneous but temperature-dependent contribution to
the energy. Thus, in the partition sum it has to be taken into account as a constant
(but temperature-dependent) Boltzmann factor. However, as it mimics the interaction
between pairs of particles, we have to avoid double-counting, thus we have to divide
by 2. Hence the potential can be taken into account by replacing
A=α

AN

z → z e− βΦ/2 = e Vk B T .

(6.41)

Together with V → V − BN we arrive at
z = (V − BN )
and hence
Z ( T, V, N ) =

 mk T 3/2
B
2πh̄2

AN

e Vk B T

 mk T 3N/2 AN2
1
B
(V − BN ) N
e Vk B T .
N!
2πh̄2

(6.42)

(6.43)

Taking the logarithm this turns into
ln Z ( T, V, N ) = N ln (V − BN ) +

AN 2
3N  mk B T 
ln
+
− ln N!
2
Vk B T
2πh̄2

Here we can again apply Stirlings formula ln N! ≈ N ln N − N, writing


AN
3  mk B T 
+
ln Z ( T, V, N ) = N ln (V − BN ) + ln
− ln N + 1
2
Vk B T
2πh̄2

(6.44)

(6.45)

so that the Helmholtz free energy is given by


⇒


V
3  mk B T 
AN
F ( T, V, N ) = − Nk B T ln ( − B) + ln
+
+1.
N
2
Vk B T
2πh̄2

(6.46)

From the free energy it is straight forward to derive the equation of state. In the canonical ensemble, the pressure is given by (see Eq. (??) on page ??)

p=−

∂F
∂V



=
T,N

kB T
AN 2
−
V
V2
N −B

which proves the equation of state (6.31).
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Remark: Likewise we can determine the chemical potential


∂F
µ( T, V, N ) =
∂N T,V
 mk T 
V

k B TV
3
2AN
B
+
−
k
T
ln
−
k
T
ln
−
B
= −k B T −
B
B
V
V
N
N( N
− B) 2
2πh̄2
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(6.48)

and the entropy
H ( T, V, N ) = −

1
kB



∂F
∂T



=
V,N


V
5N
3N  mk B T 
+
ln
−
B
+
N
ln
2
2
N
2πh̄2

(6.49)

For A = B = 0 all equations consistently reduce to those of the ideal gas.

Stability condition
The figure on the right side sketches the isotherms of
the Van der Waals gas (6.47) for fixed positive parameters A, B qualitatively. For high temperatures, the pressure decreases monotonously with increasing volume.
However, at some particular critical temperature Tc , the
curve becomes locally flat and then exhibits a local minimum for T < Tc .
The slope of the curve is related to the isothermal comIsotherms of a Van der Waals gas
pressibility


1 ∂V
Nk B T
2AN 2
βT = −
=
−
(6.50)
V ∂p T,N
V (V − NB)2
V4
The idea that you can find in most textbooks is that the gas is stable as long as the
isothermal compressibility is positive. Thus, the stability condition reads
kB T >

2AN (V − BN )2
V3

(6.51)

This is indeed the case for T ≥ Tc , but as soon as T < Tc there are sections on the line
with positive slope where the equilibrium state is unstable.
But I think that this textbook derivation is only accidentally correct. What happens
if a system undergoes a phase transition? As sketched in Fig. 6.3, a fluctuation will
form a first nucleus (seed) of a different phase. If the system is unstable, this phase
will grow until it either takes over entirely or comes to a halt in a state of phase coexistence. Clearly, the whole system is in contact with a heat bath, so the temperature is
the same in both phases. But the important point is that the two phases do not only

Figure 6.3: Formation and growth of a bubble of a different phase
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exchange volume, they also exchange particles. This means that we have to investigate
the stability with respect to two quantities, namely, V and N.
More specifically, we have to investigate the eigenvalues of the Hesse matrix
!
2
2
H =

∂ lnZ
∂V 2
∂2 lnZ
∂N∂V

∂ lnZ
∂V∂N
∂2 lnZ
∂N 2

(6.52)

with the potential V = ln Z given in Eq. (6.44), leading to


k B TV 3 −2AN (V − BN )2
2AN 2
N
−
TV 3
(V − BN )2
k B TV 2 (V − BN )2
.
H =  k k BTV
3 −2AN (V − BN )2
−K TV 3 +2AN (V − BN )2
B

B

k B TV 2 (V − BN )2

(6.53)

k B NTV (V − BN )2

Determining the eigenvalues with Mathematica R we get4


( N 2 + V 2 ) 2AB2 N 3 − 4ABN 2 V + 2ANV 2 − k B TV 3
λ1 = 0 ,
λ2 =
B2 N k B T (V − NB)2 V 3

(6.54)

The system is thermodynamically stable if both eigenvalues are non-negative. For λ2
the first bracket and the denominator are always positive, hence stability requires the
big round bracket to be negative. This translates into the condition
kB T >

2AN (V − NB)2
.
V3

(6.55)

That is, we arrive exactly at the same criterion as in (6.51).

Critical point
Having verified that the unstable regions of the isotherms are exactly those with a negative slope, we can easily identify the critical point where the unstable region just disappears. This corresponds to the point where the first and the second derivative of the
pressure as function of the volume vanishes:
critical point

⇔

∂p
=0
∂V

∧

∂2 p
= 0.
∂V 2

(6.56)

Solving this system of equations we get the critical values
k B Tc =

8A
,
27B

Vc = 3NB ,

pc =

A
27B2

(6.57)

Introducing the dimensionless parameters quantities relative to the critical by
T̄ =

T
,
Tc

V̄ =

V
,
Vc

p̄ =

p
,
pc

4 The

(6.58)

factor ( N 2 + V 2 ) has mixed dimensions. This can be cured by differentiating with respect to the
dimensional volume V/B instead of V. The result for stability is the same.
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Figure 6.4: Maxwell construction (see text)

the equation for the isotherm (6.47) can be written in the universal form


p̄ +


3 
3
V̄
−
1
= 8T̄
V̄ 2

(6.59)

or equivalently as
p̄( T̄, V̄ ) =

8T̄ V̄ 2 − 9V̄ + 3
.
V̄ 2 (3V̄ − 1)

(6.60)

Maxwell construction
If we choose T < Tc together with a volume in the unstable region (the red section
of the isotherm shown in Fig. 6.4), a van-der-Waals gas separates into two different
coexisting phases. Since the resulting pressure p̃ in the container is the same in both
phases, they correspond to two points where a horizontal line at height p̃ (the green
line in the figure) intersects with the stable branches of the isotherm.
How can we compute the resulting pressure p̃ (and therewith the fractional volumina
V1 and V2 )? Here Maxwell argued in the following way: The work that is necessary to
move from one phase to the other should be the same, both along the horizontal green
line and along the isotherm:
∆Q = p̃(V2 − V1 ) =

Z V2
V1

p( T, V, N ) dV

(6.61)

Geometrically this means that the shaded regions in the figure below and above the
green line must have the same area.
The suggested equality of areas is correct although Maxwell’s suggestion is not entirely correct: there is no way to integrate from V1 to V2 because the region in between
is unstable.
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Figure 6.5: Schematic phase diagram of a T-p system (see text).

The correct argument is that the two phases do not only exchange volume but also
particles. Therefore, in equilibrium, they have not only the same pressure p1 = p2
but also the same chemical potential µ1 = µ2 . This relation provides an additional
equation that can be used to determine the height of the green light. It turns out that
the resulting height is such that the two shaded regions indeed have the same area,
confirming Maxwell’s suggestion.
Unfortunately, it is not straight-forward to carry out such a calculation. The reason is
that the equations involve 3rd order polynomials which are not so easy to solve.

6.3 Landau theory
Concept of the Landau theory
The Landau theory is a general phenomenological theory describing phase transitions
on an abstract level which is based solely on thermodynamic methods. The Landau
theory is able to describe phase transitions in a unified manner, but it does not make
any statement about the microscopic causes of the phase transition. The interactions
are averaged, so it is essentially a mean field theory.
As an example system one usually considers a gas at a given pressure and a given
temperature. The generic phase diagram of such a gas as shown in Fig. 6.5. Two phases,
for example a liquid and a gaseous one, are separated by a phase boundary (solid line).
Along the phase boundary, the two phases coexist, in the same sense as water and
steam in a boiler can coexist at the boiling point. The coexistence line ends at a critical
point where the two phases become indistinguishable. If one wants to treat such a
system, in which pressure and temperature are given, by thermodynamic methods,
the relevant thermodynamic potential is the Gibbs’s free energy G ( T, p). However, the
two macroscopic quantities T and p alone are no longer sufficient to characterize the
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macroscopic state of the system; in addition one needs another order parameter φ to
quantify the degree of symmetry breaking. Thus the Gibbs free energy G ( T, p, φ) now
depends on three parameters, with the order parameter φ taking a value in such a way
that G becomes minimal.
First, we ask ourselves under which conditions the order parameter vanishes (φ = 0).
A necessary condition is that G is extremal, meaning that the first derivative is zero:
∂G ( T, p, φ)
∂φ

φ =0

= 0.

(6.62)

This equation relates T and p corresponding to the line shown in the phase diagram.
However, this state is only thermodynamically stable if the extremum of G is a minimum, requiring the second derivative to be positive. In the figure, this is the case in the
area where the curve is dashed. Contrarily, in the solid part of the curve, the state φ = 0
is unstable.
The Landau theory is based on the idea of expanding the Gibbs free energy G in φ
around the symmetric point φ = 0:
∞

G ( p, T, φ) =

1 ∂k G

∑ k! ∂φk

k =0 |

φk = G0 + G1 φ + G2 φ2 + G3 φ3 + G4 φ4 + . . .

(6.63)

{z }

= Gk

Here, G0 is a thermodynamically irrelevant constant, while the first coefficient G1 in the
expansion vanishes along the curve shown in the phase diagram. The second coefficient
G2 , however, is negative along the solid part of the curve, positive in the dashed part
and vanishes at the so-called critical point.
As discussed earlier, the critical point is characterized in that φ = 0 is a thermodynamically stable solution, although the second derivative is zero. As you can easily
guess, this requires that the following coefficients ensure stability, i.e. G3 = 0 and
G4 > 0. However, it is not self-evident that the critical point, which is characterized
by the condition G1 = G2 = 0, automatically implies the condition G3 = 0. It can be
shown that this is only possible if G3 disappears along the entire phase boundary. The
Landau theory therefore presupposes that both the first and third coefficients in the
Taylor expansion vanish. Thus the expansion reads
G ( p, T, φ) = G0 ( p, T ) + G2 ( p, T )φ2 + G4 ( p, T )φ4 + . . .

(6.64)

As we shall see, this is automatically the case in magnetic systems such as the Ising
model for symmetry reasons.

Phase transition in the Landau theory
We now want to investigate which physical consequences result from the series expansion (6.64)). When the system is in a stable thermodynamic state, the potential G is
minimal, i.e., the first derivative vanishes and the second derivative must be positive.
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If the pressure and the temperature are fixed, then we have
equilibrium
stability

⇔
⇔

∂G
∂φ

= 2G2 φ + 4G4 φ3 = 0

(6.65)

∂2 G
∂φ2

= 2G2 + 12G4 φ2 > 0 .

(6.66)

The first equation has two solutions, namely
s
φ=0

und

φ=±

−

G2
.
2G4

(6.67)

The second equation implies G2 > 0 for φ = 0 and G2 < 0 for the second solution.
In the latter case requires that G4 > 0 since otherwise φ would be imaginary and not
physically meaningful. So there are three different situations:
√
• For G2 < 0 and G4 > 0 there are two local minimum φ = ± − G2 /2G4 of the
same depth, leading to phase coexistence.
• For G2 > 0 there is only a single minimum φ = 0.
• For G2 = 0 and G4 > 0 there is again a single minimum at φ = 0, but because
of the vanishing second order we expect different physical properties. This is the
location of the critical point.

Order parameter: the critical exponent β
Since the phase transition is controlled by the sign of the expansion coefficient G2 , it is
natural to expand its dependence around the critical point along the phase boundary :


G2 ( T, p( T )) = A( T − Tc ) + O ( T − Tc )2 .
(6.68)
Here the function p( T ) represents the boundary which is implicitly given by G1 ( T, p) =
0. Moreover, Tc denotes the so-called critical temperature belonging to the critical point.
Thus in the vicinity of the critical point we can approximate
s
A
φ ≈ ±
( Tc − T )
für T ≤ Tc
(6.69)
2G4
φ = 0

for T > Tc

As can be seen, in the vicinity of the critical point the behavior physical system is usually given in terms of power laws with certain exponents which are referred to as critical
exponents and denoted by the Greek letters α, β, γ, . . .. For example, it is observed that
the order parameter in the ordered phase near the critical point describes a power law
of the form
|φ| ∼ | T − Tc | β
(6.70)
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where the symbol ∼ stands for something like asymptotically proportional. A comparison
with (6.69) immediately yields the value β = 1/2 because of the square root. This value
predicted by the Landau theory is also called the classical value of the exponent:
β Landau =

1
.
2

(6.71)

In many real systems, the actual value varies between 0.3 and 0.5. The Landau theory
is therefore only an approximation.

Susceptibility: the critical exponent γ
The susceptibility is a measure of how strongly the order parameter responds to a conjugate external field h. This external field is coupled to the system by adding an extra
term to the Gibbs free energy G ( T, p, φ) :
Ĝ ( T, p, φ, h) = G ( T, p, φ) − hφ .

(6.72)

In thermodynamical equilibrium Ĝ is extremal, i.e., φ will adjust itself in such a way
that ∂∂φĜ = 0; thus we have
∂G ( T, p, φ)
h=
.
(6.73)
∂φ
The susceptibility is defined by χ = ∂φ/∂h, that is

χ=

∂φ
∂h





=
Tp

∂h
∂φ

 −1



=
Tp

∂2 G
∂φ2

 −1
.

(6.74)

Tp

In the high-temperature phase, that is along the dashed line, where φ = 0, we find
χ = (2G2 )−1 = (2A( T − Tc ))−1 .

(6.75)

The susceptibility diverges near the critical point like a power law
χ ∼ | T − Tc |−γ

(6.76)

with the critical exponent γ. A comparison immediately shows that within the framework of Landau’s theory this exponent is given by
γLandau = 1 .

(6.77)

Why the Landau theory often makes quantitative false predictions
Perhaps you will wonder what is the approximate nature of the Landau theory? With
the exception of the uncritical truncation of the Taylor series starting with the fourth
order, no approximation has been performed, but rather we have consistently relied
on established thermodynamic concepts. So how is it that, for example, the measured
values of β are often significantly smaller than 1/2, and why are similar discrepancies
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observed in almost all critical exponents?
Perhaps you will ask yourself: where precisely is the approximation in the Landau
theory? Except for the truncation of the Taylor series, no approximation has been made,
but rather we have consistently relied on established thermodynamic concepts. So what
is the reason why, for example, the measured values of β in experiments are significantly smaller than 1/2, and why are similar discrepancies observed in almost all other
critical exponents as well?
Although we can not conclusively answer this difficult question at this stage, it should
be pointed out that the cause of these discrepancies lies in an assumption that is tacitly
assumed in almost all thermodynamic calculations, namely, that the probability distributions of the thermodynamic quantities are so strongly focused that their extremum
can be identified with the mean of the distribution. However, it turns out that in systems with continuous phase transitions, this assumption is not always allowed, because
we may encounter pronounced fluctuations that can reach macroscopic orders of magnitude. In such situations, the maximum and the mean of a distribution are no longer
necessarily identical. Such fluctuation corrections then lead to deviations in the critical
exponents, which can be quantitatively explained using field theoretical renormalization group calculations. These fluctuation corrections are, as we shall see, particularly
pronounced in low-dimensional systems.

6.4 The Ising model
Phase transitions in magnetic systems
So far, we have mainly dealt with the thermodynamics of gases. It was mainly about
the phenomenological properties of gases for very large numbers of particles. A microscopic understanding of phase transitions in real gases, however, is quite difficult.
What are the quantum-mechanical states like? Which interactions take place? A detailed understanding of realistic gases certainly would make up another lecture on its
own.
Much more transparent at the microscopic level are simple magnetic systems, i.e.,
solids whose molecules have an additional degree of freedom in the form of a magnetic spin. An illustrative example is a permanent magnet. Here the elementary magnetic degrees of freedom are organized in such a way that a macroscopically measurable magnetic field is created. However, if you strongly increase the temperature of a
permanent magnet, for example by heating it up in a flame, it will eventually lose its
magnetic field at a certain critical temperature. So here, apparently, there is an magnetic
phase transition. When the magnet is then cooled down again, the magnetic field sets in
again, but possibly with a different orientation.
To get a first impression of why such a phase transition occurs, let us first consider
the simplest thermodynamic situation, namely, a magnet exchanging energy with a
heat bath. Since the magnetic degrees of freedom (the spins) make up only a small part
of the degrees of freedom of the supporting solid, it is legitimate to consider them as
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Figure 6.6: Magnetization curve of nickel [Univ. Cambridge http://www.doitpoms.ac.uk]

being embedded into a heat bath. The equilibrium state of the magnetic subsystem is
thus governed by the thermodynamic potential

V ( β) = Hsys − βE

(6.78)

or, equivalently, the Helmholtz free energy
F ( T ) = E − TH ,

(6.79)

which is minimal in thermal equilibrium. As one can see, the Helmholtz energy consists
of two terms with different signs. One of them is the internal energy, the other one is
essentially the entropy of the system. There are two competing influences: On the one
hand, it is beneficial for the system to have the lowest possible energy. As we shall see,
this is exactly the case if the elementary magnets are all aligned in the same direction,
that is, if the spins are fully ordered. On the other hand, the system can lower its free
energy by increasing the entropy which is maximal if all spins are fully disordered. The
two terms of free energy thus represent order and disorder, and which of these two
qualities wins is determined by the parameter T, which determines the relative weight
of these two components.
The ”harmonic oscillator” of a system with such an equilibrium phase transition is
the celebrated Ising model, named after Ernst Ising, who first examined this model in
1922 in his doctoral thesis. The Ising model is defined on a regular lattice, e.g., a ddimensional square lattice. Each site of the lattice is associated with classical spin si ,
where i is an index enumerating the the lattice sites. The quantum-mechanical nature
of the spins is taken into account only insofar as they can only assume the two discrete
values si = ±1, representing the states “up” and “down”.
At the microscopic level, the Ising model is defined by a configuration space and transition rates. However, since we are only interested in the properties in thermodynamic
equilibrium, where detailed balance is supposed to hold, we only need to know the
energy of each configuration. The Ising model is thus defined by an energy functional
Es that assigns a well-defined energy Es to each configuration s ∈ Ωsys (that is, the set
of all spin variables {si }). In the Ising model, this energy functional is defined in such

c H AYE H INRICHSEN — S TATISTICAL P HYSICS AND T HERMODYNAMICS — CC BY-SA 4.0

220

Phase transitions

Figure 6.7: Two-dimensional Ising model in contact with a heat bath.

a way that spins with the same orientation are favored. As we shall see, this results in
so-called ‘domains’ of equally aligned spins, which have some kind of surface tension.
This surface tension causes the system to reduce the surface area between differently
oriented domains and thus to establish an ordered state. This tendency competes with
the thermal influence that favors a disordered state, and this competition leads to a
phase transition.

Definition of the Ising model
The Ising model is defined on a regular d-dimensional lattice whose sites are numbered
by an index i (see Fig. 6.7). The lattice structure is included in the definition of the model
in that it determines which places are considered as being neighbored. To express that
two lattice sites i and j our nearest neighbors, we will use the notation < i, j > in the
following. For example, we will write a sum that runs over all the nearest neighbors in
the form ∑<i,j> . With this notation, the energy functional of the Ising model is given by
Es = − J

∑

si s j

(6.80)

<i,j>

where J is a coupling constant. For a positive coupling constant J > 0 the total energy of
the system will become minimal if all spins are aligned in the same direction.
Optionally we can introduce in additional external magnetic field h by adding an
additional turn to the energy functional:
Es = − J

∑

<i,j>

si s j − h ∑ si .

(6.81)

i

The Definition in Eq. (6.81) is valid for all lattice geometries in all dimensions. In the
simplest case of a one-dimensional lattice with periodic boundary conditions, the sites
are simply numbered with the subscript i = 1, . . . , L, so that the energy functional is
given by
L

L

i =1

i =1

Es = − J ∑ si si+1 − h ∑ si .
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Note that in the case of a vanishing external field h = 0, the Ising model is invariant
under the replacement si → −si , i.e., the energy functional of the Ising model is Z2
-symmetric under a simultaneous inversion of all spins. Obviously, this symmetry is
broken as soon as an external magnetic field h is applied.

Thermostatic properties of the Ising model
In general, it is assumed that the Ising model is in contact with a heat bath with the temperature T = 1/β. As already mentioned above, this is a realistic assumption because
the spin degrees of freedom are embedded in a solid. By exchanging energy with its
environment, the spin system will approach an equilibrium according to the canonical
ensemble, i.e., the probability distribution of the microstates is given by the Boltzmann
weights
1
Ps = exp(− βEs ) ,
(6.83)
Z
where Z ( β) is the partition sum of the system. In this situation we know that the thermodynamic potential
V ( β) = Hsys − βE = ln Z ( β) ,
(6.84)
or, equivalently, the free energy
1
F ( T ) = E − TH = − ln Z ( β)
β

(6.85)

becomes extremal. Note that the partition sum
Z ( β, h) =

∑

exp

βJ

s∈Ωsys

∑

<i,j>

si s j + βh ∑ si

!
(6.86)

i

depends on the inverse temperature β = 1/T and the external magnetic field h.
In some cases it is useful to consider the thermodynamic potential per lattice site
v=

V
,
N

(6.87)

where N = Ld denotes the total number of sites. As we will see, it is easily possible to
define volume-independent quantities.

Relevant measurement observables
In the following let us first define the relevant measurement observables:
• Magnetization
The most important measure is the magnetization, which in this model plays the
role of a order parameter of the phase transition. We distinguish between the
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configuration-dependent total magnetization
Ms =

∑ si

(6.88)

i

and the mean magnetization
M( β, h) = h Ms i =

∑

Ps Ms .

(6.89)

s∈Ωsys

Likewise we will consider the mean magnetization per lattice site
m( β, h) =

1
M ( β, h) .
N

(6.90)

These averages can be expressed by deriving the partition sum partially with respect to the external field:
M( β, h) =

1 ∂Z ( β, h)
1 ∂V ( β, h)
=
βZ
∂h
β
∂h

or
m( β, h) =

1 ∂v( β, h)
.
β ∂h

(6.91)

(6.92)

The configuration-dependent total magnetization Ms appears explicitly in the energy functional Es = − J ∑ij si s j − hMs , where it is multiplied by the external magnetic field h. these two quantities, the total magnetization Ms and the external
field h, therefore play the role of conjugate quantities. This situation is often encountered in theoretical physics: if O is an measurable physical property, we can
define a conjugate field or a conjugate current J which causes this property, and
add the product ± JO to the action the or energy functional. With this trick, one
can then calculate the mean of the observable O simply by partially differentiating
it with respect to J.
• Susceptibility Another important quantity is the susceptibility which specifies
how strongly the magnetization for lattice side responds to an external magnetic
field:
∂m( β, h)
χ( β, h) =
.
(6.93)
∂h
The susceptibility plays a role similar to the heat capacity and compressibility of a
gas. Accordingly, it can be expressed as a second derivative of the thermodynamic
potential:
1 ∂2 u( β, h)
.
(6.94)
χ( β, h) =
β ∂h2
Usually the susceptibility increases in the vicinity of the phase transition and
eventually diverges at the critical point (see Fig. 6.8).
• Energy Other quantities of interest are of course the configurational energy Es ,
the mean energy
E( β, h) = h Es i = ∑ Ps Es ,
(6.95)
s∈Ωsys
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Figure 6.8: Susceptibility of nickel. As you can see, the susceptibility diverges at certain critical temperature.
[http://www.doitpoms.ac.uk]

as well as the corresponding average energy per lattice site
e( β, h) =

1
E( β, h) .
N

(6.96)

Again these quantities can be expressed in terms of partial derivatives of the potential:
∂V ( β, h)
∂v( β, h)
E( β, h) = −
,
e( β, h) = −
.
(6.97)
∂β
∂β
• Heat capacity Another important observable is the heat capacity which, according to Table 3.2 can also be expressed as the second partial derivative of the potential with respect to the inverse temperature:
C ( β, h) =

∂2 V ( β, h)
,
∂β2

c( β, h) =

∂2 v( β, h)
.
∂β2

(6.98)

Mean field theory
A mean field theory is an approximation in which the actual interaction caused by
the nearest neighbors is replaced by a suitable average (called mean field). There are
many possible mean-field theories for a given model that differ in their accuracy in
approximating the actual interaction. In the following we will discuss the mean-field
theory of the Ising model as an example.
The Ising model is defined in such a way that each spin only feels the magnetic field
of the neighboring spins (and optionally the external magnetic field h). To see this, one
can rewrite the energy functional of the Ising model as follows:
Es = − ∑( Jhi + h) si ,
i

hi =

∑

sj .

j∈<i >
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Here is the sum runs over all pairs of neighboring lattice sites i, j.
The mean field theory of the Ising model is an approximation were the local magnetic
field is replaced by the global average field caused by all spins:
hi ≈ 2dhsi .
With this approximation the energy functional takes the form


Es ≈ − ∑ 2dJ hsi + h si .
i |
{z
}

(6.100)

(6.101)

H̄

As can be seen, the spins are now mutually decoupled and fluctuate independently of
each other, the only interaction taking place is an indirect one via the global magnetic
field H̄. Considering this field as given, each spin can be interpreted as an individual
subsystem that exchanges energy with a heat-bath at temperature T. Accordingly, its
probability distribution will be given by a Boltzmann factor. We therefore expect the
probability distribution of the spin configurations {si } to factorize:
Ps =

∏ p ( si ) .

(6.102)

i

Here

e+ β H̄si
.
(6.103)
e− β H̄ + e+ β H̄
is the probability to find a single spin si aligned and positive direction. Because of
translational invariance we expect this probability to be independent of the position i.
Using this assumption it is possible to compute the average magnetization hsi by
p ( si ) =

h s i = p (i ) − 1 − p (i )



=


e+ β H̄ − e− β H̄
= tanh β H̄ ,
+
β
H̄
−
β
H̄
e
+e

(6.104)

implying that


hsi = tanh 2dJβhsi + βh .

(6.105)

Note that there is an interesting twist hidden in this equation. On the one hand we use
the mean magnetic field to calculate the Boltzmann factors of spin alignment. On the
other hand, it is the spin itself that determines the magnitude of this field. So to be able
to determine the mean field, the mean field must already be known. However, as we
will see below, this problem can be solved in a self-consistent way.
Such a self-consistent solution can be obtained if one assumes that the mean magnetic field fluctuates only slowly compared to the individual spins. With this assumption, it becomes possible to consider Eq. (6.105) as an implicit equation describing a selfconsistent feedback loop. In the case of a vanishing external field h = 0, one of the
solutions is obvious:
hxi = 0
( h = 0) .
(6.106)
In addition, Eq. (6.105) has other non-trivial solutions that can not be specified in a
closed form. However, it is possible to represent these solutions parametrically in a
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Figure 6.9: Mean magnetization of the Ising model for vanishing external field h = 0 in the approximation of the mean
field theory. The two solutions of the mean field equations are shown as blue curves for vanishing magnetization and as red curves for spontaneously magnetized system.

plot. To this end it is useful to define new variables
Tc = 2dJ ,

z = β H̄

(6.107)

so that
z = βTc hsi + βh .

(6.108)

This allows one to express the mean magnetization as a function of the parameter z. In
this way one obtains the relation
hsi = tanh z
(6.109)
as well as

T
tanh z
h
=
+ .
Tc
z
Jz

(6.110)

This allows one to express the mean magnetization is a function of the temperature
ratio T/Tc in a parametric plot.

Spontaneous symmetry breaking
The results for the mean field approximation of the Ising model with vanishing external field h = 0 are shown in Fig. 6.9. In this illustration, the trivial solution hsi = 0 is
drawn as a horizontal blue line. As one can easily see, this solution is mapped to itself
by a Z2 transformation si → −si , so it respects the symmetry of the model. In addition,
for T < Tc there is another pair of solutions that matches the red lines. In this situation,
the disordering effect of the heat bath is so weak that the spins preferentially align in
the same direction driven by the positive feedback via the mean field H̄. Because of the
Z2 symmetry of the Ising model, there are two symmetrical solutions with a positive
and a negative magnetization. However, the system can be only in one of these two
solutions, whereby the symmetry is spontaneously broken. The Z2 -symmetric solution
with vanishing magnetization (shown as a blue line) still exists, but it is unstable for
T < Tc , so that every small fluctuation destroys the metastable equilibrium, forcing it
onto one of the red lines. In physics this phenomenon is known spontaneous symme-
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try breaking, and, as you may have heard, this concept also plays an enormous role in
the field of elementary particle physics in the context of mass generation in the Higgs
particle.
The phenomenon called “spontaneous symmetry breaking”, which is predicted by
the mean field approximation, actually occurs in real ferromagnets: as we increase the
temperature, the magnetic field decreases continuously, reaching zero at the so-called
Curie temperature Tc . At this point, a phase transition from a ferromagnetic to a paramagnetic phase occurs. The Curie temperature is material-dependent and is for example
1043K for iron.
Effects of an external magnetic field
How does an external magnetic field affect the magnetization of the Ising model within
the framework of the mean field approximation? To do this, we draw the magnetization
curve according to the parametric formula
T
tanh z
h
=
+ ,
Tc
z
Jz

hsi = tanh z

(6.111)

for h > 0 (see Fig. 6.10). As can be seen, the red lines in the figure are shifted by the
external field and are no longer symmetrical to each other, i.e., the Z2 symmetry is broken by the external field. In addition, there is no solution with vanishing magnetization
anymore.
To understand what is physically going on here, let us assume that the system is
initially negatively magnetized at zero temperature, i.e., we are on the lower branch
of the red line. Then let us increase the temperature. At low temperatures T > 0,
the external field is not strong enough to flip all spins collectively. Now if we increase
the temperature further, we move to the right along the lower red line until we finally
get to a point where the slope diverges. At this point, the system becomes unstable
and will therefore suddenly jump to the positive magnetization state, i.e., jump this
continuously to the top branch, as indicated by the green arrow in the figure. This jump
takes place at a well-defined critical temperature Tc = 1/β c , which is characterized by
the fact that the derivative ∂hsi/∂T diverges.
Scope of the mean field approximation
The mean field approximation is based on the assumption that each spin interacts effectively with every other spin in the system. The mean field approximation thus ignores
the information as to which lattice sites are adjacent to each other and thus ignores the
entire lattice structure. It even ignores the dimension of the system; in the equations
the dimension occurs only as an effective number of nearest neighbors, the so-called
coordination number.
The mean field approximation is an approximation that only roughly describes the
actual behavior of the model. Nevertheless, it is an important tool which usually gives
a qualitative correct description of the basic phase structure of the system. For example,
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Figure 6.10: Mean magnetization of the Ising model for a weak external field h > 0 within the framework of mean field
theory. The dashed line remind of the previously shown curves for h = 0.

if the mean field approximation predicts a phase transition (as in the example above),
then it is very likely that the actual model will also have a phase transition of the same
type.
As a rule of the thumb, the higher the dimension of the system, the better the mean
field approximation. This is clearly supported by the fact that a high dimensionality
facilitates diffusive mixing of the degrees of freedom. In fact, in infinitely many dimensions, every lattice site interacts with every other, so one can assume that the mean-field
approximation becomes exact in the limit of infinite many dimensions.
Actually, as we shall see below, the mean-field approximation already becomes exact
in sufficiently high but finite-dimensional systems. There is a so-called upper critical
dimension dc < ∞ above which the mean-field approximation (in a sense to be specified) becomes exact. For diffusive problems, dc is usually equals 2, while the critical
dimension in interacting systems can be smaller or larger.
Illustratively speaking, a mean-field approximation is always good when the degrees
of freedom of the system behave like a mixed soup, so that there is no buildup of local
structures. This is always the case in sufficiently high-dimensional systems. In lowdimensional systems, however, fractal structures can be generated which lead to nontrivial local correlations between the degrees of freedom. These correlations then lead
to a deviation from the mean-field behavior. By studying low-dimensional systems,
especially one-dimensional systems, one can learn a lot about such correlation effects.

Remember: The mean field theory ignores the lattice structure and the dimensionality of
the system in that it replaces local interactions by global ones. The mean field approximation
becomes exact in the limit d → ∞.
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6.5 The Ising phase transition
6.5.1 Scale invariance and critical behavior
As we saw in Fig. 6.9, the Ising model for vanishing external field h = 0 is spontaneously magnetized, provided that the temperature is sufficiently low. The spontaneous magnetization decreases continuously with increasing temperature and eventually vanishes at a well-defined critical threshold Tc . Within the framework of the mean
field approximation, this critical temperature is given by
TcMF = 2dJ

(6.112)

Such a phase transition, with all parameter (the magnetization) goes continuously to
zero at the phase transition, is denoted as a continuous phase transition or as a secondorder phase transition.
As we have seen, second-order phase transitions in gases occur only in certain special situations, for example at the end of the phase transition line, the so-called critical
point. In practice, first order phase transitions are the rule, while second order phase
transitions are more of an exception. Nonetheless, second-order phase transitions are of
enormous interest in theoretical physics because they possess properties that are largely
independent of the system. This makes it possible to make universal predictions. In
contrast, first-order phase transitions are generally not universal and their properties
depend on the details of the respective system under consideration.

Scale invariance and power laws
In physics, continuous phase transitions are usually characterized by long-range correlations and scale invariance. Scale invariance is a phenomenological approach that assumes that there are no other characteristic length or time scales except the elementary
lattice constant and the system size in the considered system. This postulate decisively
constraints the possible behavior of physical quantities. For example, one can exclude
from the outset that a correlation function has an exponential dependence C (r ) = er/r0 ,
because an exponential function can only be defined in connection with a specific reference length r0 , and the existence of such is excluded by the postulate of scale invariance.
Similarly, any functional dependence described by a power series can be excluded because this would also require the definition of a reference scale. The only kind of functional dependence that is inherently scale-invariant is a power law, that is, an algebraic
dependence of the form C (r ) = Ar −α .
In the theory of continuous phase transitions and critical phenomena, power laws are
encountered everywhere. However, in practice these power laws do not extend over
the entire scale range, but in most cases they emerge only asymptotically, for example in
the limit r → ∞. For finite r one expects corrections, which are caused by the underlying
lattice structure of the model.
Power laws usually require a prefactor (the factor A in the example above). It turns
out that these pre-factors depend on the particular model and thus have relatively little
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significance. Therefore, these asymptotic proportionality factors are usually ignored.
This is expressed by writing
C (r ) ∼ r − α ,
(6.113)
where the symbol ’∼’ stands for something like “ asymptotically proportional to”.
Of great significance, however, is the exponent α occurring in the power law. Such
exponents, referred to as critical exponents, are often universal, i.e., they depend only
on the basic symmetries of the respective model, but not on its specific implementation
and lattice structure.

Critical exponents of the Ising model
Continuous phase transitions, such as that of the Ising model, are characterized by a
variety of power laws. For historical reasons, it is customary to use the Greek letters
α, β, γ, δ, . . . for the critical exponents. As we shall see, in the Ising model only two of
these critical exponents are independent, while all others are dependent on these two
exponents by means of so-called scaling relations.
As an example we first examine how the mean magnetization for vanishing external
field h = 0 depends on the temperature difference T − Tc . Assuming a power law
behavior, we are looking for an exponent β̃ with the property 5
m( β, 0) ∼ ( β − β c ) β̃ ∼ ( Tc − T ) β̃ .

(6.114)

In addition, let us examine the susceptibility χ and the specific heat c for vanishing
external field in the ferromagnetic phase near the critical point. These quantities are
also expected to obey a power law
χ( β, 0) ∼ ( β − β c )−γ ∼ ( Tc − T )−γ ,
c( β, 0) ∼ ( β − β c )

−α

∼ ( Tc − T )

−α

,

(6.115)
(6.116)

where the critical exponents occurring here are negative, such that the two quantities
diverge at the critical point.
Also particularly interesting are correlation functions, in particular the connected
part of spin-spin correlation function
C (i, j, β, h) := hsi s j i − hsi ihs j i .

(6.117)

If the given system is translationally invariant (as for example in the case of periodic
boundary conditions), the correlation function will only depend on the distance r =
|~ri −~r j | between the two lattice sites i and j:
C (i, j, β, h) = C (r, β, h)

(6.118)

In the ordered phase of the Ising model and finds that this correlation functions exhibits
5 The

critical exponent β̃ should not be confused with the conjugate parameter β = 1/T. Therefore we
mark this exponent here with a tilde (˜). In the literature, this tilde is usually omitted.
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and exponential decay in the limit r → ∞
C (r, β, 0) ∼ er/ξ ( β,0) ,

(6.119)

where ξ ( β, h) is the dominant correlation length that characterizes the state of the system. As we approach the critical point, this correlation length increases and eventually
diverges at the critical point. Two leading order this divergent behavior is governed by
the power law
ξ ( β, 0) ∼ ( β − β c )−ν ∼ ( Tc − T )−ν ,
(6.120)
where ν is a critical exponent which is associated with a correlation length.
Right at the phase transition, the correlation length ξ is infinite, indicating that the
system is in a scale-invariant state. At this point the correlation function has no longer
an exponential dependence in the asymptotic limit r → ∞, instead one observes a
power law of the form
C (r, β c , 0) ∼ r2−d−η ,
(6.121)
where dis the dimension of the system and ηis another critical exponent.
It is also very instructive to apply a small external magnetic field 0 < h  1 at the
critical point T = Tc . Here one expects the system to respond to this perturbation with
a magnetization that is also described by a power law
m( β c , h) ∼ h1/δ ,

(6.122)

where δit is yet another critical exponent. Since the susceptibility diverges at the critical
point, meaning that the magnetization curve increases with an infinite slope at criticality, it is obvious tha δ > 1.

Relations among the critical exponents
So far, we have introduced six critical exponents named α, β̃, γ, δ, η, and ν. As mentioned earlier, only two of them are independent while the remaining exponents can be
expressed in terms of the two independent exponents by means of four simple relations.
These include three so-called ordinary scaling relations
α + 2 β̃ + γ = 2

(6.123)

Widom:

γ = β̃(δ − 1)

(6.124)

Fisher:

γ = (2 − η ) ν

(6.125)

2 − α = νd .

(6.126)

Rushbrooke:

as well as a so-called hyperscaling relation
Josephson:

The difference between an ordinary scaling relation and a hyperscaling relation is that
hyperscaling relations are explicitly dependent on the dimension of the system, while
ordinary scale relations are independent of the dimension.
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d
1
2
3
≥4

α
–
0
0.110(1)
0
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β
–
1/8
0.3265(3)
1/2

γ
–
7/4
1.27372(5)
1

δ
–
15
4.789(2)
3

η
–
1/4
0.0364(5)
0

ν
–
1
0.6301(4)
1/2

Table 6.1: Critical exponents of Ising model in various dimensions.

The four scaling relations given above can be proved in the context of field-theoretical
calculations, which goes beyond the scope of this lecture.

Universality
One of the most astonishing facts in experimental as well as in theoretical statistical
physics is the observation that the critical exponents α, β̃, γ, δ, η and ν depend only on
the dimension and the fundamental symmetries of the system, but not on the lattice
structure and the specific microscopic realization. So it does not matter if we study the
Ising model on a square lattice or a honeycomb lattice - as long as we are dealing with a
regular lattice on which locally coupled Z2 -symmetric spins fluctuate in contact with a
thermal bath, we will always find the same set of critical exponent. In this sense, there
are a large number of equivalent models that form a so-called universality class, in this
case the universality class of the Ising model.
Remember: Continuous phase transitions are usually characterized by asymptotic and
power laws (algebraic decays). The associated critical exponents coincide in different implementations with the same symmetry properties. Continuous phase transitions can therefore
be associated with different universality classes.

Critical exponents within mean field theory
To compute the critical exponent β̃ of the Ising model within mean field theory, let us
Taylor-expand the parametric representation of the red curve:
z3
+ O(z5 )
3
tanh z
z2
= 1 − + O(z4 )
z
3

hsi = tanh z = z −

(6.127)

T
Tc

(6.128)

=

Solving the second equation for z and inserting the result into the first one we obtain
r
3
hsi =
( Tc − T )1/2 + . . . .
(6.129)
Tc
Hence the critical exponent (within mean field theory) is given by β̃ = 1/2.

Ising critical exponents – General picture:
dimensions, the following picture emerges:

Studying the Ising model in various
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• In one dimension, the Ising model is always in the paramagnetic phase, i.e., a
phase transition is absent. Therefore, we cannot define critical exponents. However, in some situations we may interpret the behavior of the one-dimensional
Ising model as having a phase transition at zero temperature Tc = 0, corresponding to β c = ∞.

Remark: To understand the physical reason why the Ising model in one dimension does
not exhibit a phase transition, let us recall the physical mechanism behind the transition.
Spontaneous symmetry breaking means that the system magnetizes itself in a particular
direction without any external field. It does so because such a state is entropically favorable.
This requires that the spontaneously magnetized state is stable against fluctuations.
For example, let us assume that the system is magnetized in the positive direction. Because
of the interaction with the heat bath, the spins will nevertheless fluctuate, forming little
droplets of spins in opposite direction. If such a droplet was able to grow it could destroy
the magnetized state. Therefore, a robust mechanism is needed, which eliminates minority
islands of down spins. In the Ising model this mechanism is due to an effective surface
tension of domain walls. In fact, looking at the energy functional, we immediately see that
neighboring spins oriented in opposite direction cost energy. In other words, domain walls
between differently oriented domains are energetically punished. Consequently, the system
tries to reduce the total length of domain walls, which effectively introduces some kind of
surface tension.
Because of the surface tension, the droplets acquire a roundish form. In addition, small
droplets tend to shrink. It is this mechanism which stabilizes the spontaneously magnetized
state. Obviously, this mechanism can work only in space dimensions larger or equal than
2, the simple reason being that in one dimension domain walls are just points which cannot
shrink. This explains why the Ising transition does not exist in one-dimensional systems.
According to a famous argument by Landau, this applies to all equilibrium critical phenomena, , i.e., equilibrium phase transitions are impossible in one-dimensional systems.

• In two dimensions, the Ising model exhibits a phase transition and the corresponding critical exponents are given by simple rational values. In the theory
of critical phenomena, rational values are an exception rather than the rule. The
deep reason behind these rational values is the existence of the powerful symmetry in the two-dimensional case, the so-called conformal symmetry.
• In three dimensions, the Ising model still exhibits a nontrivial phase transition.
An exact solution of this case is still unknown. The critical exponents can only be
determined numerically and by means of field theoretic methods, suggesting that
they are given by irrational values. If the reader could explain the values of these
exponents this would guarantee her/him a professorship.
• In four dimensions and above, the interaction becomes so strongly mixed that
the mean field approximation becomes valid. Phenomenologically, there exists
usually a well-defined dimension, called the upper critical dimension dc , at which a
given model crosses over to mean field behavior. For the Ising model, the upper
critical dimension is 4. For d ≥ dc , the mean field exponents are exact. Precisely
at the critical dimension d = dc , the mean field power laws are superseded by
logarithmic corrections.
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T = Tc

T = 1.05 Tc

Figure 6.11: Snapshot of a two-dimensional Ising model in equilibrium. Left: Ferromagnetic phase below the critical
point. Center: Typical configuration of an equilibrium state at criticality. Right: Disordered state above the
critical point.

6.5.2 Excursus: Numerical simulation of the Ising model
A numerical simulation of a stochastic process is like an explicit reconstruction of its
time evolution on a computer. As we have already seen, the time evolution of a stochastic Markov process is defined by specifying a configuration space Ωsys and a set of transition rates ws→s0 .
However, an equilibrium system such as the Ising model is defined solely in terms
of its configuration space Ωsys and the energies associated with the configurations Es .
One of the great advantages of equilibrium systems is that one obtains the stationary
probability distribution Ps = Z1 e− βEs for free, while in the case of general Markov processes the stationary state can only be obtained by diagonalizing the Liouville operator
and to find the eigenvector corresponding to the eigenvalue zero. On the other hand,
the definition of an equilibrium model provides no information as to how the system
evolves into the stationary state. In other words, the energies Es determine what the
steady state looks like, but they do not tell us how we get there.
Recall that the energies Es do not fully determine the transition rates. Of course we
know that the rates obey the condition of detailed balance
Ps ws→s0 = Ps0 ws0 →s

(6.130)

but this only fixes the ratio of rates and not their absolute magnitude. You can even
set a pair of rates to zero without affecting the stationary state as long as the system
remains ergodic. The freedom in the choice of rates gives rise to a large number of
possible Markov jump processes that relax into the stationary state Ps = Z1 e− βEs .
Thus for a given equilibrium system there exists differ in variants of Markov processes which all relax into the same stationary state but differ in their specific dynamics.
In all these variants the rates should be chosen in such a way that the following criteria
are met:
• The transition network between different configurations has to remain ergodic.
This means that we must not set too many theories of rates to zero.
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Figure 6.12: Illustration of the condition of detailed balance. The figure shows a system with three states A, B, C, where
the blue arrows represent transitions with rate 1. The panel on the left shows a situation in which the
probability currents compensate each other so that the dynamics obeys detailed balance. The steady state
is equally distributed in this case, i.e., p A = p B = pC = 1/3. On the right side of the figure, a system is
shown in which the jumps take place only in a clockwise direction. Obviously, this system has the same
equally distributed stationary state. However, in this system, there is a constant cyclic probability current.
Thus, although the system is stationary, it is not in thermodynamic equilibrium.

• in the stationary state Ps =
balance.

1 − βEs
Ze

the rates have to obey the condition of detailed

As we have already seen in Sect. 3.3.2 on page 122, the condition of detailed balance
implies that the probability currents between two configurations are identical in both
directions:
(6.131)
Js→s0 = Js0 →s
⇔ Ps ws→s0 = Ps0 ws0 →s
∀s, s0 ∈ Ωsys .
Since the stationary state is given by the Boltzmann weights Ps =
the transition rates will be given by

1 − βEs
Ze


ws→s0
P0
= s = exp β( Es − Es0 ) .
ws0 →s
Ps

the ratio of

(6.132)

So, once we choose a rate, we also set the rate of the associated reversal process. In other
words, if in the matrix of the Liouville operator all matrix elements are fixed above the
diagonal, the corresponding matrix elements below the diagonal are determined by the
condition of the detailed balance. So to speak, the number of degrees of freedom in the
rates is halved.
Although the condition of the detailed balance halves the number of degrees of freedom in the rates, there are still a very large number of (|Ωsys |2 − |Ωsys |)/2 freely selectable rates, of which only is sufficiently large number must be nonzero in order to
ensure the ergodicity of the transition network. There are practically infinitely many
the equally legitimate dynamical procedures that all relax into the same equilibrium
state. In order to narrow this infinite space of possibilities further, however, one often
introduces further conditions with different goals:
• Either one is interested in dynamic rules which mimic what happens in realistic
experimental systems as faithfully as possible. Key examples include local spin flip
algorithms such as heat bath dynamics, Glauber dynamics and Metropolis dynamics.
• Often, however, one is primarily interested in dynamic rules that can be implemented particularly efficiently on a computer and thereby quickly relax into the
stationary state. These include the so-called cluster algorithms, including the socalled Wolff algorithm and the Swendsen-Wang algorithm. A detailed discussion of
cluster algorithms is beyond the scope of these lecture notes.
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Local spin flip algorithms
The simplest class of a dynamics for the Ising model is based on local spin-flips. To
understand how it works, we first rewrite the energy functional in the following way:
Es = − ∑ Hi si ,

Hi = h + J

∑

sj .

(6.133)

j∈<i >

i

Now, if one interprets a single spin as a ”subsystem” in the ”heat bath” of the other
spins, the probability of the spin two point in the positive direction will be given by the
Boltzmann weight
e βHi
pi = pi (↑) = βH
.
(6.134)
e i + e− βHi
Based on this assumption we can define three possible dynamical prescriptions:

Heat bath dynamics: For each update a site i is randomly selected and the probability
pi is computed according to the formula given above. Then the selected spin is oriented
according to this probability irrespective of the previous orientation, i.e., we generate a
uniformly distributed random number z between zero and one and set the new value
at the selected site to
sinew := sign( pi − z) .
(6.135)
Obviously, this dynamic a procedure does not care about the previous orientation of
the updated spin. As can be verified easily, this procedure amounts to introduce the
following transition rates for local spin flips:
w(↓→↑) ∝ e βHi
w(↑→↓) ∝ e

− βHi

(6.136)
.

(6.137)

The corresponding a ratio of the rates is
w(↓→↑)
= e2βHi .
w(↑→↓)

(6.138)

In order to prove that these dynamical rules obey detailed balance, let us compare the
energy of the configurations before and after a spin flip. For example, if we consider
the transition ↓→↑, the resulting energy change is given by
∆E = Enew − Eold = E↑ − E↓ = −2Hi .

(6.139)

Detailed balance is established if and only if
w(↓→↑)
Pnew
e− βEnew
=
= e− β∆E = e+2βHi ,
= − βE
old
w(↑→↓)
Pold
e
reproducing Eq. (6.138)).
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Glauber dynamics: Glauber dynamics differs from heat bath dynamics in so far as the
local spins are not oriented but flipped with a certain probability. More specifically, the
following steps are carried out:
• A site i is randomly selected.
• The probabilities pi are computed by Eq. (6.134).
• If si = −1 the spin is flipped with probability pi . Otherwise, if si = +1, the spin
is flipped with probability 1 − pi .
As can be verified easily, this amounts to the rates
w(↓→↑) ∝ e βHi
w(↑→↓) ∝ e

− βHi

(6.141)
,

(6.142)

meaning that Glauber dynamics and heat bath dynamics are statistically equivalent.

Metropolis dynamics: The Metropolis algorithm differs from Glauber dynamics in
that one of the moves is carried out with certainty and not with a finite probability. The
Metropolis algorithm consists of the following steps.
• Choose a site i randomly.
• Compute the energy gain ∆E = Enew − Eold = 2si Hi that would result from carrying out a spin flip at site i (si is the orientation beforebut the update) and set
• If ∆E < 0, i.e., if the system goes into an energetically more favorable state, the
spin at site i is flipped with certainty (probability 1).
Otherwise, if ∆E ≥ 0 the spin is flipped only with probability p.
This means that one accepts the spin flip with the probability
p := min(1, e− β∆E )

(6.143)

and dismisses it otherwise. For Hi ≥ 0 this corresponds to choosing the rates
w(↓→↑) ∝ 1
w(↑→↓) ∝ e

−2βHi

(6.144)
,

(6.145)

while for Hi < 0 the rates are given by
w(↓→↑) ∝ e2βHi

(6.146)

w(↑→↓) ∝ 1 .

(6.147)

In both cases, the ratio of the rates is again compatible with Eq. (6.138), establishing
detailed balance.
Summary: Local spin flip algorithms for the Ising model
Choose a random site i and compute the probability pi = e βHi /(e βHi + e− βHi ). Let z be a
random number between 0 and 1. Perform an update according to the following rules:
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• Heat bath dynamics:

sinew := sign( pi − z)

• Glauber dynamics:
sinew


:=

+sign( pi − z)
−sign(1 − pi − z)

wenn siold = +1
wenn siold = −1

• Metropolis dynamics:
sinew :=



+sign( pi+ − z)
−sign( pi− − z)

if siold = +1
wenn siold = −1

wobei pi± = min(1, e∓2βHi ).
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7 Quantum Statistics of the Ideal Gas
Already in the derivation of the entropy of a classical ideal gas, we have found that
an extensive entropy can only be obtained by taking the quantum-mechanical indistinguishability of particles into account. In this chapter we will now deal with the statistics
of quantum-mechanical systems in more detail.

7.1 Quantum-mechanical Many Particle Systems
7.1.1 Classical particles, bosons, and fermions
Many-particle wave function and quantum numbers
We consider a gas consisting of N identical structureless point particles in a box with
the volume V. If x1 , x2 , . . . , x N are the particle coordinates, such gas is described by a
quantum-mechanical many-body wave function ψ(x1 , x2 , . . . , x N ).
If there was only a single particle in the box, the wave function ψ(x) would have only
a single argument. A microscopic configuration of the system would then correspond
to an eigenstate of the Hamiltonian. For a particle in a box the eigenstates are known to
be products of plane waves, labeled by three quantum numbers n x , ny , nz . Generally, we
expect the single-particle eigenstates to be labeled by a certain set of quantum numbers.
In the following these quantum numbers are symbolized by the letter r:
r = Set of quantum numbers specifying the eigenstate of a single particle.
Let us now turn to N particles. If there were no interactions at all, the particles would be
completely uncorrelated, meaning that the corresponding wave function factorizes as
ψ(x1 , x2 , . . . , x N ) = ψ(x1 )ψ(x2 ) · · · ψ(x N ). Here the eigenstates can be labeled by specifying the quantum numbers of each particle separately. In a gas, however, the particles
do interact, and even in the limit of an ideal gas the particles still interact weakly, so
that the wave function no longer factorizes. Nevertheless, we expect that for sufficiently weak interactions the eigenstates of all particles can be labeled by the quantum
numbers of the corresponding single-particle states. Thus, the microstate of the gas can
be described by specifying all single-particle quantum numbers, i.e.
s = {r1 , r2 , . . . , r N } ∈ Ωsys

(7.1)

The eigenstates are therefore labeled by |ψs i = |ψ{r1 ,...,r N } i, with the wave functions
ψ{r1 ,...,r N } (x1 , x2 , . . . , x N ) = hx1 , x2 , . . . , x N |ψ{r1 ,...,r N } i.
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In what follows we will frequently encounter sums of the form

∑...,
rj

standing for a summation over all possible quantum numbers of the j-th particle. The
actual range of the quantum numbers, and even whether there are finitely of infinitely
many, depends on the specific system under consideration. It is important to keep in
mind that r j is generally not a number but rather a set of quantum numbers labeling
single-particle eigenstates.

r j = set of quantum numbers labeling a single-particle state.

Quantum-mechanical indistinguishability
In the classical case, particles are interpreted as distinguishable objects. This even applies to quantum mechanics in the case of different kinds of particles so that the system has no additional symmetries when particles are exchanged. If this was the case the wave
function (7.2) would be indeed the correct quantum-mechanical description.

Classical particles

However, since the particles are identical and therefore indistinguishable, a permutation of two particles has no measurable effect. The wave function
must therefore have a certain additional symmetry when particles are interchanged, in
the sense that the quantum-mechanical measurement statistics is the same before and
after the permutation. This additional symmetry property is also motivated by the fact
that the quantum-mechanical trajectory of a particle is not clearly known because of
the Heisenberg uncertainty principle. So, if two particles A, B start at different places
at time t1 , and if they are later found at certain positions at time t2 , it is not possible to
say what the trajectory looked like in the meantime and so the identity of the particles
is not clear.
It is therefore impossible to distinguish quantum-mechanical particles that are in the same quantum state. For this reason it does not
matter, which of the particles is in which eigenstate, but only how
many particles are in a certain eigenstate. The quantum-mechanical
state of the system is thus characterized by occupation numbers nr .
nr = # of particles in the quantum state with quantum numbers r.
Quantum particles

As we have learned in our course on quantum mechanics, wave functions are only
determined up to a global complex phase. This complex phase is unobservable because
it cancels in the calculation of probabilities and expectation values. The requirement
that an exchange of two particles has no measurable effect means that it can at most lead
to an additional complex phase in the corresponding wave function. In other words, if
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we exchange the particles i ↔ j the corresponding wave functions are related by

|ψ..., r j ,..., ri ,... i = eiφ |ψ..., ri ,..., r j ,... i .

(7.3)

Since a repeated exchange of the two particles brings us back to the original wave function, we can conclude that e2iφ = 1, which immediately suggests that the phase factor arising under article exchange must be equal to ±1. So there are two possibilities,
namely1
bosons:
fermions:

eiφ = 1
eiφ = −1

Both types of particles are known to occur in nature. Bosons are typically radiation-like
and turn out to have an integer spin. An important example is the photon with the spin
1 · h̄. Fermions like the electron, on the other hand, have a half-integer spin.

Implications on statistical properties
In statistical physics, bosons and fermions differ mainly in their statistical properties.
Altogether one distinguishes three different types of statistics:
• Maxwell-Boltzmann statistics (MB):
This is the classical statistic, where the particles are assumed to be distinguishable.
For example, having two particles that can each be in three different quantum
states r1,2 = 1, 2, 3, then there are in total nine possible states, namely,

(r1 , r2 ) = (1, 1), (1, 2), (1, 3), (2, 1), (2, 2), (2, 3), (3, 1), (3, 2), (3, 3).
Here it is essential to know which particle is in which state, and therefore it is clear
that the joint state cannot be characterized by occupation numbers.
• Bose-Einstein statistics (BE):
Bosons are characterized by the fact that the wave functions are symmetric under
permutations, i.e., |ψ..., r j ,..., ri ,... i = |ψ..., ri ,..., r j ,... i. For this reason it does no longer
matter how the quantum numbers are ordered. In our example of two particles,
each with three different states, this results in six possible joint states:

(r1 , r2 ) = (1, 1), (1, 2), (1, 3), (2, 2), (2, 3), (3, 3).
This allows one to characterize the joint state of the many-particle system by occupation numbers nr = 0, 1, 2, . . .. In the case of the example given above we have

(n1 , n2 , n3 ) = (2, 0, 0), (1, 1, 0), (1, 0, 1), (0, 2, 0), (0, 1, 1), (0, 0, 2).
1 This

assumption is not absolutely compelling because even after two exchanges, a resulting total phase
would be unobservable. Particles with this behavior are called anyons (not to be confused with anions)
and appear in more complex physical situations as, for example, in the form of quasi-particles in solids.
Anyons are described by a fractional statistic that generalizes the Bose-Einstein statistic and the FermiDirac statistic.
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• Fermi-Dirac statistics (FD):
Fermions are characterized by the fact that the wave functions are antisymmetric
under the exchange of the quantum numbers, i.e.,

|ψ..., r j ,..., ri ,... i = −|ψ..., ri ,..., r j ,... i.
This leads us directly to the celebrated Pauli principle, which states that two fermions
must not be in the same quantum state. In our example of two particles, each with
three different states, we are left with only three options, namely

(r1 , r2 ) = (1, 2), (1, 3), (2, 3) .
Compared with the previous cases, the configuration space of the Fermi-Dirac
statistics is the smallest. This is because a fermionic quantum state can always be
characterized by binary occupation numbers nr = 0, 1. In the above example of
two fermions we get:

(n1 , n2 , n3 ) = (1, 1, 0), (1, 0, 1), (0, 1, 1) .

7.1.2 Construction of non-entangled many-body quantum states
A pure quantum state is called non-entangled or separable (= quantum-mechanically uncorrelated) if its wave function factorizes with respect to the considered subsystems.
For example, a two-particle system is quantum-mechanically uncorrelated if it can be
written in the form
ψ ( x1 , x2 ) = u ( x1 ) v ( x2 ) .
(7.4)
In such a product state, each particle has a its own identity, because each of them corresponds to a different argument in the joint wave function. Hence for classical particles
in an ideal gas, which obey the Maxwell-Boltzmann statistics, this would be the appropriate form of the wave function.
However, as we have seen above, in realistic quantum systems the particles are indistinguishable, meaning that we have to modify the ansatz given above. If we are dealing
with bosons, the wave function has to be invariant under permutations of the particles,
which in the above example of two particles implies that
ψ ( x1 , x2 ) = u ( x1 ) v ( x2 ) = v ( x1 ) u ( x2 ) = ψ ( x2 , x1 ).

(7.5)

This can be ensured by always starting with unentangled product states in a symmetrized form:

1 
ψ ( x1 , x2 ) = √ u ( x1 ) v ( x2 ) + v ( x1 ) u ( x2 ) .
(7.6)
2
Contrarily, when dealing with fermions, any transposition of the particles causes a minus sign, hence the wave function has to be antisymmetric under the exchange of particles. In the example of two particles this means that
ψ ( x1 , x2 ) = u ( x1 ) v ( x2 ) = − v ( x1 ) u ( x2 ) = − ψ ( x2 , x1 ).
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Again this can be implemented by starting with non-entangled antisymmetric product
states:

1 
ψ ( x1 , x2 ) = √ u ( x1 ) v ( x2 ) − v ( x1 ) u ( x2 )
(7.8)
2
In both cases this procedure amounts to reducing the Hilbert space (and therewith the
number of available states) from the set of products state to a more restricted set of
symmetric or antisymmetric product states.
These considerations can be transferred easily to systems with N particles:
• Product states of classical particles (Maxwell-Boltzmann statistics) are simply given
by
N

ψ ( x1 , . . . , x N ) =

∏ uj (xj ) .

(7.9)

j =1

• Product states obeying the Bose-Einstein statistics have to be written in the fully
symmetrized form
N
1
ψ ( x1 , . . . , x N ) = √
uΠ j ( x j ) .
∑
∏
N! Π∈ PN j=1

(7.10)

Here the sum runs over all possible permutations Π of the N particles, forming the
group of permutations PN . Note that because of the commutativity of the product, it
does not matter whether we permute the coordinates or the indices, i.e., we may
equivalently write:
N
1
ψ ( x1 , . . . , x N ) = √
∑ ∏ u j ( xΠ j ) .
N! Π∈ PN j=1

(7.11)

• Finally, fermionic product states have to be written in the fully antisymmetrized
form
N
1
ψ ( x1 , . . . , x N ) = √
sign(Π) ∏ uΠ j ( x j ) ,
(7.12)
∑
N! Π∈ PN
j =1
where sign(Π) denotes the signature (the sign) of the permutation Π.
Remember: The group of permutations PN is the set of all possible mappings that change
the order of N elements. For example, the permutation group of two elements P2 = Z2 is
identical to the reflection group, while the permutation group P3 consists of the following
six elements:

(1, 2, 3)
(1, 2, 3)
(1, 2, 3)
(1, 2, 3)
(1, 2, 3)
(1, 2, 3)

7→
7→
7→
7→
7→
7→

(1, 2, 3)
(1, 3, 2)
(3, 1, 2)
(3, 2, 1)
(2, 3, 1)
(2, 1, 3)

(+) neutral element
(−)
(+)
(−)
(+)
(−)

The permutation group PN contains N! elements. The elements of the group are denoted
by the symbols Π or σ. These elements may additionally be indexed by the object on which
the permutation is performed. For example, for the map in the last entry of the above list,
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(1, 2, 3) 7→ (2, 1, 3), one uses the index notation
Π1 = 2 ,

Π2 = 1 ,

Π3 = 3 .

Each permutation can be written as a (non-unique) sequence of transpositions. Depending
on whether the number of transpositions is even or odd, the permutation can be assigned a
sign in this way, called signature, which is denoted as sign(Π).

Alternatively it is possible to represent antisymmetric wave functions of the form (7.12)
by means of so-called Slater-determinants. Here one exploits the fact that the determinant of a square N × N matrix Mij can be written as a sum over all possible permutations of the matrix elements:
det( M ) = || M|| =

∑

Π∈ PN

N

sign(Π) ∏ M j,Π j .

(7.13)

j =1

This formal analogy allows one to express the wave function (7.12) in the form
1
ψ ( x1 , . . . , x N ) = √
N!

u1 ( x1 )
..
.

···

u N ( x1 ) · · ·

u1 ( x N )
..
.

.

(7.14)

uN (xN )

7.2 Quantum statistics
7.2.1 Basic notations
To start with, let us first summarize the notations used in the following subsections:
r: This is an index labeling all quantum states of a single particle. This label should
be thought of as the set of all quantum numbers of a single-particle state. Note
that r is not necessarily a number but it is countable and it also has a certain range.
In writing ∑r . . . we will indicate a summation over all quantum numbers in the
allowed range.
er : The associated single-particle energies will be denoted by er . These energies are
assumed to be positive in such a way that ’no particle’ corresponds to an energy
contribution zero. Note that the single-particle energies are to be distinguished
from the configuration energies Es (see below).
nr : With nr we denote the occupation number of the one-particle state r. This number tells us how many particles are in the state r. Notice that the coding of a
many-particle states in terms of occupation numbers is only possible for the BoseEinstein statistics (nr = 0, 1, 2, . . .) and the Fermi-Dirac statistics (nr = 0, 1), but
not for the Maxwell-Boltzmann statistics.

{n}: This denotes the set of occupation numbers for all quantum states r.
s: As before, s denotes the microscopic configuration s ∈ Ωsys , expressed in terms of
the occupation numbers, i.e. s = {n}.
Es : The internal energy of the system is given by Es = ∑r nr er .
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N: The total number of particles is N = ∑r nr , which may be conserved or nonconserved (see below).

7.2.2 Partition sum
Rewriting Z in occupation numbers
As usual, we will assume that the system is in contact with a heat bath with the inverse temperature β. The conceptual starting point is therefore the always the same,
independent on the type of statistics, namely, the canonical partition sum
Z = Z ( β) =

∑ e−βE

(7.15)

s

s∈Ω

The various types of quantum statistics differ only in the specific counting of the states
in the partition sum which now depends on whether we have classical particles, bosons
or fermions.
In what follows it is useful to rewrite the partition sum as a sum over occupation
numbers. This is straight-forward in the case of bosons and fermions, where the quantum states are uniquely labeled by the occupation numbers. The resulting partition
sum reads:
Z ( β ) = ∑ e − β ∑ r n r er ,
(bosons, fermions)
(7.16)
{n}

where {n} denotes the set of all occupation numbers, i.e., ∑{n} = ∏r ∑nr .
For classical particles, however, the situation is different. Here the particles are distinguishable, hence
Z ( β) =

∑...∑e
r1

−β ∑N
j = 1 er j

.

(classical)

(7.17)

rN

However, with a little trick we can nevertheless express this sum in terms of occupation numbers. To this end we note that each microscopic state s is associated with a
certain set of occupation numbers, but conversely a set of occupation numbers does
not uniquely specify the state, instead it labels a whole set of states related by permutations. Fortunately the energy Es is invariant under such permutations, meaning that the
Boltzmann factors are the same for all states corresponding to a given set of occupation
numbers. Therefore, it is still possible to write Z as a sum over occupation numbers,
provided that we take the multiplicity of the quantum states into account:
Z=

N!

∑ ∏ ( nr ! ) e − β ∑ n e

{n}

r

r r

.

(classical)

(7.18)

r

The multiplicity factor N!/ ∏r (nr !) in this expression can be explained as follows. The
multiplicity comes from permutations among particles in different quantum states. How
many of these permutations do we have? To this end we divide the total number of
permutations N! by the number of permutations among particles in the same quantum
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state, that is, by ∏r (nr !).

Quantities of interest: The mean occupation numbers and their fluctuations

The partition sum defined above can be used as usual to extract physically relevant
expectation values. For example, the expectation value of the internal energy is given
by
∂
E = h Es i = −
ln Z.
(7.19)
∂β
In addition, we can exploit the fact that the partition sum, rewritten in terms of occupation numbers, depends not only on β but also on the single-particle energies er . This
allows us, for example, to compute the expectation value of the occupation number

h nr i =

1
Z

∑ nr e−βE

s

.

(7.20)

s

in terms of a partial derivative:
1
Z

h nr i =

∑ nr e − β ∑

q

n q eq

=−

{n}

1 ∂Z
1 ∂
= −
ln Z ,
βZ ∂er
β ∂er

where we used q instead of r in the inner sum in order to avoid a name conflict.
Since in the canonical ensemble the Helmholtz free energy is related to the partition
sum by F = − β1 ln Z, this formula can be recast as

h nr i =

∂F
.
∂er

(7.21)

Another quantity of interest is the so-called dispersion, defined as the variance of the
occupation number
h(∆nr )2 i = hn2r i − hnr i2 .
(7.22)
For the second moment, an analogous calculation leads to the result

hn2r i =

1 ∂2
Z.
β2 Z ∂er2

(7.23)

This results in the following expression for the dispersion

(∆nr )

2

1 ∂2 Z
= 2
+
β Z ∂er2



1 ∂Z
βZ ∂er

2

=

1 ∂2
ln Z
β2 ∂er2

or, equivalently, h(∆nr )2 i = − β1 ∂e∂ r hnr i.
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7.2.3 Maxwell-Boltzmann statistics
Canonical ensemble
For distinguishable particles (which in fact do not exist), the microscopic state of the
many-particle system can only be specified by stating which particle is in which state.
If the number of particles N is fixed, this amounts to specifying all single-particle states
r1 , . . . , r N , hence the partition can be written as
Z=

∑

e

−β ∑N
j = 1 er j

=

r1 ,...,r N



∑ e−βer

N

.

(7.25)

r

This allows us to compute the average occupation number and the dispersion (see
above) by
1 ∂2
1 ∂
ln Z ,
(∆nr )2 = 2 2 ln Z
(7.26)
h nr i = −
β ∂er
β ∂er
leading to the results

h nr i = −

1 ∂
Ne− βer
ln Z =
.
β ∂er
∑ j e− βej

(7.27)

The dispersion (variance) of the occupation number is given by the second derivative:

h(∆nr )2 i =



N β
h nr i 
1 ∂2
β
2
ln
Z
=
−
−
h
n
i
=
h
n
i
1
−
,
h
n
i
+
r
r
r
β2 ∂er2
β
N
N2
N

(7.28)

Hence the relative dispersion can be expressed as
1
h(∆nr )2 i
1
=
− .
2
h nr i
h nr i N

(7.29)

Therefore, in the limit of a large number
of particles N → ∞ the standard deviation
p
σr /hnr i can be approximated by 1/ hnr i.
Remark: In the derivation above we have computed the partition sum (7.25) without using
or introducing occupation numbers. For completeness we show here that the same derivation can be carried out in terms of a partition sum running over the occupation numbers
nr . As mentioned above, the classical statistics can be implemented by taking the multiplicity of states into account. More specifically, for given occupation numbers {n1 , n2 , . . .},
there are n1 !nN!2 !··· differentiation possibilities to permute the particles, which, however, are all
associated with the same Boltzmann factor. The partition sum can therefore be written as
 nr

N!
(N)
Z ( β, N ) = ∑
e− βer
,
(7.30)
∏
∏r ( nr ! ) r
{n}
(N)

where the sum ∑{n} runs over all occupation numbers for which ∑r nr = N. Comparing
this expression with a generalization of the binomial, the so-called multinomial

N
N!
nj
(N)
(7.31)
∑ x j = ∑ n1 !n2 ! · · · ∏ x j
j
j
{n}
we arrive at exactly the same expression, namely, Z ( N ) = (∑r e− βer ) N or


ln Z = N ln ∑ e− βer
r
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7.2.4 Photon statistics
The photon statistics is special kind of a Bose-Einstein statistic in which the particle number N is not constrained. It describes physical systems where an arbitrary number of
bosons can be generated and destroyed. Such a situation is found, for example, in the
radiation emitted from a blackbody. For the photon statistics the partition sum can be
carried out by letting the occupation numbers run independently:
∞

Z =

∑

e − β ∑ r n r er =



r

n1 ,n2 ,...=0

∞

∏ ∑


e− βnr er .

(7.33)

nr =0

The expression in parentheses on the right is a geometric series. Since we assumed the
single-particle energies er to be positive, the series converges and can be evaluated:


1
(7.34)
Z = ∏
1 − e− βer
r
Remember: The geometric series reads
∞

∑ xn =

n =0

1
1−x

and belongs to the basic knowledge of mathematics. Note that this series is convergent only
if | x | < 1. For proving the relation, multiply the series from the left by (1 − x ), observing
that all terms cancel mutually acceptable the first one.

As the partition sum turns out to be an infinite product, it is particularly easy to compute the logarithm:
ln Z = − ∑ ln(1 − e− βer ) .

(7.35)

r

The average occupation number turns out to be given by

h nr i = +

1 ∂
e− βer
ln(1 − e− βer ) =
β ∂er
1 − e− βer

(7.36)

or, in short:
1
.
−1

(7.37)

e βer
1 ∂2 ln Z
1 ∂ h nr i
=
=
−
β2 ∂er2
β ∂er
(e βer − 1)2

(7.38)

h nr i =

e βer

The dispersion

h(∆nr )2 i =

can be written in a different form as h(∆nr )2 i = hnr i(1 + hnr i). Hence the relative
dispersion is given by
h(∆nr )2 i
1
=
+1.
(7.39)
h nr i2
h nr i
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As we will see below, the photon statistics can be interpreted as a grand-canonical BoseEinstein statistics with the chemical potential µ = 0, i.e., photons can be created and
destroyed without any cost.

7.2.5 Bose-Einstein statistics
Grand-canonical ensemble
As in the previous case of the photon statistics, the simplest way to derive the BoseEinstein statistic is by allowing the system to exchange particles with the environment
so that the occupation numbers run independently. However, in contrast to the previous case we go to the grand-canonical ensemble, introducing a chemical potential.
Finally we adjust the chemical potential in such a way that the number of particles in
the medium assumes a given value.
Remark: For a thermodynamic system in the grand-canonical ensemble with a given partition sum Z ( T, V, µ) it is useful to define the grand-canonical potential (cf. page 185)
Ω( T, V, µ) = E − µN − TH = −k B T ln Z .

(7.40)

This allows one to compute the following quantities in terms of partial derivatives:






∂Ω
∂Ω
∂Ω
N=−
, H=−
, p=−
, E = Ω + TH + µN . (7.41)
∂µ T,V
∂T V,µ
∂V T,µ

The partition sum in the grand-canonical ensemble reads
Zgc =

∞

∑ e−β(E −µN )
s

=

s

s∈Ω

∏∑

e− β ∑r er nr + βµ ∑r nr ,

(7.42)

r nr =0

where µ denotes the chemical potential. Again we can apply the trick with the geometric series:
h ∞ 
 nr i
1
Zgc = ∏ ∑ e− βer + βµ
= ∏
,
(7.43)
−
β ( er − µ )
r nr =0
r 1−e
leading to
ln Zgc = − ∑ ln(1 − e− β(er −µ) ) .

(7.44)

r

As can be seen, we retrieve the photon statistics by setting µ = 0.
For the occupation numbers one obtains the mean value

h nr i = −

e − β ( er − µ )
1 ∂ ln Zgc
=
β ∂er
1 − e − β ( er − µ )

(7.45)

that is:

h nr i =

1
e β ( er − µ )

−1
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The corresponding dispersion is given by

(∆nr )2

=

1 ∂ h nr i
1
e β ( er − µ )
1 ∂2 ln Z
=
−
=
β = h nr i + h nr i2 .
β2 ∂er2
β ∂er
β ( e ( er − µ ) − 1 ) 2

(7.47)

so that the relative dispersion can be expressed as
1
h(∆nr )2 i
=
+1.
h nr i2
h nr i

(7.48)

Canonical ensemble
In order to go from the grand-canonical to the canonical ensemble, one has to move
from the grand-canonical potential Ω( T, V, µ) = E − µN − TH to Helmholtz’s free energy F ( T, V, N ) = E − TH by a Legendre transformation. This means that the canonical
partition sum Z can be obtained from the grand-canonical partition sum Z by
ln Zcan = ln Zgc − βµN = − βµN − ∑ ln(1 − e− β(er −µ) ) .

(7.49)

r

In addition, one has to eliminate the chemical potential. This can be done by determining µ in such a way that ∑r hnr i = N. Since the solution for µ depends on N and the oneln Z
particle energies er , we would expect the average occupation numbers hnr i = − β1 ∂ ∂e
r
to be given by a very complicated expression. Fortunately, this is not the case, but
it turns out that we get exactly the same expression as in the grand-canonical case,
namely
1
h nr i = β(e −µ)
.
(7.50)
e r
−1
Proof: In order to prove this relationship, we first exploit the that µ( N, {er }) =
µ = −

1 ∂ ln Zcan
∂µ
1
= µ+N
−
β ∂N
∂N
β
|

e − β ( er − µ )

∂µ

∑ 1 − e−β(e −µ) β ∂N ,
r

r

{z

∂F
∂N ,

hence
(7.51)

}

has to be 0

implying that
1

∑ e β(e −µ) − 1
r

r

= N.

(7.52)

Using this information we now compute the average occupation number

 ∂µ
1 ∂ ln Zcan
∂µ
1
1
h nr i = −
= N
+ β(e −µ)
− ∑ β(e −µ)
.
j
β ∂er
∂er
e r
−1
− 1 ∂er
j e
|
{z
}

(7.53)

=N

As can be seen, the two contributions containing the partial derivatives
reducing the expression to Eq. (7.50).

∂µ
∂er

cancel each other,

Thus the average occupation number is given by the same expression in the canonical
and the grand-canonical ensemble. The fluctuations, however, turn out to be different.
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Here we find

(∆nr )2

= −


1 ∂ h nr i
1
e β ( er − µ )
∂µ 
=
β
1
−
.
β ∂er
β ( e β ( er − µ ) − 1 ) 2
∂er

(7.54)

We can rewrite this expression is

(∆nr )2


∂µ 
= hnr i(1 + hnr i) 1 −
.
∂er

(7.55)

In this case, the partial derivative of the chemical potential with respect to the oneparticle energy does not drop out. However, in most cases this is a small correction that
can be neglected. If that is true, the dispersion behaves exactly like the grand canonical
case.
Remark: The partial derivative of the chemical potential with respect to the single-particle
energy is especially significant at low temperatures when T → 0. To compute this correction
term, we partially differentiate Eq. (7.52) by er and get

−β

e β ( er − µ )
e β(e j −µ)
∂µ
+
β
= 0.
∑
β(e j −µ)
2
∂e
( e β ( er − µ ) − 1 ) 2
r
− 1)
j (e

(7.56)

Inserting Eq. (7.50) and solving the resulting expression for the partial derivatives, one arrives at
∂µ
hnr i(1 + hnr i)
.
(7.57)
=
∂er
∑ j hn j i(1 + hn j i)
For sufficiently high temperatures, where the one-particle states are spread over many possible energy levels, the sum in the denominator will be much larger than the numerator, so
that one can neglect the correction term. For low temperatures, however, most bosons are in
the ground state, and therefore the sum is of the same order of magnitude as the nominator.
∂µ
In the limit T → 0 the partial derivative even tends to ∂er = 1. For low temperatures, the
correction term must therefore not be neglected.

7.2.6 Fermi-Dirac statistics
Grand-canonical ensemble
In the case of the Fermi-Dirac statistics, one proceeds analogously to the Bose-Einstein
statistic, the only difference being that the occupation numbers run only from 0 to 1.
The partition sum in the grand canonical ensemble for a given chemical potential µ
therefore reads
Z =

∑ e−β(E −µN )
s

s

1

=

s

∏∑

e − β ∑ q n q ( eq − µ ) .

(7.58)

r nr =0

Since the occupation numbers run independently, the partition sum factorizes:
Z =



1

∏∑

r nr =0



∏ e−βnq (eq −µ) =
q

⇒



1

∏ ∑
r

ln Z =

e− βnr (er −µ)



=

∏ (1 + e − β ( e − µ ) )
r

(7.59)

r

nr =0

∑ ln(1 + e−β(e −µ) ) .
r

r
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The average occupation number in the dispersion can be computed as follows:
1 βe− β(er −µ)
1 ∂ ln Z
1
=
= β(e −µ)
.
−
β
(
e
−
µ
)
r
r
β ∂er
β 1+e
e
+1

(7.61)

1
1
e β ( er − µ )
1 ∂
=
β = h nr i − h nr i2
β ∂er e β(er −1) + 1
β ( e β ( er − µ ) + 1 ) 2

(7.62)

h nr i = −
h(∆nr )2 i = −

Thus, the relative dispersion reads:

h(∆nr )2 i
1
=
−1.
2
h nr i
h nr i

(7.63)

As can be seen, the relative dispersion is smaller than in the Bose-Einstein case. In
particular, it tends to zero in the limit nr → 1. This is reasonable, since a Fermi level
occupied with probability 1 cannot fluctuate.

Canonical ensemble
Moving from the grand-canonical to the canonical ensemble is analogous to the case of
the Bose-Einstein statistic. Accordingly, the canonical partition sum is given by
ln Z = ln F − βµN ,

(7.64)

where the chemical potential µ has to be chosen such that ∑r hnr i = N. Thus, µ implicitly depends on both N and the single-particle energies er , which must be taken
into account when computing the partial derivatives. Similar to the bosonic case, the
∂F
condition µ = ∂N
leads to the result that the formula for the mean occupation number
remains unchanged:
1
h nr i = β(e −µ)
.
(7.65)
r
e
+1
This does not apply to the dispersion because in this case we get an additional correction of the form
 1

∂µ 
h(∆nr )2 i
=
−
1
1
−
.
(7.66)
h nr i2
h nr i
∂er
Again we could argue that this correction is small for sufficiently high temperatures

7.2.7 Comparison
So far we have considered three different quantum statistics in the limit of a large number of particles N → ∞. This led us to different expressions for the average occupation
number hnr i of the single-particle state r, which can be summarized as follows:
• For bosons with unlimited particle supply (photon statistics) we get the Plank
distribution:
1
hnr i = βer
(7.67)
e −1
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• For bosons in contact with a particle reservoir (grand-canonical ensemble) we
get the Bose-Einstein distribution:

h nr i =

1
e β ( er − µ )

−1

,

(7.68)

where µdenotes the chemical potential. For µ = 0 one obtains the special case of
the Planck distribution.
• for bosons with a fixed number of particles N (canconical ensemble) we get the
same Bose-Einstein distribution in which µ is adjusted in such a way that we get
the given total number of particles:

h nr i =

1
e β ( er − µ )

−1

with µ( N, {er }) =

∂F ( N, {er })
.
∂N

(7.69)

• for fermions in contact with a particle reservoir (grand-canonical ensemble) we
obtain the Fermi-Dirac distribution:

h nr i =

1
e β ( er − µ )

(7.70)

+1

• for fermions with a fixed number of particles N we obtain the Fermi-Dirac distribution:

h nr i =

1
e β ( er − µ )

+1

with µ( N, {er }) =

∂F ( N, {er })
.
∂N

(7.71)

7.2.8 Classical limit of quantum statistics in the canonical ensemble
The most important results so far can be summarized as follows. The average occupation number of a one-particle state in the canonical ensemble is given by

h nr i =

1
e β ( er − µ ) ± 1

,

ln Z = ± ∑ ln(1 ± e− β(er −µ) ) ,

(7.72)

r

where the upper sign stands for the Fermi-Dirac statistics and the lower sign for the
Bose-Einstein statistics. Here the chemical potential has to be chosen in such a way that
∑r hnr i = N.
The classical limit describes a situation in which the system is scattered over many
highly excited quantum states. In this limit, the individual one-particle states are only
weakly occupied. The classic limit therefore occurs when

h nr i  1

⇔

e β ( er − µ )  1 .

(7.73)

In this case Eq. (7.72) reduces to hnr i ≈ e− β(er −µ) . In this limit it is easy to find an
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approximation for the required chemical potential, namely
N=

∑ h nr i ≈ ∑ e − β(e −µ)

⇒

r

r

r

1 ∑ e− βer
µ ≈ − ln r
.
β
N

(7.74)

Inserting this expression directly leads to the classical result of the Maxwell Boltzmann
statistics (see Eq. (7.27))
Ne− βer
h nr i =
,
(7.75)
∑ j e− βej
So at first glance it looks as if the classical limit case just reproduces the MaxwellBoltzmann statistics.
That this is not completely true, shows a calculation of the partition sum in the classic
limit. Here you get
ln Z ≈ − βµN + ∑ e− β(er −µ) ≈ − βµN + N.

(7.76)

r

Inserting the chemical potential approximation Eq. (7.74) and applying the inverse Stirling formula ln N! ≈ N ln N − N one can see that
ln Z ≈ N ln ∑ e− βer − N ln N + N = ln Z MB − ln N! .

(7.77)

r

Thus we see that the classical limit of the partition sum in both cases (BE and FD) does
not lead to the Maxwell-Boltzmann statistic, but the result differs by the factor N!:
Z MB
.
N!

Z ≈

(7.78)

This is very plausible, since both types of quantum statistics assume quantum-mechanical
particles are indistinguishable. The classical limit of these statistics automatically yields
the combinatorial factor N!, which we had to add ad hoc in the discussion of the classical
ideal gas in order to obtain an extensive entropy. The quantum-mechanical treatment
thus automatically solves the Gibbs paradox.

7.3 Quantum corrections
7.3.1 Diluted quantum gas
In the sections 7.2.5 and 7.2.6 we have shown that the logarithm of the partition sum of
an ideal quantum gas is given by the following expression:


ln Z = ±(2s + 1) ∑ ln 1 ± e− β(er −µ)
(7.79)
r

For fermions with half-integer spin s one has to use the positive sign, while for bosons
with integer spin the negative sign is used. We have already seen that for e− β(er −µ)  1
we retrieve the classical limit of Maxwell-Boltzmann statistics. In the following we
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want to investigate which corrections of lowest order are caused by the quantum effects.
To this end let us assume that e− β(er −µ) is so small that the logarithm and Eq. (7.79)
can be expanded by ln(1 + δ) = δ − 12 δ2 + O(δ3 ). In this way we obtain:


1
ln Z = (2s + 1) ∑ e− β(er −µ) ∓ e−2β(er −µ) + . . . .
2
r

(7.80)

We now want to calculate the contributions of this expansion explicitly. We start with
the leading order.

Leading Order

For the sake of simplicity, let us again assume that the particles are contained in a cube
with the volume V = L3 . Quantum-mechanical standing waves ψ(x) ∝ eik·x are formed
in the cube whose wave vector k = (k x , k y , k z ) is quantized by k i = πni /L, where
ni ∈ N0 (these indices should not be confused with the occupation numbers nr ). The
wave vectors k are related to the momenta by p = h̄k. The sum occurring in the leading
term of Eq. (7.80) can therefore be written as if

∑e

− βer

∞

∑

=

r

e

n)
− β p(2m

∞

2

∑

=

n x ,ny ,nz =0

e

−β

h̄2 π 2 (n2x +n2y +n2z )
2mL2

(7.81)

n x ,ny ,nz =0

Since we expand the partition sum around the classical limit, it is possible to replace
the discrete sum by a continuous integral and to suitably substitute the integrand:

∑e

− βer

r

1
=
8

Z +∞
−∞

3

d ne

2 2 2
− β h̄ π n2
2mL

1
=
8

s

2m L
β h̄π

!3 Z

+∞
−∞

2

d3 x e− x .

(7.82)

Here we encounter an additional factor 1/8 caused by extending the bounds of the
integral to −∞ . . . + ∞. In the remaining integral one introduces spherical coordinates
and obtains:
s
!3
√
3
Z +∞
1
2m
L
2πmk B T
− βer
2 − x2
=
4π
dx x e
=
V
(7.83)
∑e
8
β h̄π
h
r
| −∞ {z
}
√
= π/4

Since this pre-factor occurs frequently, it is useful to introduce the following shortcut:
λ := √

h
.
2πmk B T

(7.84)

V
.
λ3

(7.85)

Then we have

∑ e−βe
r

r

=
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The leading order in the expansion of Eq. (7.80) can thus be written as
ln Z = (2s + 1)e βµ

V
λ3

(7.86)

Therefore, to the leading order we obtain the particle number
1 ∂ ln Z
= ln Z
β ∂µ

(7.87)

1 ∂ ln Z
1
=
ln Z .
β ∂V
βV

(7.88)

N =
as well as the pressure
p =

Comparing these results yields p =

N
βV

which is just the equation of state of the ideal

gas pV = Nk B T. In addition, it is possible to express e βµ using Eq. (7.87):
1
ρλ3 .
2s + 1

e βµ =

(7.89)

Here ρ = N/V denotes the density of the particles. We recognize immediately that the
expansion in Eq. (7.80)


ln Z = (2s + 1) ∑ e

− β ( er − µ )

r


1 −2β(er −µ)
∓ e
+... .
2

(7.90)

it is essentially an expansion in ρλ3 . Thus this expansion is expected to be accurate in
the limit of a low particle density and high temperature.

Expansion to next-leading order

The expansion coefficient of next-leading order is evaluated analogously. Here we have

∑ e−2βe
r

r

=

1 V
.
λ3

23/2

(7.91)

Inserting this expression into the partition sum one obtains
ln Z = (2s + 1)


V  βµ
1 2βµ
e
∓
e
+
.
.
.
.
λ3
25/2

(7.92)

Neglecting contributions of the next-leading order and higher, we can again calculate
the particle number N:
N =


1 ∂ ln Z
V
1
= (2s + 1) 3 e βµ ∓ 3/2 e2βµ .
β ∂µ
λ
2
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Using Eq. (7.92) we are led to
V  1
1  2βµ
−
e .
λ3 | 23/2 {z 25/2 }

N = ln Z ∓ (2s + 1)

(7.94)

=1/25/2

At this point we can replace the next-leading order correction term by the leading order
e βµ = Nλ3 /V/(2s + 1):
N 2 λ3
.
(7.95)
N = ln Z ∓ 5/2
2 V (2s + 1)
As before, the pressure is given by
p =

1
1 ∂ ln Z
=
ln Z .
β ∂V
βV

(7.96)

Solving this expression for ln Z we insert the solution into the equation given above:
N = βpV ∓

N 2 λ3
25/2 V (2s + 1)

or

pV = Nk B T 1 ±


λ3 ρ
.
(2s + 1)25/2

(7.97)

(7.98)

This can also be written in the short form


pV = Nk B T 1 + B( T )ρ ,
where
B( T ) = ±

λ3
(2s + 1)25/2

is the quantum-mechanical virial coefficient. In particular we have
(
3
+ 2λ7/2 for fermions with spin 1/2
B( T ) =
3
− 2λ5/2 for bosons with spin 0

(7.99)

(7.100)

(7.101)

Typical temperature at which quantum effects are expected to set in
We now want to examine the typical order of magnitude at which quantum effects are
to be expected. As we have seen, the concept of virial coefficients is based on an expansion in powers of λ3 /(V/N ). Here,
√V/N can be interpreted as the volume occupied by
a particle. The variable λ = 2πh̄/ 2πmk B T can be interpreted as the wavelength of a
quantum-mechanical particle with the energy k B T. Therefore, this typical length scale
is also called the thermal wavelength. So we see that the virial expansion is an expansion
in
λ
thermal wavelength
=
.
(7.102)
average distance between particles
(V/N )1/3
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λ
Quantum effects are expected to become relevant if (V/N
≈ 1. This corresponds to
)1/3
the temperature
2πh̄2
Tqm ≈
.
(7.103)
mk B (V/N )2/3

As an example, let us now estimated this typical temperature for air (nitrogen). For
nitrogen the typical distance between the particles is of the order of 4 Angstroms. The
required numerical values in SI units read
h̄ = 1.054 · 10−34 Js
−23

= 1.381 · 10 J/K
(V/N )
≈ 4 · 10−10 m
m = 14u = 14 · 1.66 · 10−27 kg .
kB
1/3

(7.104)
(7.105)
(7.106)
(7.107)

This leads to the result
Tqm ≈

1.054 · 10−34 K
≈ 0.2K .
14 · 1.66 · 10−27 · 1.381 · 10−23 · (4 · 10−10 )2

(7.108)

Therefore, quantum effects at atmospheric pressure are expected to become visible only
at very low temperatures of around 200mK.
One common misconception is that the typical energy k B Tqm should correspond to
the typical quantization distance of the energy levels. A simple calculation shows that
the first energy level can be estimated by
e1 =

p21
h̄2 π 2
π2
h̄2 k2
h̄2 π 2
=
=
k B Tqm  k B Tqm .
=
=
2m
2m
2mL2
2m(V/N )2/3
2N 2/3

(7.109)

The typical scale in which the energy levels are quantized is therefore in the range of
∆E ≈ 10−17 Kelvin. This is intuitively understandable because the quantization of the
energy levels corresponds to a wavelength in the entire system, i.e., from one wall to
the other, while quantum effects in a gas already occur when the quantum-mechanical
wavelength is of the same order as the interparticle distance.

7.4 Ideal gas of bosons
7.4.1 Ideal gas of bosons with fixed particle number
As before we consider a gas consisting of nonrelativistic bosons with spin 0 and mass
m and the single-particle energies
p2r
h̄2 k2r
er =
=
.
2m
2m

(7.110)

In contrast to the preceding section, we intend to evaluate the full partition sum without
expansion, allowing us to access low temperatures.
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According to Eq. (7.45) the average number of particles in the single-particle state r
is given by
1
h nr i = β(e −µ)
.
(7.111)
r
e
−1
This allows one to compute the average particle number and the mean energy:

hNi =

∑ h nr i ,

(7.112)

∑ er h n r i .

(7.113)

r

h Ei =

r

In an arbitrarily shaped container, the evaluation of the sum extremely difficult, since
neither the eigenstates nor the associated eigen-energies are known exactly. But the
situation is different in a cubic container with the volume V = L3 , because here the
eigenstates are simple standing waves and the eigenenergies are quantized by the corresponding wavenumbers. In this case it is possible to replace the sum over r by a sum
over the quantized momenta p. In the limit of a very large number of particles, the
discrete sum can be replaced by an integral

∑... →
r

∑... =
p

V
h3

Z

d3 p . . . .

(7.114)

By evaluating Eq. (7.112) in this way, one obtains a condition for the chemical potential
µ. Then one puts the chemical potential back into Eq. (7.113) to obtain the mean energy,
from which all further thermodynamic quantities can be derived.
As one can easily see, the chemical potential must not be positive, since otherwise
negative average occupation numbers hnr i = eβ(er −1µ) −1 < 0 would arise. Similarly, we
can read off that
er − µ → 0
⇒
h nr i → ∞ .
(7.115)
Because of the condition e− β(er −µ) < 1, which is guaranteed by µ ≤ 0, the trick of using
a geometric series can be applied in reverse direction, i.e.,
N =

∑ h nr i
r

∞

=

∑∑

=

∞

e − β ( er − µ )

∑ 1 − e β(e −µ)
r

r

e−kβ(er −µ) ≈

r k =1

∞

∑

e βµk

k =1

∑∑

=
V
h3

Z



e − β ( er − µ )

r k =1
+∞

−∞

d3 p e−kβp

k

2 / (2m )

(7.116)
.

√
In the integral we substitute x2 = kβp2 /(2m), hence dp = dx 2mk B T/k, obtaining
∞

N=

∑

k =1

V (2mk B T )
e βµk
h3 k3/2

3/2

4π
|

Z ∞
0

2
V
dx x2 e− x = 3
λ
{z
}

∞

e βµk

∑ k3/2 .

(7.117)

k =1

=π 3/2

where we again used the abbreviation
λ= √

h
.
2πmk B T
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7.4.2 Bose Einstein condensation
Eq. (7.117) determines implicitly the value of the chemical potential. To approximate the solution, we note
that the remaining sum on the right hand side is the
so-called polylogarithm
∞

Lis (z) =

zk
∑ ks
k =1

(7.119)
Polylogarithm

which is related to the Riemann ζ function (see Fig. ??).
Since N is fixed, the equation suggests that in the limit of a very high temperature
(β → 0) the chemical potential has to be strongly negative, i.e., µ → −∞. As we lower
the temperature the chemical potential increases, until we reach a critical temperature
where the chemical potential becomes zero. Here a phase transition takes place. It
turns out that this transition takes place at
βc =

ζ (3/2)

2/3

m(V/N )2/3

2πh̄2

.

(7.120)

where ζ (3/2) ≈ 2.6124..
The phase transition taking place at this point was predicted on a theoretical basis
by Bose and Einstein in 1924. It was argued that superfluid Helium would be linked
to this phenomenon. The experimental proof, however, was achieved only in 1995 by
Wolfgang Ketterle and others.
Roughly speaking the Bose-Einstein phase transition can be explained as follows.
As long as there is a consistent solution for a negative value of the chemical potential,
all bosons will obey the Bose-Einstein statistics. However, lowering the temperature
below the critical point the solution would render a positive chemical potential, which
is impossible. To avoid this situation, the physical system separates into two phases:
One part of the bosons continues to fluctuate according to the Bose-Einstein statistics,
as if µ = 0. The remaining bosons form a condensate in the ground state where all
fluctuations are frozen.
Illustratively speaking, if we go below the transition temperature, the system prefers
to split into two parts with different temperatures, namely, in a part at the critical temperature β c , and another part with temperature zero. Exactly zero! This is what makes
Bose-Einstein condensates so fascinating.
Since its prediction in 1924 the only experimental system that could be related to
Bose-Einstein condensation was liquid helium He4 , which exhibits a vanishing viscosity below a certain critica threshold around 2.7 K. Only in 1995 the first gaseous condensate was produced by Eric Cornell and Carl Wieman in a gas of rubidium atoms cooled
to 170 nanokelvins (nK). Shortly thereafter, Wolfgang Ketterle at MIT demonstrated important BEC properties. For their achievements Cornell, Wieman, and Ketterle received
the 2001 Nobel Prize in Physics.
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